CS536 J2EE/EJB 
                                                                                             Final Exam

Instructor : Mr. Tom Xian                                            Student: Hao Huang (2860A)    Apr. 23, 2003                                               
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Name: Huang, Hao

     ID:  2860A

Part One. Short Questions for EJB/J2EE (5 points each)

1). What is the life cycle of servlet?

The life cycle of servlet:

1. Create and initialize the servlet.

The init() method is called when the servlet is first requested by a browser request. The server loads and initializes the servlet. 

2. Handle zero or more service calls from clients.

Only one instance of the servlet is instantiated. This one instance handles all browser requests.

Each time the server receives a request for a servlet, the server spawns a new thread and calls the servlet’s service() method.

3. Destroy the servlet and then garbage collect it.

Servlets run until the server destroys them by run the servlet’s destroy() method. (Some servers do this step ony when they shut down.)

2). Describe how the EJB clients share the remote reference.

Two EJB clients can share a remote reference:

1. First client creates new EJB instance

2. First client stores handle in global store

3. Second client gets handle from the store

4. Second client uses handle to create identical remote reference

5.   Then the remote reference can be shared by these two clients.


3). Describe the file cycle (states) of a session bean.

The Life Cycle of a Stateful Session Bean :


1. First, the bean instance does not exist. Perhaps the application server has just started up.

2. Next, the container decides it wants to instantiate a new bean.

3. Then the container instantiates your bean.

4. Next, the container calls setSessionContext().

5. Then the container calls ejbCreate() to initializes your bean.

6. Next, the container can call business methods on your bean.

7. Finally, the container calls ejbRemove().

The life cycle for stateful session beans is very similar to stateless session beans. The big differences are as follows:

1. There is no pool of equivalent instances because each instance contains state.

2. There are transitions for passivating and activating state.
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The client initiates the life cycle by invoking the create method. The EJB container instantiates the bean and then invokes the setSessionContext() and ejbCreate methods in the session bean. The bean is now ready to have its business methods invoked. 

While in the ready stage, the EJB container ay decide to deactivate, or passivate, the bean by moving it from memory to secondary storage. The EJB container invokes the bean’s ejbPassivate() method immediately before passivating it. If a client invokes a business method on the bean while it is in the passive stage, the EJB container activates the bean, moving it back to the ready stage, and then calls the bean’s ejbActivate() method

At the end of the life cycle, the client invokes the remove() method and the EJB container calls the bean’s ejbRemove() method. The bean’s instance is ready for garbage collection.

4). Describe the life cycle (states) of an entity bean.
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What’s going on in this diagram:

1. The does not exist state represents entity bean instances that have not been instantiated yet.

2. To create a new instance, the container calls the newInstance() method on the entity bean class.

Next, the container associates your entity bean with an entity context object via a callback that you implement, called setEntityContext(EntityContext ctx). 

3. Next, your entity bean is in a pool of other entity beans. At this point your entity bean does not  

have any entity bean database data loaded into it, and it does not hold any bean-specific resources. Your bean instance can be used in this mode to find entity data in the database, by servicing a finder method on behalf of a client. The bean instance can also perform operations not dependent on a particular data instance by servicing an ejbHome() method on behalf of a client. If the container wants to reduce its pool size, it can destroy your bean. The container signals your bean instance that it is about to be destroyed by calling the unsetEntityContext() method on your bean. Once this is done, the container releases any references to your bean, the Java garbage collector cleans up the memory your instance had been using. Therefore your unsetEntityContext() method should prepare your bean to be cleaned up, perhaps by releasing any resources your bean had claimed during setEntityContext().

4. When he client wants to create some new database data, it calls a create() method on your entity 

      bean’s home object. The container then grabs an entity bean instance from the pool, and the  

      instance’s ejbCreate() method is called. EjbCreate() initializes the entity bean to a specific data   

      set. Now your bean is in the “ready” state.

5. While your bean is in the ready state, it is tied to specific data and hence a specific EJB object.

If there are other entity bean instances that are views into the same database data, the container may occasionally need to synchronize your bean instance with the underlying database, so that you will always be working with the most recent data. The ejbLod() and ejbStore() methods do this; the container calls them as appropriate, based on how you define your transactions.

6. Your entity beans can be kicked back into the pool in two ways. If a client calls remove() on the 

      home object, the container will call your instance’s ejbRemove(). The underlying database data is 

      destroyed and so your entity bean instance will become disassociated with the client’s EJB 

      object to which it was bound.

7. The second way your bean can return to the pool is if the EJB container decides that your client 

has timed out, if the container needs to use your bean to service a different client, or if the container is simply running out of resources. At this point, your bean is passivated, and the container calls your ejbStore() method to ensure the database has te most recent version of your in-memory data. Next, the container calls your ejbPassivate() method, allowing your bean instance to release held resources. Your bean instance then enters the pool.

8. When the container wants to assign you to an EJB object again, your bean instance must be 

      activated. The container calls your bean’s ejbActivate() method, allowing your bean to acquire  

      resources. The container then calls your instance’s ejbLoad() method to load the database data 

      into your bean.

After the EJB container creates the instance, it calls the setEntityContext() method of the entity bean class. The setEntityContext() method passes the entity context to the bean.

After instantiation, the entity bean moves to a pool of available instances. While in the pooled stage, the instance is not associated with any particular EJB object identity. All instances in the pool are identical. The EJB container assigns an identity to an instance when moving it to the ready stage.

There are two paths from the pooled stage to the ready stage. One the first path, the client invokes the create() method, causing the EJB container to call the ejbCreate() and ejbPostCreate() methods. On the second path, the EJB container invokes the ejbActivate() method. While in the ready stage, an entity bean’s business methods may be invoked.

There are also two paths from the ready stage to the pooled stage. First, a client may invoke the remove() method, which causes the EJB container to call the ejbRemove() method. Second, the EJB container may invoke the ejbPassivate() method. 

At the end of the life cycle, the EJB container removes the instance from the pool and invokes the unsetEntityContext() method.

Part Two. Short Questions for Java Language (5 points each)

1). Describle the difference between notity() and notifyAll().

notify() unblocks one randomly selected thread among the threads that called wait() on this object. notifyAll() unblocks all the threads that called wait() on this object. 

2). Descirbe when you should use wait() for multi threads to access a shareable object.

To avoid simultaneous access of a shareable object by multiple threads, we have to synchronize the access. When one thread is accessing the shareable object, we use wait() method to block the other threads which want to access the same shareable object until a thread invokes notify() or notifyAll() methods on the same object to remove one or all thread(s) from the objects wait list. So, this shareable object can be safely accessed in multi threads programming.

3). Given that the method dodgy() might throw a java.io.IOException, java.lang.RuntionException, or java.net.MalformedURLExecption (which is a subclass of java.io.IOException, please fix the following code if there is any problem.

Public class aClass {

    Public void aMethod() {

        dodgy();

    }

}
A solution :

Public class aClass {

   Public void aMethod(){

      private URL url;

 try {


dodgy();

 } catch (MalformedURLException e) {


System.out.println("Invalid URL Malformed : "+e);

 } catch (IOException e) {


System.out.println("IO ERROR : "+e);

 } catch (java.lang.RuntimeException er) {


System.out.println("Runtime Exception : "+er);

 }

   }

   private void dodgy() { … }

}

4). Given the code segment below. If the return statement is executed, is the log() executed? (Assume the undeclared methods are defined somewhere else.)

:

try {

    int state = handleProcess();

    return stat;

}

catch(ProcessErrorException e) {

    handleException(e);

}

finally {

    log();

}
Answer : The finally clause leads to unexpected control flow when the code exit the middle of a try block with a return statement. Before the method returns, the contents of the finally block is executed.  

So, the answer is that the log() will be executed.

Part Three.  EJB Architecture Design Question. (60 points)

Figure 1 shows the basic Internet E-commerce architecture, and Figure 2 shows the real Internet 

E-commerce architecture.
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Figure 1. Single Server based Internet E-commerce Architecture
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Figure 2. Multi-Server based Internet E-commerce Architecture

In Figure 2, there are two load distributors. The first one is used to balance the http request load, the second one to balance the EJB client load.

The problem is that the basic architecture is useless when we use the load distributors. For example, EJBClient1 was communicating with app server1, later, the 2nd load distributor may distribute the request from EJBClient1 to another app server which does note have any EJBClient1 information that was maintained in the stateful session bean in app server1.

How do you solve this kind of problem?

Please present your design idea with necessary diagrams, descriptions. You don’t have to write the code.

Each of the following tips is a possible solution.

1). Let EJB clients share the remote reference. The question is how to share?

2). Don’t use stateful session bean, rather use stateless session bean plus entity bean for JDBC, just like the project 1. If you select this approach, you can’s get 100% scores.

3). Instead of using stateful session beans we have learned from classroom, let’s have a shareable server that contains all the session objects. Each app server can get and store the EJB client data object to the shareable server based on the session id.  Now, each app server would have stateless session bean which can access the shareable server to store and retrieve the data objects based on session id.

4). You may use your own design.

A solution from 3) :

In Application EJB Server side, there is a shareable server which have large memory and contains all the session objects that other application servers may have. And we use the session id to identify each EJB request, that is a session bean or entity bean, from Web Server(EJB Client). When a new EJB session bean instance  be created, create a session id as handle of this session bean in its life cycle. The EJB client will talk to the application EJB Server with this handle in the whole life cycle of a session bean. The shareable server have a copy of the EJB client data object with its session id. In this way, whatever application have been distributed to serve the EJB client’s request, it can always get the EJB client data object from the shareable server by session id. 

In the shareable server, there is a stateless session bean as the Common Shareable Session which can store and retrieve the data objects between the shareable server and each application EJB server based on session id. 

In each application EJB server, there is a stateless session bean which can access the shareable server to store and retrieve the data objects based on session id. 
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The diagram show one App. Server : 

The following diagram show the Architecture :
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In Application server, when a client’s session bean created, a session id created for that business session bean. The stateless session bean register this business session bean in the shareable server with this session id. Then every time the business session bean move in and out a (any) application server, the stateless session bean in app. server will retrieve and store the EJB client’s data objects in and out the application server from the shareable server based on the session id. After the business session bean ended, the stateless session bean will tell the shareable server to throw away the session id and the EJB client’s data objects.

Thanks.
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