Aim : Design a prototype that implements the cache management for a mobile computing environment.

Cache Management for a Mobile Computing Environment

Introduction:
 
With the recent advances in technology, mobile and wireless communications have become an important part of our daily life. People are using wireless network for making phone calls, accessing the Internet to download news, stock market data or to listen to hit songs from their favorite multimedia servers with the help of various devices such as mobile phones, PDAs or laptop computers.  However, all the advantageous of wireless access come with their own costs. Mobile users in wireless environments suffer from frequent disconnections, low bandwidth and limited local sources. Different techniques for improving the capability and quality of wireless environments have become a hot research topic in the academia.
Proxy caching is one of the basic methods to decrease the amount of remote network access, load on the servers and long response delays. Therefore, it is desirable to have a cache management strategy which should consider exclusively low resources and mobility of the users. 

The studies about proxy caching in mobile and wireless environments are mostly based on cache invalidation, cache replacement, cache relocation and cache organization. Cache invalidation is the process of keeping the newest version of the data in the cache. Since the copy of the object in the cache can be stale as more recent versions are made available at remote servers and clients may want to receive newer versions of the data instead of the old ones. Cache organization is the way to allocate cache capacity, namely global cache allocation and personal cache allocation. Cache replacement is to delete from the cache when the free space is insufficient for accommodating an object to be cached. Cache relocation is to move user related cache to the mobile client’ new location. Given the limited cache on mobile users, the first three issues are very important to wireless data access performance.

 Specifically, we define the situation of overload as the number of mobile hosts for which the proxy needs to release some amount of cache space for each to be able to provide a fair service.  For example, if the proxy needs to give 2 MB cache space for the new MH in its service area, but it has only 1.5 MB free space, then an overload occurs, 0.5 MB needed to be released at proxy for this particular mobile host.  Our technique predicts the future number of overloads in the cell ahead of time and adapts the proxy cache accordingly in order not to suffer from the heavy traffic by using a very efficient cache replacement policy.
 Specifically, we propose two techniques to improve the performance of mobile wireless environments.
(1) Predict the number of overloads ahead of time to reduce the effect of real time heavy traffic. 
(2) Replace the cache by using mobility-aware cache replacement policy when needed.
 
We call our system as CacheRight because in every traffic condition every mobile host in the cell has a right to access some part of the total cache in the right way. 

 Proxy caching has been considered an important technique to improve the capability and quality of mobile environments. However, the problems of wireless environments make the design of proxy cache management a challenge. There are four important issues involved in proxy cache management: 

1. Cache Replacement

2. Organization of Cache Capacity

3. Cache Relocation 

4. Cache Invalidation

Cache Replacement in Wireless Environments:
 
Cache replacement algorithms, which dynamically select a suitable subset of documents for caching, play a central role in the design of wireless environments. Proposed studies for wireless environments mostly take at least one of the following criteria as their main concern while ranking objects for cache replacement:

· access frequency
· document size 

· cost of cache miss 

· validity range of location-dependent data 

The traditional cache replacement policies are based on the assumptions that recently accessed objects are likely to be accessed again (Least Recently Used - LRU), objects that were queried frequently in the past will continue to be queried frequently in the future (Least Frequently Used - LFU). 

One well-known problem with cache replacement is that when a relatively large document is requested, it may end up replacing many small size documents in the allocated cache space. In order to avoid this problem, the authors claim that cache hit ratio can be optimized when small size documents are stored, given the fixed capacity of cache.  The proposed algorithm always evicts the largest documents when cache is full. The drawback of this method is not to take the relative recency or access frequency of each document into consideration, not to evict those stale yet small documents even if they are never visited again. In the extreme case, the cache could be fraught with tiny useless documents. To overcome this drawback, researchers at Virginia Tech University came up with several ideas to store small recently used documents.
Lowest Relative Value(LRV) cache replacement algorithm includes the cost and size of a document in the calculation of a value that estimates the utility of keeping a document in the cache. The algorithm evicts the document with the lowest value. 

FAR (Furthest Away Replacement) cache replacement algorithm uses the current location and movement direction of mobile clients. Objects in the cache are grouped into two sets, namely out direction set and in direction set. Data objects in the out direction set are always evicted first. Objects in each set are evicted in order based on their distance from the client. 
Organization of Cache Capacity:

Two categories of cache capacity allocation schemes have been reported in the literature, namely global cache and personal cache. Most of the studies about proxy cache assume the use of “global cache allocation” in which the whole cache capacity is shared by all users. Popular data objects in global view are kept in the cache and those which are not popular enough are replaced. Although global cache allocation optimizes the overall system performance, the fairness issue is a problem.


In personal cache capacity allocation, each user is allocated with a cache capacity dedicated to him with a predetermined size. Personal cache capacity allocation avoids the fairness problem caused by global cache capacity allocation. It also facilitates cache relocation more easily because instead of overall cache utilization, personal cache capacity allocation concerns the utilization of each separate user. However, this kind of cache allocation has two main disadvantages. First, many copies of the same data object may be stored in the proxy, hence reducing the storage utilization and scalability of the proxy. Second, each personal space is of equal size and it is exclusive for its owner. This organization wastes the storage if the required size of the personal cache of a user is smaller than that of allocated one. 

       
A hybrid cache capacity allocation (HCA) scheme was introduced to combine two types of cache allocations, global and personal. The whole cache capacity is first divided into two pools, a global pool and a personal pool.  The global pool stores data objects of high interest from the system’s respect. To avoid the fairness problem in global cache capacity allocation, each user is assigned a personal cache allocated in personal pool to store data objects which are hot according to the user’s interest. Moreover, personal cache of each user is shared with others, and each data object is cached at most once in a proxy in order to avoid the problem of personal cache capacity allocation. 


Although proposed cache organization techniques may work very well if infinite amount of cache space is assumed. The proxy may not provide continuous service to the mobile users when lots of them enter the region at the same time. In addition, predetermined size of the personal cache may not be appropriate for all kinds of traffic load. With overload-driven mobility-aware CacheRight, the proxy adapts itself according to overload predictions and may not need to give same amount of personal cache for each mobile user. The personal cache amount it will reserve for each user depends on not only object specifics such as access frequency and size but also the user’s mobility pattern.

Cache Relocation:

If the wireless infrastructure provides for handovers between base stations, some part of the proxy cache which a mobile user is using has to be reconstructed each time the mobile user crosses the boundaries of a cell.  When an intra-service handover occurs, some cache misses may occur since the data objects of the user’s interest may not be cached in the new proxy yet. The problem of cache relocation deals with how to move the cached data objects from the previous proxy into the new one when an intra-service handover occurs.
        
The concept of relocating the personal cache of the mobile host was introduced. In this it was assumed that the proxy is located in each base station of wireless environment and it contains personal cache of each mobile host in the cell. The personal cache follows the movement of its owner.  When a mobile host changes its current location, its cache will be located to its next location prior to the realization of handovers. It is also assumed that the mobile user’s user profile incorporates path prediction algorithms, which provide indications on which cells the user is likely to be handed-over if it keeps on moving.


It is also assumed that the mobile user’s user profile incorporates path prediction algorithms, which provide indications on which cells the user is likely to be handed-over if it keeps on moving. The relocation of the cache is performed prior to realization of handovers depending on the outcome of movement prediction algorithms.
[image: image1.png]Client

=5

Data Lookup GetData

Cacha Lookuy

Local Gache

Gatbata

Cache repicament

Cacha Miss/invalid ‘Alogorithm

Cache Refrésh

| Pt in cachs
Wait o Gt the dat;

Racaive Port

— m>

Figure 1: Model of the Mobile Computing System
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The CacheRight Cache Management:

Below given is an example of a typical wireless environment which the CacheRight addresses. Some mobile hosts are moving towards one direction on freeways, some going
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                                                     Example of an un-uniform heavy traffic

towards a particular building, say library, and others moving freely among the cells at different speeds causing non-uniform heavy traffic. Management of heavy loaded proxy caches becomes a challenge for this kind of situations. While the proxy caches in the area of freeways and library are heavily loaded, the ones in the other BSs can serve MHs without having any problems. Sudden increase on the network traffic may cause fairness problems to MHs in the service area of those BSs. MHs which are changing their current cell may have to drop some of their applications because of not having any space in the proxy cache. 

     
 We propose a method to predict future overloads in the proxy cache and adapt it for those changes beforehand to provide a continuous service during the period of topology changes, overload-driven CacheRight.
      
Once the mobile host enters the current cell, after a certain amount of time, a prediction-trigger is emitted and the prediction scheme predicts the behavior of the mobile host until its next handoff.  A prediction scheme can also predict the amount of time before the mobile user’s next handoff. In this thesis, we do not address any mobility prediction technique.  We assume that with the help of any proposed mobility prediction algorithm we have the information of how much more time the mobile host will stay in a particular cell.    

 In order to provide continuous cache service, it is important to reserve some portion of the proxy cache for incoming MHs before they come with the help of traffic topology and   mobility prediction algorithms. According to the system needs, it might be required to release some cache space for incoming MHs beforehand if the CacheRight decides there would not be enough space in the cache when they come. Hence, when they change their location to this particular cell they will find their place ready in the cache and get a continuous service.

 In other words, these incoming MHs will not have to wait for the proxy to release some cache space for them to put their objects. In order not to sacrifice current MHs cache space for the incoming ones, it is a challenge to determine appropriate amount of cache to release.

Specifically, the CacheRight tries to solve the problems of:
· How to predict the number of overloads for the next time interval.
· How to decide release amount under different workloads (different overload numbers). 
· How to decide which objects from which mobile hosts’ caches to release, how much and when to release from personal part or global part of the cache.
CacheRight Algorithm:

The CacheRight deals with two types of cache release requests depending on the predictions of the number of overloads. Below is the high level algorithm which the CacheRight follows for these requests:

1.
On-demand request 

2.
Overload-driven cache adaptation request. 

      
 On-demand request: When a MH moves into a new cell, it requests cache space from the proxy to put a number of objects that it uses frequently.  If there is enough space in the proxy, request will be accepted by allocating some amount of cache for this MH according to the heaviness of the traffic.  Otherwise, the CacheRight needs to release some objects kept for other MHs in the cell.

      
Overload-driven cache adaptation request: Periodically, the CacheRight predicts how many incoming MH will cause overloads for the next time interval by using overload records of previous periods.  According to the predicted overload number it decides how much cache to release for the incoming MHs.  In order to improve cache hit ratio, the CacheRight will also determine which objects should be removed from the cache by using its mobility-aware cache replacement algorithm.

	Function on_demand_allocation()   

   for each new MH in the cell

      amount_to_allocate = decide_allocate_amount();

      if (there is not enough space)

        amount_to_release = decide_release_amount();

        release_cache (amount_to_release); 

      allocate (MH, amount_to_allocate);




                                                       Algorithm of “On-demand request”
	Function overload_driven_cache_adaptation

   predict_overload ();

   amount_to_release = decide_release_amount();

   release_cache (amount_to_release); 




Algorithm of periodic “Overload-driven cache adaptation”

Cache Architecture:

The proxy cache associated with each cell is divided into two segments global cache and personal cache (as shown below). Global cache is used to store popular objects that are accessed by multiple mobile hosts. Personal cache is divided into regions assigned to each user. This partition affects the cache performance for the following two reasons. 

1. Mobile Hosts in the cell may have different interest areas and request different objects. If we employ only global allocation, it may cause the problem of fairness. In addition, it is difficult to design a cache reallocation for global cache capacity allocation. Maintaining global cache for all individually requested objects causes more overhead.

2. If the proxy does not allocate cache space for global use, common popular objects that can be shared by multiple mobile hosts will waste cache space by individual requests.

The capacity of the proxy cache in each BS is 
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Cache Architecture
We use 
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In addition, we use 
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 for the cache capacity which is assigned for popular object 
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 in the global part of the cache.  If there are 
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changes dynamically according to system needs.  In the worst case, all MHs have completely different interest areas from each other, then while 
[image: image19.wmf]p

C
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reaches 0. When more and more objects start to be used by more than one MH, the barrier between personal cache and global cache slides towards left.
Mobility-Aware Cache Replacement

To release the cache, the system uses the approach of ranking the objects. Ranking is very important for the system performance to decide which parts of the cache will be released, i.e., which objects will be deleted from which MHs’ personal caches or global cache.  Choosing the victim objects in a right way effects the cache hit ratio and remote network traffic dramatically.

          
The mobility-aware CacheRight gives rankings to the objects according to not only request frequency, and their size but also their owner number, the owners’ likeliness level to leave from the current cell to increase the cache hit ratio.


For two data objects with different owners but the same request frequency and size, the one with the owner who will more likely to leave from the cell have a lower ranking and should be chosen for replacement.  In addition, for two data objects with different number of owners but the same request frequency and size, the one which has less owner should be chosen for replacement and have a lower ranking.
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