Neural network algorithms

The most basic building block in the neural network is the perceptron. It is characterised by several input lines with weights associated to them. The input is collected and summed and an output is given according to the output function f. The output is formally defined as follows: 

 
where o is the output function and [image: image1.png]


the weight associated with input line i. The McCulloch-Pitts neuron has a step function as output function (see figure 1.2). This neuron can be trained using the Widrow-Hoff delta rule [WH60]. Assume the feature values of the samples are real numbers, and their labels are either 0 or 1 denoting two different classes. The delta rule adapts the weights [image: image2.png]


according to the following formula: 
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where [image: image4.png]


is the desired response, i.e. the real class label, and [image: image5.png]


an adjustable parameter called the learning rate which usually has a value between 0 and 1. The t is used to indicate the time step. Note that there is no change in the weights if the perceptron produces a correct answer, y(t)-o(t) = 0, in other cases the weights are adapted. As said in section 1.1, Minsky and Papert showed the limitation of this perceptron. It can only implement linear decision functions. This makes it unsuited for solving the XOR problem, which need a nonlinear solution. It was theoretically shown that it cannot be solved by a single perceptron but only by constructing a layered architecture [MP69]. This layered architecture, depicted in figure 1.6, has the problem that it cannot be trained using the standard delta rule, since it does not allow the update of the weights from a hidden layer to the input layer. This update requires an error which cannot be calculated. 
The invention of the backpropagation rule caused a major breakthrough in neural network research. In principle the rule is very simple: calculate the error made by the network and propagate it back through the network layers. This back-propagated error is used to update the weights. Consider figure 1.6. On the left side the sample [image: image6.png]


is fed to the network and produces an output on the right side [image: image7.png]|



. The input pattern [image: image8.png]


is propagated through the network in the following way: 
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where [image: image10.png]


and [image: image11.png]


denote the output of a hidden unit and an output unit respectively. The variables N and M denote the number of input units and the number of hidden units. A weight from a unit to another unit is denoted by [image: image12.png]


where j is the ``source'' of the connection, i the ``target'' and l the layer. The final output of the network can be written as: 
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where [image: image14.png]


has been replaced by equation 1.5. The output of the network has to be judged using some error criterion. This criterion determines the size of the error to be back propagated. In general the mean squared error (MSE) criterion is used: 
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where [image: image16.png]y(Z,



is the desired network output value for the sample [image: image17.png]


under investigation and [image: image18.png]


the size (cardinality) of the learning set. The objective during training is to minimise this error by choosing the appropriate weights. By differentiating equation 1.8, the desired change can be calculated to minimise E. This requires f to be differentiable. This cannot be done when using the step function, as differentiating leads to a delta (impulse) function. A step function, however, can be approximated by a sigmoidal function: 
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Figure 1.6: A layered structure of perceptrons.

If the weights of a unit are very large f(z) will approximate the step function (see equation 1.3 where z is the weighted sum). Furthermore the sigmoid function has the property that its derivative can be expressed in terms of itself: f'(z) = f(z)(1-f(z)). This means that one can easily calculate the derivative. The weights of the neural network are updated using a gradient descent procedure [Sim90, HKP91, BJ90]. First the error of the output units is calculated. The change in weight for output unit i from hidden unit j is given by the gradient: 


 [image: image21.png](1.10)




By using the chain rule the weight change for the hidden layer can be computed. The weight change for hidden units is given, using the chain rule [Wer74, RHW86, HKP91, BJ90], by: 
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where [image: image23.png]W’
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is the weight from hidden unit j to input unit k (see figure 1.6 for the graphical details). The [image: image24.png]


is given by [image: image25.png]


, the error made in the output layer. This [image: image26.png]


is back propagated to the hidden layers, hence the term backpropagation. In the term [image: image27.png]570 = (05 w8



this [image: image28.png]


from the output is used. Therefore, to compute the weight changes in a hidden layer only the [image: image29.png]


from an upper layer needs to be known. 

The new weight value is determined by the learning algorithm. In its most simple form the new weight is determined by: 
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Note that the - sign is due to the fact that [image: image31.png]A < U



since a gradient direction is calculated. This update rule, however, has some limitations regarding convergence. Therefore the update rule with momentum term [image: image32.png]


([image: image33.png]


) is used combined with a more sophisticated scheme to adaptively control the update [HKP91]. This leads to the following rule: 
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Another way to calculate the derivative is to use second order information. The gradient descent method in equation 1.10 only uses the first order term in the derivative of the error. By taking a Taylor-series expansion of the error function around the current point [image: image35.png]


, followed by taking the derivative one obtains: 
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where [image: image37.png]


is the second derivative Hessian matrix. Using this Hessian matrix causes the learning algorithm to converge in a much faster way, It is, however, computationally expensive to compute it and sometimes even impossible for large neural networks. In this thesis we use the well-known Levenberg-Marquardt [Lev44] (LM) rule for the estimation of the Hessian. The approximation of the Hessian uses outer products and is given by: 
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where [image: image39.png]


is the output of the network for sample [image: image40.png]


. The learning rule shown in equation 1.13 changes into: 
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[Bis95] and [image: image43.png]( Word)



the error on the previous weights. This learning rule is also used in the thesis next to the standard rule with momentum. 

