
SCBCD Exam Information and Notes
Abstract
Friends, I would like to share my experiences and notes which I was able to gather and make during my course of preparation for SCBCD exam.

This should not be taken as the only reading material for the exam but can be taken as a reference material when you are done with most of the prepration.Have tried to make it as accurate as possible, but if you find any error, let me know.
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LOGISTICS
The Sun Certified Business Component Developer Certification requires you to be a Sun Certified Programmer for the Java platform (any edition).

The exam is intended for business component developers who are responsible for:  Analyzing, designing, developing, and testing EJB technology applications  
· Deploying EJB technology applications  

· Integrating EJB applications with legacy applications  

· Some objectives have been strengthened. You can expect more in-depth questions in the following subject areas:
Objectives 

The exam concentrates on the features of the 3 enterprise bean types and the responsibilities of the 6 distinct roles in implementing EJB applications. 

Following is a list of the main objectives of the SCBCD Certification Exam (for a detailed list of the objectives, click here):
· EJB Overview 

· Client View of a Session Bean 

· Session Bean Component Contract  

· Session Bean Life Cycle 

· Client View of an Entity 

· Component Contract for Container-Managed Persistence (CMP) 

· CMP Entity Bean Life Cycle 

· Entity Beans 

· EJB-QL 

· Message-Driven Bean Component Contract  

· Transactions 

· Exceptions 

· Enterprise Bean Environment 

· Security Management  
Exam type

The exam consists of the following question types: 
· Multiple Choice 

· Fill in the Blanks 

· Drag and Drop 

The majority of questions would be of multiple-choice type, with the number of correct choices clearly indicated. 
You can expect a significant number of drag-and-drop questions for this exam. 

Many of them would ask you to match between 2 lists, for example, a list of deployment descriptor elements would be provided and you would be asked to drag and drop the appropriate EJB role responsible for fulfilling it. Another commonly asked question would require you to drag and arrange the lifecycle events of an enterprise bean in the correct order. 

Passing Score 

The passing percentage for the exam is 64%, for which you need to answer 45 questions correctly out of the total 70 questions. 

Time Limit 

The time allotted for the exam is 120 minutes, which is more than adequate.

Introduction

· Got 85% in the exam

· I started the study for the SCBCD exam after buying the book Head First EJB by Kathy $ Berts.One of the most effective work on EJB for those who have not done much of coding on EJB.Plus it is the only book available in the market for the above said exam. In India it is available for some Rs 450/-.
· Then I subscribed to the Enterprise Beans yahoo groups  http://groups.yahoo.com/group/EnterpriseBeans/  .Good group to get your doubts cleared.
· Another discussion group was that of Javaranch.People the best group for discussing ur problems on the exam. I strongly suggest joining this group. http://saloon.javaranch.com/cgi-bin/ubb/ultimatebb.cgi is the link for that.
· J Discuss is one more site where doubts get cleared. More so it is used for the mock tests that it offers.

· Studied for some 2 and a half months giving 2 hours daily for the study(been up and down with the studies during this time).People have different opinions on that ,some take 4 weeks some 6 weeks ,I took 10 weeks.

Preparation 
· Read the Head First EJB for 3 times
· First Time: Just go through every chapter and do the tests and try the EJBSharpen Exercises. Am inserting the solutions for the same in 3 pdf parts.
· Second Time: Comprehesively go through each chapter and know what actually is written in them comparing it with the objectives in the exam. There is at least one question coming from every objective, so the more u read and know, better it is.Dont miss the graphical and the Dumb Questions. VERY comprehensive and important too

· Third Time: By this time, you must be aware of what is in the book. Along with it, try reading the Topics from the Specs which u find you are weak in.
· Here is one link where the mapping for the specs to the exam objectives is given. http://www.valoxo.ch/jr/cheatsheets.html 
· I personally went through the EJB-QL topic and the CMR part from the EJB Specs. Else other topics are fine in the Head First EJB Book.
·  This book reading and the specs took a good 5-6 weeks for me.
· One week before the exam give the Final Mock Test at the end of the book, don’t worry if u don’t get good marks I myself got 68% in that .But it is way too heavy a test.

· Then slowly I had been collecting the reading material and other stuff from the net through those forums and other SCBCD sites 

What to Expect

The exam is more or less above average. Neither too tough nor too easy. There would be questions from the

· API that means the Interfaces namely EntityContext,EJBContext etc asking for the methods which are in it and which are not

· Questions about the Lifecycles of the Beans, Drag and Drop mostly which ask which stage comes after which.e.g. For a stateful session bean given are newInstance(),ejbCreate() and setSessionContext().arrange them in proper sequence.

· Questions that ask about the what are the roles of Bean provider,Sys administrator, Application assembler etc.maybe in the drag and drop form

· Lots of questions asking about the Deployment Descriptor. Make sure u have a good knowledge about it, to be precise learn IT. It’s not difficult. the specific DD elements to look forward to are 

· Security Roles

· Security Role References

· Environmental entries
· Resource Reference

· Resource Environment Entries
· MDB

· Primary Key

· EJB Reference

· Questions asking about the Exception, the hierarchy of the runtime exception or which exception to expect at what time.

· EJB-QL drag and drop which would be a good question for sure maybe 2 or 3 questions. so be prepared for it

· Scenario questions asking u to find out if it’s a CMT or BMT and to find out the transaction attribute which would be used.
· Security

What other tags should be written in <run-As> tag ?
Whose responsibility is to define security role refrence tag?
What other tags can be in security refrence tag and security role tag?
Whose responsibilty is to define security roles ?
What should must be define in a deployment Descriptor to use isCallerInRole(string s) method? 
What type of object is returned by getCallerPrincipal() method?
What class or interface contains Programmatic security methods?
What is requirement for Programmatic Security?


· EJB-QL:
You should know how to write a query
You should know whats illegal in EJB-QL query
You should know about WHERE , FROM , IN ,AS clauses
You should know about Pathexpressions
You should know about collections
You should know that ejbSelect<Methods>are written in bean class not in home interface
You should know that ejbFind<Methods> are written in home interface
You should know the difference between find and select method
You should be aware of PrimaryKey field, class , type
You should be aware of defining custom composite primary key class and the things it need to contain
You should know that what variables should be part of both PrimaryKey class as well as the cmp bean?
You should know about EJB-QL and Abstract Presistance Schema 

· Entity Beans / Session Beans / MDB: 
You should know Life cycle of entiy bean
Memorize sequence diagrams
Learn them inside out
their Limitation from Specification
Statless beans in context of transaction
Statefull bean and conversational state 

· Transactions:

Know how to define CMT by using Deployment Descriptor
Know how to define BMT
All transaction attributes should be remembered
You should know all things related to transactions and Exceptions 

· Exceptions : 

You should know the difference between two System and Application Exceptions
You should know actions and effects of these exception on container transactions
You should be able to identify the exceptions 

· Environment:
You should know about JNDI-ENC and resources you can get from it 

Study Material

1. Valentine Cretan’s Cheat Sheets. Excellent Place where u will get the 
a. Deployment Descriptor

b. Life Cycle Diagrams

c. Interfaces

d. Exception Handling

e. Mapping between the EJB Specs and the Exam Objectives

http://www.valoxo.ch/jr/cheatsheets.html 

Personally speaking I had used this link to the fullest. If u come to understand the life cycle and the interfaces, there is no better document on the net than this. But a word of caution don’t jump on this till u are sure about the theory or everything will go over head
2. http://www.ourbangla.com/scbcdbetaexam.doc . A fine one with a mock test which is a good one

3. A PowerPoint Presentation by Mohan Murali Krishnan www.valoxo.ch/jr/EJB2Notes.zip    .Excellent one doesn’t miss it.

4. Ejb Head First by Kathy and Berts which I am sure no one would miss anyhow.   
5. http://www.revisingscbcd.co.uk/index.jsp . Just another revision site. with a nice set of mock tests

6. Last but not the least Reminder Notes from Marco Tedone http://www.jemos.co.uk/certifications/SCBCD/Reminder.txt 

Trust me guys if hadn’t for this file I wont have been that good in scoring. Very well compiled
Review Material

Giving the notes which I prepared while going through the mock tests.
Basic

Restrictions

· An enterprise bean may not use a native library
· An enterprise bean may use not use java.net package.
· An enterprise bean may not open a file in the local file system for reading.
· An enterprise bean may use any static fields with final 
· The following information is from the EJB Specification v2.0. 

The Application Assembler and Deployer should be able to customize an enterprise bean's business logic without accessing the enterprise bean's source code. 

In addition, ISVs typically develop enterprise beans that are, to a large degree, independent from the operational environment in which the application will be deployed. Most enterprise beans must access resource managers and external information. The key issue is how enterprise beans can locate external information without prior knowledge of how the external information is named and organized in the tar-get operational environment. 


The enterprise bean environment mechanism attempts to address both of the above issues.

· The ejb-jar file producer can create an ejb-client JAR file for the ejb-jar file. The ejb-client JAR file contains all the class files that a client program needs to use the client view of the enterprise beans that are contained in the ejb-jar file. If this option is used, it is the responsibility of the Application Assembler to include all the classes necessary to comprise the client view of an enterprise bean in the ejb-client JAR file. 


The ejb-client JAR file is specified in the deployment descriptor of the ejb-jar file using the optional ejb-client-jar element. The value of the ejb-client-jar element is the path name specifying the location of the ejb-client JAR file in the containing J2EE Enterprise Application Archive (.ear) file. The path name is relative to the location of the referencing ejb-jar file.

· Hence if it is asked what does ejb-jar contains

· It must contain all the super-classes or super-interfaces, except the J2EE classes, of the bean or its interfaces either by inclusion or by reference.i.e.no superinterfaes of home or remote interfaces
· It may contain a reference to ejb-client jar file.
· It must contain all the EJBQL queries in the deployment descriptor.
· Helper classes used by the bean class.
· Bean provider provides abstract Entity Bean not a concrete bean
· Bean provider must provide the .class file for the interface that extends EJBObject
· IF the question comes out IF WE can check the identical beans…this isIdentical() is always called ont eh component interface and not on the bean class or home classs
· Responssiblities

· 
Generate stubs for ejbs Deployer
· Write EJBQL queries for CMP entity beans Bean Provider
· Provide ejb-link tag for each ejb-ref in the deployment descriptor Application Assembler
· Monitor Databases System Administrator
· YOU should not allow assigning value to a non static final field.
E.g. static ProductHome pH;

pH = (ProductHome) ctx.lookup(PRODUCTHOMENAME);

illegal code

· IN a DD there should be always
· Bean’s Class name
· Bean’s Type(S/E/M)
· Entity beans do not require any transaction type because they always use container managed transactions.
· EJB does not provide any way to specify isolation levels because it is resource (database) dependent.
	
	Problem 
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	Which of the following is a requirement for an EJB 2.0 compliant container?
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	Options 
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Select 1 correct option.
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Multi-user synchronized access to entity beans

 

An EJB container is required to allow synchronized access to multiple users of an entity bean. The bean developer need not worry about the synchronization herself.
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Multi-user simultaneous access to entity beans

 

This is not a requirement. Although many application servers create multiple instances of "read-only" entity beans to provide simultaneous access to multiple clients.
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Multi-user simultaneous access to stateful session beans

 

A Stateful session bean is dedicated to one client and if multiple simultaneous calls are made to it, an exception is thrown.


	


· Application Assembler has no role to play in the management of resource manager connection factories
· After begin is called before any business method is called
· With a reference to EJBHome we can create and remove bean.
· The Application Assembler typically specifies whether the caller's security identity should be used for the execution of the methods of an enterprise bean or whether a specific run-as identity should be used. 

The Application Assembler uses the security-identity deployment descriptor element for this purpose. The value of the security-identity element is either use-caller-identity or run-as. The use-caller-identity element cannot be specified for message-driven beans. 

IMP: Establishing a run-as identity for an enterprise bean does not affect the identities of its callers, which are the identities tested for permission to access the methods of the enterprise bean. The run-as identity establishes the identity the enterprise bean will use when it makes calls. 

In the following example, if Employee Service calls any EJB, it will call it as 'admin'. 

<enterprise-beans> 
  ... 
  <session> 
    <ejb-name>EmployeeService</ ejb-name> ... 
    <security-identity> 
      <run-as> 
        <role-name>admin</ role-name> 
      </ run-as> 
    </ security-identity> 
    ... 
  </ session> 
  ... 
</ enterprise-beans>
· EJB containers are required to be able to publish EJBHome object references in a CORBA CosNaming service.
· The following are considered to be goals of the EJB 2.0 Specification:

* Define the integration of EJB with the Java Message Service.
* Provide a local client view and support for efficient, lightweight access to enterprise beans from local clients.
* Provide improved support for the persistence of entity beans.
* Provide improved support for the management of relationships among entity beans.
* Provide query syntax for entity bean finder methods.
* Provide support for additional methods in the home interface.
* Provide for network interoperability among EJB servers.

· The following is a shortlist of the roles identified in the EJB 2.0 specification:

Enterprise Bean provider: The Enterprise Bean Provider is the producer of enterprise beans. His or her output is an ejb-jar file that contains one or more enterprise beans.

Application Assembler: The Application Assembler combines enterprise beans into larger deployable application units. The input to the Application Assembler is one or more ejb-jar files produced by the Bean Provider(s).

Deployer: The Deployer takes one or more ejb-jar files produced by a Bean Provider or Application Assembler and deploys the enterprise beans contained in the ejb-jar files in a specific operational environment.

EJB Server Provider: The EJB Server Provider is a specialist in the area of distributed transaction management; distribute objects, and other lower-level system-level services. A typical EJB Server Provider is an OS vendor, middleware vendor, or database vendor.

EJB Container Provider: The EJB Container Provider (Container Provider for short) provides: 1) The deployment tools necessary for the deployment of enterprise beans and 2) The runtime support for the deployed enterprise bean instances.

System Administrator: The System Administrator is responsible for the configuration and administration of the enterprise's computing and networking infrastructure that includes the EJB Server and Container.

** Must not use java.util.zip...restriction

The following are high level requirements for the enterprise deployment descriptor: ejb-jar.xml

the ejb-jar file must contain, either by inclusion or by reference, the class files of each enterprise bean as follows:
* the enterprise bean class.
* The enterprise bean home and component interfaces.
* The primary key class if the bean is an entity bean.
* The ejb-jar file must also contain, either by inclusion or by reference, the class files for all the classes and interfaces that each enterprise bean class and the home and component interfaces depend on, except J2EE and J2SE classes.
* The Application Assembler must not package the stubs of the EJBHome and EJBObject interfaces in the ejb-jar file.

· Non serializable methods or transient methods or variables cant be used over network hence should be in local interfaces

· EJB technology allows integration with Java Messaging Service.
· EJB technology provides lightweight access to local clients.
· EJB technology supports network interoperability among EJB servers.
· The following information is from the EJB Specification v2.0. 
The Application Assembler and Deployer should be able to customize an enterprise bean's business logic without accessing the enterprise bean's source code. 
In addition, ISVs typically develop enterprise beans that are, to a large degree, independent from the operational environment in which the application will be deployed. Most enterprise beans must access resource managers and external information. The key issue is how enterprise beans can locate external information without prior knowledge of how the external information is named and organized in the tar-get operational environment. 
The enterprise bean environment mechanism attempts to address both of the above issues.
· The responsibilities as described in the EJB specification state that the Bean Provider and Application Assembler should describe all the requirements for the caller's principal management of inter-enterprise bean invocations as part of the description.

The Bean Provider should neither implement security mechanisms nor hard-code security policies in the enterprise bean's business methods. 

The Bean Provider and Application Assembler may use the deployment descriptor to convey security-related information to the Deployer. 

Deployer sets up the appropriate security policy for the enterprise bean application.
Application Assembler and Deployer define the appropriate security policies for the application.

The management of caller principals passed on inter-enterprise bean invocations (i.e. principal delegation) is set up by the Deployer and System Administrator in a Container-specific way.
Session Bean

· A client has successfully called a business method on a stateless session bean. Which of the following statements may be true ??

· The client's Principal belongs to a role that has permission to access the method.
· The method has been configured as unchecked in the deployment descriptor.
· Session Bean Remember the following point about the ejbCreate methods: 

1. The method name must have ejbCreate as its prefix. 
2. The method must be declared as public. 
3. The method must not be declared as final or static. 
4. The return type must be void. 
5. The method arguments must be legal types for RMI/IIOP if there is a create<METHOD>(...) corresponding to the ejbCreate< METHOD>(...) method on the session bean's remote home interface. 
6. The throws clause may define arbitrary application exceptions, possibly including the javax.ejb.CreateException. 

Compatibility Note: EJB 1.0 allowed the ejbCreate method to throw the java.rmi.RemoteException to indicate a non-application exception. This practice was deprecated in EJB 1.1. An EJB 1.1 or EJB 2.0 compliant enterprise bean should throw the javax.ejb.EJBException or another RuntimeException to indicate non-application exceptions to the Container. An EJB 2.0 compliant enterprise bean should not throw the java.rmi.RemoteException from the ejbCreate method.

public void ejbCreate(String userid) throws InvalidUseridException 
{ 
  if(userid.length() == 0) throw new InvalidUseridException(userid); 
}…LEGAL

public void ejbCreate(String userid) throws RemoteException, CreateException 
{ 
  if(userid.length() == 0) throw new CreateException("Invalid userid"); 
}…ILLEGAL

· A stateful session bean has acquired some resources that need to be released before the bean is taken out of service. Which of the following methods should be appropriately coded to release such resources?
· ejbPassivate() 

· ejbRemove()

The container may remove a stateful session bean wihout calling ejbRemove() method if the bean is in passive state. Therefore, it is a good idea to code ejbRemove() as well as ejbPassivate() method appropriately.

· The followng excerpt from the EJB 2.0 Specification is very important for the exam: 

The Bean Provider is required to ensure that the ejbPassivate method leaves the instance fields ready to be serialized by the Container. The objects that are assigned to the instance's non-transient fields after the ejbPassivate method completes must be one of the following: 

A serializable object 
A null. 
An enterprise bean's remote interface reference, even if the stub class is not serializable. 
An enterprise bean's remote home interface reference, even if the stub class is not serializable. 
An entity bean's local interface reference, even if it is not serializable. 
An entity bean's local home interface reference, even if it is not serializable. 
A reference to the SessionContext object, even if it is not serializable. 
A reference to the environment naming context (that is, the java: comp/env JNDI context) or any of its subcontexts. 
A reference to the UserTransaction interface. 
A reference to a resource manager connection factory. 
An object that is not directly serializable, but becomes serializable by replacing the references to an enterprise bean's home and component interfaces, the references to the 
SessionContext object, the references to the java: comp/env JNDI context and its subcontexts, and 
the references to the UserTransaction interface by serializable objects during the object's 
serialization. 


This means, for example, that the Bean Provider must close all JDBC connections in ejbPassivate 
and assign the instance's fields storing the connections to null. 


The last bulleted item covers cases such as storing Collections of component interfaces in the conversational state.

· The container preserves the references to the environment naming context (that is, the java:comp/env JNDI context) or any of its subcontexts while passivating the bean.
· If there is a method which shows that it can be either remote or local interface then be sure that remove() is always called in both the cases
public void xxxx() 


{ 


  try


  {


    InitialContext ctx = new InitialContext();


    QueueConnectionFactory queueConnectionFactory = (QueueConnectionFactory) ctx.lookup("java:comp/env/jms/myQueueConnectionFactory");


 ...//other valid code.


  }


  catch(Exception e)


  {


     throw new EJBException(e.getMessage());


  }


}
· …IT MAY be a business method and not a ejbremove,create sicne SLSB cant acess resources in these methods

· In the setSessionContext() method, the bean can only access the bean's Home interface (local or remote) and the environment properties. 

Methods ejbCreate, ejbRemove, ejbPassivate, ejbActivate, afterBegin, and beforeCompletion, all have same level of access rights and they can access: 
.SessionContext methods: getEJBHome, getEJBLocalHome, getCallerPrincipal, 
isCallerInRole, getEJBObject, getEJBLocalObject 
.JNDI access to java: comp/ env 
.Resource manager access 
.Enterprise bean access 

afterCompletion can access all of the above except resource managers, other enterprise beans, and set/getRollbackOnly. 
We highly recommend you to go through section 7.6.1 of EJB Specification v2.0 for the exam purpose.
· The conversational state of a STATEFUL session object is defined as the session bean instance's field values, plus the transitive closure of the objects from the instance's fields reached by following Java 
object references. 


A session object's conversational state is not transactional. It is not automatically rolled back to its initial state if the transaction in which the object has participated rolls back. 

If a rollback could result in an inconsistency between a session object's conversational state and the state of the underlying database, the bean developer (or the application development tools used by the developer) must use the afterCompletion notification of the SessionSynchronization interface to manually reset its state. 

void afterCompletion(boolean committed) 
    The afterCompletion method notifies a session Bean instance that a transaction commit protocol has completed, and tells the instance whether the transaction has been committed or rolled back.

· If afterCompletion method of the SessionSynchronization interface can a stateful session bean use to roll back its conversational state to its pre-transaction value if a transaction rolls back

· References of the home interface of the same bean are always identical because there is only one instance of the Home interface,hence if anyone asks for comparison for two instances of home interface,they are always identical
· Only ejbActivate() is called when the container activates a session bean before calling a business method if the bean is passivated. 
Remember that when a stateful session bean is passivated, the container preserves the reference to the SessionContext. So even setSessionContext() is also not called after ejbActivate
· Only ejbActivate() is called when the container activates a session bean before calling a business method if the bean is passivated. 
Remember that when a stateful session bean is passivated, the container preserves the reference to the SessionContext. So even setSessionContext() is also not called after ejbActivate…..
1 bean is activated 

2 afterBegin is called 

3 business method is called 

4 beforeCompletion is called 

5 transaction is committed 

6 afterCompletion is called

· When a transactional business method is called, the container informs the session bean instance that a new transaction has begun by calling afterBegin() on the instance. afterBegin() is called before the business method, and subsequent business methods on the instance are invoked in the context of the transaction. If a business method raises a system exception whilst in the context of transaction, afterCompletion() is called on the session bean instance with a boolean value of false to notify the instance that a rollback has occurred.

· container only calls beforeCompletion on the bean instance if a transaction commit has been requested.

· getEJBObject() can only be invoked in a session bean instance method if the session bean defines a remote client view

· All container providers must support the SessionSynchronization interface; however, implementing the interface is optional for the bean provider.

· The setRollbackOnly method of the Sessioncontext interface can be called in a container-managed session bean's business method if the method is declared with a transactional attribute that creates a transactional context. Transactional attributes that cause the container to create a transactional context include Required, RequiresNew and Mandatory. 

· Calling getCallerPrincipal() is disallowed in session bean methods for which the container does not have a client security context.

· JNDI access to java:comp/env is permitted in a session bean's setContextMethod, ejbCreate, ejbRemove, ejbActivate, and ejbPassivate methods. For session beans that implement SessionSynchronization, all SessionSynchronization methods also have JNDI access to java:comp/env. JNDI access to java:comp/env is only disallowed in the constructor in a session bean class

· Calling getEJBObject() is only disallowed in the bean's constructor and setSessionContext method because no session object identity has been established for the instance.

· SessionContext.getRollbackOnly() is not available to session beans with bean-managed transaction demarcation

· The UserTransaction interface is unavailable to session beans with container-managed transaction demarcation session bean with bean-managed transaction cannot implement the SessionSynchronization interface…Hence Accessing resource managers in the SessionSynchronization.afterBegin method of a stateful session bean with bean-managed transaction does not throw an exception.

· A client may remove a session object by explicitly calling the remove method on the session object's home or component interfaces. A container may also remove the session object when the session object's lifetime expires. Any attempted invocations on a session object that does not exist, results in javax.ejb.NoSuchObjectLocalException for clients with a reference to a session object's local interface and java.rmi.NoSuchObjectException for clients with a reference to a session object's remote interface.

· javax.ejb.RemoveException is raised if the session bean or the container does not allow the client to remove the object.

· javax.ejb.ObjectNotFoundException is raised when the requested object of a finder method does not exist. Note that finder methods are only applicable to entity beans.

Entity Bean

· Primary KEY

· The Bean Provider must specify a primary key class in the deployment descriptor. The primary key type must be a legal Value Type in RMI-IIOP. The class must provide suitable implementation of the hashCode() and equals(Object otherObject) methods to simplify the management of the primary keys by the Container.

· The primary key type must be a legal Value Type in RMI-IIOP.hence can be java.lang.Integer

· PK can be generated randomly, as long as it is unique in DB

· The primary key type must be a legal Value Type in RMI-IIOP.

· An entity bean's component interface should not expose setter method for the fields occurring in the primary key class…check here the setter part no getter is writtern here.
· PK1. Must implement the java.io.Serializable interface. 
2. All its fields have to be made public, to allow the container to use the Relfection API during the synchronization with the database. 
3. When using CMP Entity Beans, the fields of the Primary Key class must also be present in the Bean class, to allow the container to set the values using Reflection API. 

Although not necessary, it should also override the hashCode() and equals() methods to allow the class to be better handled inside Collections.

· When specifying the element <prim-key-class> the fields must be a subset of the names of the container managed fields. The primary key class can contain 1 or more fields that act as the key for the entity bean. In this example the container managed fields are <code>pKey</code> and <code>orderId</code>. The primary key class can make use of both fields as the compound key or only 1 field.
It is illegal to define only the name of the class that is the primary key class, it has to be the fully-qualified name.

· <primkey-field> is an optional element and is used to map a single field to a primary key.

· There are two ways to specify a primary key class for an entity bean with container-managed persistence:

1) Primary key that maps to a single field in the entity bean class. 

The Bean Provider uses the primkey-field element of the deployment descriptor to specify the container-managed field of the entity bean class that contains the primary key. The field’s type must be the primary key type.

2) Primary key that maps to multiple fields in the entity bean class.

· An Entity Bean can retrieve PK by using getPrimaryKey() of EntityContext
· The container associates appropriate EntityContext to the bean before calling any other method. This entity context contains the primary key information for the entity bean. This information can be retrieved using the getPrimaryKey() method of EntityContext interface. 

public void setEntityContext( EntityContext ic) 
A container uses this method to pass a reference to the EntityContext interface to the entity bean instance. If the entity bean instance needs to use the EntityContext interface during its lifetime, it must remember the EntityContext interface in an instance variable. 

The EntityContext interface passed by the container to the instance in the setEntityContext() method is an interface, not a class that contains static information. For example, the result of the EntityContext.getPrimaryKey () method might be different each time an instance moves from the pooled state to the ready state, and the result of the getCallerPrincipal () and isCallerInRole (...) methods may be different in each business method.

· In any EntityBean with CMP ejbCreate(),ejbFineXXX(),ejbSelect(),ejbLoad(),ejbFindByPrimaryKey()  are not a MUST to be implemented

· In an ENTITYBEAN ,ejbLoad() and ejbSelect() can be called many a times by CONTAINER since it needs to sync it with the DB and not ONCE
· The container calls ejbStore () before calling ejbPassivate ().
· unsetEntityContext() is called when the container wants to destroy a bean. When the container calls ejbRemove(), to remove the bean, the bean enters the pooled state. It is not necessarily destroyed, hence unsetEntityContext() is not called immediately as the client calls remove()

· public abstract type ejbSelect< METHOD>(...): 

The Bean Provider may provide zero or more select methods. A select method is a query method that is not directly exposed to the client in the home or component interface. The Bean Provider typically calls a select method within a business method. 

The Bean Provider defines the select methods as abstract methods. The select methods are generated at the entity bean deployment time using the Container Provider's tools. 

The ejbSelect<METHOD> method executes in the transaction context determined by the transaction attribute of the invoking business method.

· The container generates the implementation based on the EJBQL given in the deployment descriptor.

· The bean code does not have to worry whether it is setting duplicate primary key values or not. The container checks whether the primary key set by the ejbCreate method is duplicate or not and if it is indeed duplicate, it throws a DuplicateKeyException to the client. No exception is thrown in the bean code. 

For example, in the following ejbCreate method, no exception is thrown in the bean code even if the primarykeyid is already used. However, the client calling the create method will get a DuplicateKeyException. 

public java.lang.String ejbCreate(String primarykeyid, String name, String value) throws CreateException 
{ 
    setPrimarykeyid(primarykeyid); // no exception is thrown here even if primarykeyid is duplicate. 
    setName(name); 
    setValue(value); 
    return null; 
}

· Entity Bean can access data resources directly. However, in most of the case it is not needed because the container handles the interaction with the database for finders, ejbLoad, ejbStore etc. method. If the bean has home business methods that require database access, it can use resource manage.
· The Entity bean class does not contain persistent field declarations.

· EB can access its persistent fields for which For each persistent field, the bean declares an abstract setter and a getter. The container generated subclass implements these methods.
· IN an EJBQL to compare 2 files 

· A cmp field of type Integer and an input parameter of type double.

· A cmp field of type Float and an input parameter of type double.

But not

· A cmp field of type String and an input parameter of type int.

 since Sting has no comparison with int

· Remember that a stateless session bean does not have ejbActivate and ejbPassivate methods. It can also not implement SessionSyncrhonization interface and thus cannot have afterBegin, beforCompletion, and afterCompletion methods.

· Interface  javax.transaction.UserTransaction 

void begin() 
  Create a new transaction and associate it with the current thread. 

void commit() 
  Complete the transaction associated with the current thread. 

int getStatus () 
  Obtain the status of the transaction associated with the current thread. 

void rollback() 
  Roll back the transaction associated with the current thread. 

void setRollbackOnly() 
  Modify the transaction associated with the current thread such that the only possible outcome of the transaction is to roll back the transaction. 

void setTransactionTimeout (int seconds) 
  Modify the value of the timeout value that is associated with the transactions started by the current thread with the begin method.

· For a CMP Entity Bean ejbLoad (), ejbStore (), ejbActivate, passivate, setEntityContext and unsetEntityContext have to be given IMPLEMENTATION.

· Remember that the entity bean class implements javax.ejb.EntityBean interface. This requires it to implement: ejbActivate and ejbPassivate, ejbLoad and ejbStore, setEntityContext and unsetEntityContext, and ejbRemove methods. 
In case of CMP beans, ejbLoad and ejbStore methods are usually empty.

· The following built-in functions are available to EJBQL queries: 

String Functions: 
CONCAT( String, String) returns a String 
SUBSTRING( String, start, length) returns a String 
LOCATE( String, String [, start]) returns an int 
LENGTH( String) returns an int 

Arithmetic Functions: 
ABS( number) returns a number (int, float, or double) 
SQRT( double) returns a double
· The cmr-field element describes the bean provider's view of a relationship.  It consists of an optional description, and the name and the  class type of a field in the source of a role of a relationship.

The ejb-relation element describes a relationship between two entity bean's with container-managed persistence.

The cmr-field-type element specifies the class of a collection-valued logical relationship field in the entity bean class. 

ejb-redefinition tag is not a valid deployment descriptor element.

The value of the cmr-field-type element must be either: java.util.Collection or java.util.Set.

· The ejb-relation-name is part of the ejb-relation element which describes a relationship between two entity bean's with container-managed persistence. An ejb-relation element contains a description an optional ejb-relation-name element and exactly two relationship role declarations, defined by the ejb-relationship-role elements. The name of the relationship, if specified, has to be unique within the ejb-jar file.

If multiple ejb-jar files use the same names for relationships and are merged into a single ejb-jar file, it is the responsibility of the Application Assembler to modify the relationship names defined in the ejb-relation-name elements.

The other tags are not valid tags in the DTD for the deployment descriptor.

· An ejb-name element is required for each entity bean. The ejb-name element specifies an enterprise bean's name. The name must be unique among the names of the enterprise bean's in the same ejb-jar file.  The ejb-name must be a valid Java identifier and must be unique within the ejb-jar file.

Although EJB QL is based on a subset of the standard for SQL you do not specify SQL within the deployment descriptor.

The abstract-schema-name element specifies the name of the abstract schema type of an entity bean with cmp-version 2.x. The abstract-schema-name element is used in EJB QL queries. The abstract-schema-name must be a valid Java identifier and must be unique within the ejb-jar file. The abstract-schema-name element is used in the specification of EJB QL queries.

You cannot specify a database table name as abstract persistence schemas do not need to know the details of how the entity bean's will be physically persisted.

· The following are the requirements for an entity bean class:
The class must implement, directly or indirectly, the javax.ejb.EntityBean interface.
The class must be defined as public and must be abstract.
The class must define a public constructor that takes no arguments.
The class must not define the finalize () method.

· The method name must have ejbCreate as its prefix.
The method must be declared as public.
The method must not be declared as final or static.
The return type must be the entity bean's primary key type.’

· When a new instance of an entity bean whose primary key fields are visible in the entity bean class is created, the Bean Provider must use the ejbCreate<METHOD>(...) method to set all the primary key fields of the entity bean instance before the instance can participate in a relationship, e.g. be used in a set accessor method for a cmr-field. 

The Bean Provider must not reset a primary key value by means of a set method on any of its cmp-fields after it has been set in the ejbCreate<METHOD>(...) method. If the Bean Provider attempts to reset a primary key value, the container must throw the java.lang.IllegalStateException.

· A message-driven bean instance must commit a transaction before the onMessage method returns.
The reason for this is that a message-driven bean responds to a JMS message and is not coupled with any other calls (from clients or other EJBs).  This means that if a transaction were not closed before the return of the onMessage method the transaction handle would not be available to anyone and the transaction would not be able to be committed (this would eventually timeout).

· A remote component interface of an entity bean allows a client to remove the bean and not get handle or create new bean or execuse business methods 

· ejbStore is called just before the data is updated in the database.
· If it is for a finder method then it must return an EJBObject or EJBLocalObject (or a collection thereof) of the same bean for which the finder is defined. In other words, the finder method must return the beans of the type for which the finder is defined. You cannot have a finder method in OrderEJB that returns a ProductEJB.

· If it is for a an ejbSelect method It may also return EJBLocalObject or a cmp-field value and it must return an EJBObject (or a collection of EJBObjects
· In an EJBQL query two entities with different abstract persistence schema names can be compared if they have the same primary key class..false

A CMP Entity Bean must

· be abstract.
· provide abstract getters and setters for all persistent fields.
· implement ejbCreate methods for all create methods declared in its home interfaces.
· In brief, remember the following sequence of events for an entity bean: 
1. Does not exist 
2. new() 
3. setEntityContext() (ejbHome<methods> may be called after this) 
4. ejbCreate(), ejbPostCreate(), ejbLoad() 
5. business methods.

· the container may delete the representation of the entity in the database immediately, or it can defer it to a later time, depending on the caching strategy that it uses. Hence it is not sure that when ejbRemove () is called by container the entity is removed immediately.

· In order for an enterprise bean to access another bean, the bean provider declares an EJB reference in the deployment descriptor for the home interface of the enterprise bean to be accessed. The EJB reference is given a logical name that is relative to the "java:comp/env" context. Additional information regarding the type of bean, the class names of the home and remote bean interfaces are also provided. The EJB reference in the deployment descriptor allows the application assembler and deployer to discover all references used by the enterprise bean. The deployer then binds the declared EJB reference to the enterprise bean home in the target environment. This layer of indirection allows the bean provider to look up the referenced bean's home interface using the logical name without knowing where the object resides in the enterprise system.

· environment entry should be used to reference configurable data.

· Referring to DDAn ejb-name element is required for each entity bean. The ejb-name element specifies an enterprise bean's name. The name must be unique among the names of the enterprise bean's in the same ejb-jar file.  The ejb-name must be a valid Java identifier and must be unique within the ejb-jar file.

Although EJB QL is based on a subset of the standard for SQL you do not specify SQL within the deployment descriptor.

The abstract-schema-name element specifies the name of the abstract schema type of an entity bean with cmp-version 2.x. The abstract-schema-name element is used in EJB QL queries. The abstract-schema-name must be a valid Java identifier and must be unique within the ejb-jar file. The abstract-schema-name element is used in the specification of EJB QL queries.

You cannot specify a database table name as abstract persistence schemas do not need to know the details of how the entity bean's will be physically persisted.

· The Bean Provider must ensure that the Java types assigned to the cmp-fields are restricted to the following: Java primitive types and Java serializable types.

The local interface types of the entity bean and of related entity bean's must not be exposed through the remote interface of the entity bean.

· EJB QL is a typed expression language whose design is based on the type model of the EJB container-managed persistence. The type of an EJB QL expression is derived from the structure of the expression, the abstract schema types of the identification variable declarations, the types to which the cmp-fields and cmr-fields evaluate and the types of literals. The allowable types in EJB QL are the abstract schema types of entity bean's and the defined types of cmp-fields…HENCE every EJB-QL expression has a type.

· domain of a query may be restricted by the navigability of the relationships of the entity bean on which it is based. The cmr-fields of an entity bean's abstract schema type determine navigability. Using the cmr-fields and their values, a query can select related entity bean's and use their abstract schema types in the query.  The '.' operator is the navigation operator used to navigate through container managed relationships.

· The data model for container-managed persistence does not support inheritance. For this reason entity objects or value classes of different types cannot be compared. Any EJB QL queries that contain such comparisons are invalid.
Another restriction regarding the use of EJB QL is that date and time values should use the standard Java long millisecond value.

· IS NULL is used to test whether a cmp-field or single-valued cmr-field value is NULL.  This does not test if a collection is empty.

IS EMPTY tests whether or not the collection designated by the collection-valued path expression is empty (i.e., has no elements). A collection-valued path expression can only be used in the WHERE clause in an empty collection comparison expression or in a collection member expression.

· abstract-schema-name value must be a valid Java identifier, must have a unique value within the ejb-jar file and is used in the specification of EJB QL queries

· Even if the ejbCreate method in bean does not have any parameters but is valid in other parts even then it’s valid.

· You cannot call getRollbackOnly or setRollbackOnly when the bean is in the passivated state since the instance is not associated with any transaction at that point.

· When a new instance of an entity bean whose primary key fields are visible in the entity bean class is created, the Bean Provider must use the ejbCreate<METHOD>(...) method to set all the primary key fields of the entity bean instance before the instance can participate in a relationship, e.g. be used in a set accessor method for a cmr-field. 

The Bean Provider must not reset a primary key value by means of a set method on any of its cmp-fields after it has been set in the ejbCreate<METHOD>(...) method. If the Bean Provider attempts to reset a primary key value, the container must throw the java.lang.IllegalStateException.

· Only enterprise beans with bean-managed transactions are allowed to call javax.ejb.EJBContext.getUserTransaction(). Entity bean's must always use container-managed transactions, only session beans with bean-managed transactions are allowed to call this method. Invoking javax.ejb.EJBContext.getUserTransaction() in an entity bean instance method results in java.lang.IllegalStateException
· It is illegal to call getEJBObject() when the entity bean does not define a remote client view.resulting in IllegalStateException
· An entity bean that defines both a remote home and a local home interface returns the same key when getPrimaryKey() is called.
· Bean Developer is not allowed to write implementation for ejbSelect().ejbSelect methods are implemented in the container generated bean subclass based on the EJBQL specified in the deployment descriptor

Transactions

· The method-permission element is used by the Application Assembler to specify the methods of the home and component interfaces that each security role is allowed to invoke.

ejb-transaction is not an element that exists within the deployment descriptor.

The container-transaction element is used to define the transaction attributes by the application assembler.  This can be used to specify transaction attributes for the methods of Session and Entity bean home and component interfaces and for the onMessage methods of message-driven beans.  Each container-transaction element has a list of one trans-attribute element and one or more method elements. The container-transaction element specifies that all the listed methods are assigned the specified transaction attribute value.  All methods specified in a single container-transaction element belong to the same enterprise bean.

The cmp-field element describes a container-managed field and is used within container-managed persistence not container-managed transactions.

container-managed is not a valid element for the deployment descriptor.

· If a remote client in a transaction context invokes a business method on a bean with container-managed transaction and the bean throws a non-application exception, the transaction is marked for rollback. The client then receives javax.transaction.TransactionRolledbackException (subclass of java.rmi.RemoteException) which indicates that the transaction has 
definitely been marked for rollback.

· When the container starts a transaction, it is responsible for controlling the transaction when it receives an exception. If the bean method throws an application exception but does not mark the transaction for rollback, the container will commit the transaction before re-throwing the application exception to the client. If the bean method marks the transaction for rollback, the container will roll back the transaction before re-throwing the application exception to the client.Container always re-throws the application exception to the client.

· If the instance called setRollbackOnly(), the EJB container will rollback the transaction and re-throw the application exception.
If the instance did not call setRollbackOnly(), the EJB container will commit the transaction and re-throw the application exception.

· javax.transaction.TransactionRolledbackException indicates to a remote client that the transaction has definitely been marked for rollback. Therefore it is pointless for the client to continue with the transaction, as the transaction cannot be committed.

· It is potentially dangerous retrying to continue with a transaction after receiving an application exception because it is not always possible to determine the state of the enterprise bean. For example, if the container started a transaction just before invoking an enterprise bean with container-managed transaction and the enterprise bean throws an application exception and does not mark the transaction for rollback, the container commits the transaction before re-throwing the application exception to the client. In this scenario, it is not possible for the client to continue with the transaction on receiving the application exception.

· javax.transaction.TransactionRolledbackException indicates to a local client that the transaction has definitely been marked for rollback. This exception is a subclass of javax.ejb.EJBException….Hence a client can continue for transaction

· The Container catches a non-application exception; logs it (which can result in alerting the System Administrator); and, unless the bean is a message-driven bean, throws the java.rmi.RemoteException (or subclass thereof) to the client if the client is a remote client, or throws the javax.ejb.EJBException (or subclass thereof) to the client if the client is a local client.

· you can force a container managed transaction rollback by using the setRollbackOnly method or if an EJBException is thrown.  If an EJBException is thrown (signaling that a non application error has occurred) the container will rollback any container managed transactions.

· you cannot use the UserTransaction interface if you are using Container managed transactions.  Only bean managed transactions can use the UserTransaction interface.  If an instance of an enterprise bean with container-managed transaction demarcation attempts to invoke the getUserTransaction() method of the EJBContext interface, the Container will throw the java.lang.IllegalStateException.

Environment
· Context ctx = new InitialContext();


String locale = (String) ctx.lookup("java:comp/env/locale");


String actuallocale = determineActualLocale(); //Assume that this is a valid call.


if(!locale.equals(actuallocale))


{


  ctx.rebind("java:comp/env/locale", actuallocale);


}
  It will throw a javax.naming.OperationNotSupported exception. 

  EJBs have only a read-only access to their environment.

· A Bean Provider can use following resource managers: 

javax.sql.DataSource for obtaining JDBC connections 
javax.jms.QueueConnectionFactory/javax.jms.TopicConnectionFactory for obtaining JMS connections. 
javax.mail.Session for obtaining JavaMail connections 
java.net.URL for obtaining URL connections.
· Initialization/configuration parameters.. You can use environment entries (<env-entry> tags) for specifing initialization parameters
· resource manager for JDBC. javax.sql.DataSource is a resource manager that is used to get database connections
· resource manager for JavaMail
· Any method that is listed in the exclude list cannot be called .Hence if the client calls any  method it sure is out of scope of those which are in <exclude-list>

<enterprise-beans>
  <session>
     ...
     <ejb-name>WashingService</ejb-name>
     <ejb-class>com.ejbcertificate.laundry.WashingServiceBean</ejb-class>
     ...
     <resource-ref>
       <res-ref-name>jdbc/laundryDB</res-ref-name>
       <res-type>javax.sql.DataSource</res-type>
       <res-auth>Container</res-auth>
       <res-sharing-scope>Shareable</res-sharing-scope>
     </resource-ref>
     ...
  </session>
</enterprise-beans>
· Since the value of the res-auth element is Container, the deployer is responsible for configuring the sign-in information of the resource manager by supplying the principle mapping information. On the other hand, if the value of the res-auth element was Application the bean provider would be responsible for performing a sign-on to the resource manager programmatically in the enterprise bean code.

· The bean provider declares in the deployment descriptor the configuration details that the enterprise bean expects to be provided in its environment at runtime. The tools provided by the container presents the configuration details expected, for the application assembler or deployer to set or modify. The process allows configuration values to be changed without requiring any access or modification of the enterprise bean's source code. Answer 5 is correct because the use of the environment entry deployment descriptor element provides a standard process for externalising configuration details used by enterprise beans. This avoids the necessity of using property files to store configuration details. Note that accessing files from an enterprise bean is of course prohibited by the EJB specification.

Answer 1 is incorrect. The bean provider should use the resource environment reference deployment descriptor element when referencing an administered object associated with resources such as JMS destinations. Answer 2 is incorrect. The bean provider should use the resource manager connection factory reference deployment descriptor element to define factories for creating connections to a resource manager. The child res-auth element is used to define whether the deployer is responsible for supplying the credentials used by the connection.

· If an enterprise bean is deployed more that once in the same container, each bean will get a distinct home. Answer 2 is incorrect because enterprise bean instances can only read the values of the environment entries at runtime; the bean instances are not able to modify them. Answer 3 is incorrect because environment entries cannot be shared with different enterprise beans. Answer 4 is incorrect because different environment entry values can be set for an enterprise bean if the bean is deployed multiple times in the same container.

· Responsibilities
Bean Provider-Declaring the EJB reference in the deployment descriptor.

AA--Linking an EJB reference to a target enterprise bean. 

--Ensuring that the target enterprise method is type-compatible with the declared EJB reference.

Deployer--Binding the homes of enterprise beans that exist in the target operational environment.

--Ensuring that all the declared EJB references are bound to the home of enterprise beans.

· Deployment descriptor is used to define only the environment entries, as opposed to the values that the enterprise bean expects to be provided at runtime.
· The bean provider declares in the deployment descriptor the configuration details that the enterprise bean expects to be provided in its environment at runtime. The tools provided by the container presents the configuration details expected, for the application assembler or deployer to set or modify. The process allows configuration values to be changed without requiring any access or modification of the enterprise bean's source code. Answer 5 is correct because the use of the environment entry deployment descriptor element provides a standard process for externalising configuration details used by enterprise beans. This avoids the necessity of using property files to store configuration details. Note that accessing files from an enterprise bean is of course prohibited by the EJB specification.
· The bean provider should use the resource environment reference deployment descriptor element when referencing an administered object associated with resources such as JMS destinations.
· The bean provider should use the resource manager connection factory reference deployment descriptor element to define factories for creating connections to a resource manager. The child res-auth element is used to define whether the deployer is responsible for supplying the credentials used by the connection.
· <ejb-ref> allows 
---Allows the bean provider to locate the home interface of other enterprise beans without knowing where the object resides in the enterprise system.

----Allows the application assembler and deployer to discover all references used by an enterprise bean
---Allows the application assembler to link an EJB reference declared in one enterprise bean to another enterprise bean contained in the same J2EE application unit.

· In order for an enterprise bean to access another bean, the bean provider declares an EJB reference in the deployment descriptor for the home interface of the enterprise bean to be accessed. The EJB reference is given a logical name that is relative to the "java:comp/env" context. Additional information regarding the type of bean, the class names of the home and remote bean interfaces are also provided. The EJB reference in the deployment descriptor allows the application assembler and deployer to discover all references used by the enterprise bean. The deployer then binds the declared EJB reference to the enterprise bean home in the target environment. This layer of indirection allows the bean provider to look up the referenced bean's home interface using the logical name without knowing where the object resides in the enterprise system.
· Ensuring that the target enterprise method is type-compatible with the declared EJB reference…AA
· Value of Env entry can be set by deployer or AA or Bean Provider

· The system administrator is responsible for adding, removing and configuring resource managers in the EJB environment.
Exceptions

· It is valid for the bean provider to create a primary key that matches a removed bean's primary key…Once a bean is removed, the bean does not exist. Therefore the primary can be used to create a new bean.

· ejbCreate must return null and ejbPostCreate must not return anything.

· The important thing to remember is that FinderExceptions, CreateException, and RemoveException are application exception and must be declared in the throws clause of the method. 

Also, beans are not allowed to throw RemoteException. It is the containers responsibility to throw it to the client if the client is a remote client. 

Therefore, this code can only throw an EJBException, which is a RuntimeException.

· The Java virtual machine's garbage collector mechanism is responsible for garbage collection and the system administrator is responsible for monitoring the logs of the non-application exceptions and errors logged by the container.
· If a message-driven bean method throws a system exception, the bean may end up in an inconsistent state. Therefore, the container will discard the bean to prevent the bean from receiving further messages. If the bean throws a system exception, the container does not throw the exception back to the client. Instead, the container does not acknowledge receipt of the message, providing the sender with an opportunity to re-send the original message.
· Unlike business methods of a session or entity bean, message-driven bean methods do not throw application exceptions
· The container is only responsible for rolling back a system exception for an message-driven bean with container-managed transaction demarcation and when the bean method runs in the context of a transaction started by the container. A transaction is not rolled backed by the container as a result of a system exception thrown when the transaction runs with an unspecified transaction context and also when a bean is declared with bean-managed transaction demarcation.
· The Container catches a non-application exception; logs it (which can result in alerting the System Administrator); and, unless the bean is a message-driven bean, throws the java.rmi.RemoteException (or subclass thereof) to the client if the client is a remote client, or throws the javax.ejb.EJBException (or subclass thereof) to the client if the client is a local client.
· The NoSuchEntityException is a subclass of EJBException. It should be thrown by the entity bean class methods to indicate that the underlying entity has been removed from the database.
An entity bean class typically throws this exception from the ejbLoad() and ejbStore() methods, and from the methods that implement the business methods defined in the component interface.
· Application exception is used to inform the clients about abnormal "application level" conditions. Even though obtaining a database connection might throw SQLException, which is a checked exception, the specification mentions that a bean should not use an application exception to report a failure to obtain a database connection. 
Although not mentioned in the specification explicitly, NamingException is a similar case because it would be either a configuration issue or something wrong with the application server. In both the cases, it is not an application level exception.
· An EJB class can throw any exception except javax.rmi.RemoteException. All exceptions, except runtime exceptions, thrown by a bean method are thrown to the client (remote or local)while RuntimeExceptions are wrapped into RemoteException (for remote clients) or EJBException (for Local clients) and thrown to the client…Hence BEAN cant throw java.rmi.RuntimeException

MDB

public void onMessage(Message msg)

{

  System.out.println("Message received.");

  boolean flag = getBooleanProperty("myflag"); //assume that this flag is always true

  if(flag)

  {

    throw new EJBException("Can't process this message."); //line 10

  }

}

This bean has a problem that is commonly known as a Poison message problem. 
As per the specification, if the onMessage() method of a MDB throws a system exception, the transaction is rolled back and the message receipt is never acknowledged. Since the message receipt is not acknowledged, the container delivers the message again. Since the onMessage() throws a systems exception each time it gets a message, it causes an infinite loop of delivering the message. Many application servers provide support for handing this kind of situation but if not checked, it can potentially bring down the appserver. 
Also, rolling back the transaction is same as throwing a system exception because the message receipt will not be acknowledged. 
Also remember that this happens only in the case of CMTs (not for BMTs) because in case of a CMT MDB, the message acknowledgement is a part of the transaction (which gets rolled back) while in case of a BMT MDB, it is not. So even if a BMT MDB throws a system exception, the message is acknowledge

· Bean managed message beans will acknowledge when the onMessage() method completes. Bean managed message beans has 2 choices how to acknowledge, this depends on the deployment descriptor.
Container managed message beans will acknowledge depending on the status of the transaction.

· message driven beans does not throw checked exceptions

· only bean managed message beans will use the configuration inside the deployment descriptor for acknowledgement

Security

· Your session EJB performs differently depending on what role, admin or employee, is accessing it. Which of the following tags would you use to convey this to the user of your bean (application assembler/deployer)?<security-role-ref>
· the EJB architecture does not define the operating system principal under which enterprise bean methods execute. Therefore, the Container Provider does not have to provide a specific principal for accessing the underlying OS resources, such as files.

The EJB specification does not define the “system” principal under which the JVM running an enterprise bean's method executes.  Leaving the principal undefined makes it easier for the EJB Container vendors to provide the runtime support for EJB on top of their existing server infrastructures. For example, while one EJB Container implementation can execute all instances of all enterprise beans’ in a single JVM, another implementation may use a separate JVM per ejb-jar per client. Some EJB Containers may make the system principal the same as the application-level principal, others may use different principals, potentially from different principal realms and even security domains.
· EJB security supports authorisation of method permissions set at the interface level.  This is achieved using the method-intf tag, which can be used to specify permissions on the Remote Home interface, Remote interface, LocalHome interface and the Local interface.
· you can use the exclude-list element to indicate the set of methods are not allowed to be called. The Deployer should configure the enterprise bean's security such that no access is permitted to any method contained in the exclude-list.  If a given method is specified both in the exclude-list element and in the method permission relation, the Deployer should configure the enterprise bean's security such that no access is permitted to the method.  If any methods have not been assigned to any security roles and also do not appear in the exclude-list, the deployer should assign method permissions to them or specify them as unchecked.
· you can use the run-as tag to indicate that specifying that a different principal be substituted for the execution of the methods of the bean's home and component interfaces and any methods of other enterprise beans that the bean may call. The Application Assembler specifies in the deployment descriptor whether the caller's security identity or a run-as security identity should be used for the execution of the bean's methods.  If the run-as element is specified, a security principal that has been assigned to the specified security role will be used for the execution of the bean's methods and will be visible as the caller principal in the callee.
· EJB security does not specify the exact security mechanisms that must be implemented and supported by the EJB Server.  EJB security support is related to authorisation and not authentication details such as passwords.
· the Deployer does not use security role references to directly map the OS security principals with roles used by the Bean Provider in code.  The mapping of the abstract roles to the underlying security mechanisms is carried out by the Deployer.  However the Deployer does not use the deployment descriptor, the Deployer will use vendor specific tools to carry out this task.


· the Bean Provider is responsible for declaring in the security-role-ref elements of the deployment descriptor all the security role names used in the enterprise bean code. Declaring the security roles references in the code allows the Application Assembler or Deployer to link the names of the security roles used in the code to the security roles defined for an assembled application through the security-role elements.  The Bean Provider must declare each security role referenced in the code using the security-role-ref element.  This is done by declaring the name of the security role using the role-name element.  The name must be the security role name that is used as a parameter to the isCallerInRole(String role-Name) method.  The Bean provider can optionally provide a description of the security role in the description element to assist the Application Assembler or the Deployer.  A security role reference, including the name defined by the role-name element, is scoped to the session or entity bean element whose declaration contains the security-role-ref element.

Answer 3 is incorrect, to allow the caller of a bean to make calls to subsequent bean's (from an enterprise bean) using a different security principal you use the run-as tag.  Specifying a run-as identity, means that a different principal is substituted for the execution of the methods of the bean's home and component interfaces and any
methods of other enterprise beans that the bean may call. The Application Assembler specifies in the deployment descriptor whether the caller's security identity or a run-as security identity should be used for the execution of the bean's methods.

Answer 4 is incorrect, security role references do not allow you to create users in the underlying security mechanism.  EJB security does not support or specify the creation of new users programmatically.
· The responsibilities as described in the EJB specification state that the Bean Provider and Application Assembler should describe all the requirements for the caller's principal management of inter-enterprise bean invocations as part of the description.

The Bean Provider should neither implement security mechanisms nor hard-code security policies in the enterprise bean's business methods. 

The Bean Provider and Application Assembler may use the deployment descriptor to convey security-related information to the Deployer. 

Deployer sets up the appropriate security policy for the enterprise bean application.
Application Assembler and Deployer define the appropriate security policies for the application.

The management of caller principals passed on inter-enterprise bean invocations (i.e. principal delegation) is set up by the Deployer and System Administrator in a Container-specific way.
For this reason 4 is incorrect as this is a responsibility of the Bean Provider
	Identify the correct statement regarding the declarative security model in enterprise javabeans.


	 


	
	

	

	Select 1 correct option.
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It cannot be mixed with the programmatic security model.

 

 

 

It can be.
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It cannot be applied to entity beans without container managed persistence.

 

 

 

It can be applied to any bean.
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It relies on the usage of getCallerPrinipal method of EJBContext.

 

 

 

This is required in the programatic security model.
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It relies on the usage of isCallerInRole method of EJBContext.

 

 

 

This is required in the programatic security model.
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It cannot be applied to message driven beans.

 

 

 

You can use the 'run-as' element for a MDB.
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Declarative security is usually set up for the application by the bean provider.

 

 

 

It is usually done by the application assembler.
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None of the above.




· Always remember this: 
1. security-role-ref: This is the name used by the bean code to refer to a security role. Since it is used inside the bean code, the provider specifies it in the deployment descriptor. 

2. security-role: These are the logical roles that are available to the application. Since these are application specific, these are specified by the application assembler in the deployment descriptor. Also, since these are provided by the application assembler, the application assembler also has the responsibility of mapping security-role-ref to the security-role. Further, since the application assembler knows the business logic, she also specifies which bean methods can be called by which role using the <method-permission> tags. 

3. The deployer makes sure that the roles required by the application assembler are available in the target system. The Deployer's job is to map the security view that was specified by the Application Assembler to the mechanisms and policies used by the security domain in the target operational environment. The output of the Deployer's 
work includes an application security policy descriptor that is specific to the operational environment. The format of this descriptor and the information stored in the descriptor are specific to the EJB Container. 

The Deployer is also responsible for assigning the security domain and principal realm to an enterprise bean application.
Last Minute Tips by Kathy
CODE EXAMPLES: 

Assuming that the code is legal (and you aren't tested on any Java syntax! -- If the code is illegal, that's because it won't work according to EJB rules or APIs) 

* If you see a call to getRollbackOnly(), what does that tell you?
-- this MUST be a CMT bean! BMT beans can't call this, because they can use only the UserTransaction interface, which has getStatus(), but not setRollbackOnly() 

* If you see a call to setRollbackOnly(), what does this tell you?
-- NOTHING, until you look at which interface the method was invoked on -- is it EJBContext? Then you have a CMT bean. UserTransaction? BMT bean. 

* If you see code that does not perform a narrow on the home stub, what does this tell you?
-- this is a local client! 

* If you see code that *successfully* invokes getPrimaryKey(), what does that tell you?
-- this is an entity bean 

* If you see code that successfully invokes getHandle(), what does this tell you?
-- that you are looking at a remote interface; local interfaces aren't involved with handles 

-- if you see code that invokes a remove(pk) on the home, you know you are dealing with an entity bean (and that you are seeing code invoked on the home) 

-- if you see code that invokes a remove(handle), you know you are looking at a remote client -- could be session or entity -- and that you are seeing code invoked on the home 

-- if you see the no-arg remove(), then it must be the component interface 

SECURITY: 

* if you see isCallerInRole(aString), what do you know? 

- you are NOT looking at a message-driven bean
- the method is invoked on an EJBContext
- "aString" must be declared in the deployment descriptor as a security role REFERENCE 

-- be SURE you understand the difference between security ROLE and security role REFERENCE 

the reference is something the bean provider must put in, to tell everyone that he has hard-coded a role String. Remember, the bean provider does not *really* know what the actual security roles are in the company, so he just makes one up that sounds good, and then describes it in the deployment descriptor. The someone *else* must map from security role REFERENCES to security ROLES in the deployment descriptor (often this is the Application Asssembler), and finally, the Deployer must map from security ROLES (in the deployment descriptor) to *real* security roles for principals/users/groups in the real "operational environment". This final mapping is NOT part of the EJB spec! It is NOT done in the ejb-jar.xml document. 

Session Beans: 

-- know the lifecycle --
-- stateless session beans ejbCreate is not in any way connected to a client calling create
-- same with remove 

-- passivation is ONLY for stateFUL beans.
-- they will never be passivated while in a transaction!
-- If a stateful bean times out while passivated, the container will NOT "wake the bean up" (i.e. activate) just to kill it. So, the bean will be killed WITHOUT getting a remove() call. So don't rely on remove() [which will also be missed if there's a server crash] 

-- be sure you know that setSessionContext is called very early in the bean's life, and only ONCE (this is true for all beans), and that within setSessionContext, you do not yet have access to your component interface, you must wait until you are in ejbCreate! 

-- do not do ANYTHING in your bean's constructors. An object does not have any "beanness" at that point. It is *legal* to put some code there, but don't. 

-- a transaction on a stateFUL bean can span multiple invocations from the client. In other words, you can start a tx in one method and then leave it uncomplete when the method ends. 

-- a stateLESS bean must complete its tx before the end of the method 

-- a stateLESS bean must NOT implement SessionSynchronization 

TRANSACTIONS:

-- BMT is for Session (both types) and Message-driven beans ONLY 

--- A BMT bean will not run in a tx unless it is the tx started by the bean itself. 

-- A BMT bean's transaction will propogate to other beans that the BMT bean calls.

-- a BMT bean must not start one tx before completing the previous one. 

-- BMT means must never call setRollbackOnly or getRollbackOnly on the context. 

CMP:
-- know the SIX transaction attributes, and know exactly how they will behave, depending on whether or not the calling method is in a transaction. 

-- know that MANDATORY and NEVER will throw exceptions 

-- which transaction attributes can an mdb have? Only Required and NotSupported! The others do not make any sense for an MDB, since it can NEVER be invoked with an existing tx (it is only the container who invokes the onMessage()) 

-- know that a bean with SessionSynchronization must NOT use Never, NotSupported, or Supports. In other words, a bean that wants to know about its tx status better be in a transaction! 

-- look up in the spec what it means to have "an unspecified transaction context", and understand the circumstances in which a method will run that way. 

-- know exactly WHICH methods must have a tx attribute;
- Session: just the business methods from component interface, nothing else 

-- Message: just onMessage() 

-- Entity -- all the business methods, the methods YOU define in the home (create(), finders, etc.) AND the three remove() methods from the two interfaces! (or two remove() methods if its local) 

EXCEPTIONS:
-- know the difference between System and Application exceptions. 

-- most importantly, know that only System exceptions result in an automatic rollback. For application exceptions. 

-- Know that application exceptions go to the client AS-IS (in other words, exactly as they were thrown by the bean / conainer) 

-- System exceptions are wrapped in a RemoteException for remote clients 

-- local clients WILL get an EJBException, but a remote client never will.

-- you must know which are checked and which are not, so that you know what your responsibility is for declaring them, and what the client's responsbilitiy is. 

EJBObject is a runtime exception, so you can throw it anytime without declaring 

Know the FIVE application exceptions from javax.ejb: 

Finder
--ObjectNotFound 

Create
-- DuplicateKeyException 

Remove 

Know that a client might not always GET the DuplicateKeyException even when that is the problem. Don't count on it. 

Know the difference between ObjectNotFound and NoSuchObject. 

ObjectNotFound is ONLY for finder methods, and only for single-row finder methods.
To remember: "ObjectNotFOUND goes with FINDER methods" 

NoSuchObject means that at one point the client had a reference to an EJBObject, but that EJBObject is no longer there -- in other words, you have a stub but the thing it connected to (the remote object) is gone. 

Know that NoSuchObject is a standard RMI exception, but that now there is a NoSuchLocalObject exception as well. 

Know that even though RemoteException is a checked exception, is is NOT an application exception. Anything else you declare in one of your interfaces IS an application exception (which must also be a checked exception). 

Know that system exceptions cause the bean to be discarded, application exceptions do not. 

Know what it MEANS to discard a bean:
-- stateless session clients can still use their EJBObject reference (container just grabs a different one from the pool) 

-- stateful session beans will have to go back through the home again and start over 

-- entity beans can still use their EJBObject reference (the pool...) 

When you believe a client cannot recover from something that YOU caught in your bean code, throw an EJBException to the container. If you are throwing an application exception, then you must decide yourself whether the tx should be rolled back. 

Know the SCOPE of java:comp/env --
-- it is per BEAN, not per JAR or application 

-- Know that it is the bean's private environment. 

Understand:
* Environment Entries
-- if the bean provider coded one in, the provider MUST announce that in the DD 

-- the app assembler or bean provider can put in the value (probably the app assembler) but the Deployer MUST ensure that there is a value 

* be sure you know how the DD element matches what you put in code to access it.
(java:comp/env/foo should be just "foo" in the DD, without the quotes) 

* Be sure you know the TYPES that an environment entry can be! 

Be sure you understand that tx attributes in the DD can be specified on a method-per-method basis, and KNOW what the elements look like for specifying a tx attribute. Be sure you understand how the wildcard "*" works for this. 

Know the DD tags for the security role references and roles 

Know what it means to access a bean from a bean:
that you use an ejb reference. Be familiar with the DDelement, and how it maches the code;
java:comp/env/ejb/Advice 

means: "ejb/Advice" in the DD 

-- know all the rules for the circumstances for load and store, etc.
if you see ejbLoad, you know you are looking at an entity bean, and you know that the bean has already been populated with the state from the persistent store (because we are ONLY talking about CMP) 

-- I'm not going to go into the CMP stuff here (too much), so just be familiar with the way that CMP and CMR works!!! 

Mock Test/Important Links

1. www.ejbcertificate.com
2. http://www.jdiscuss.com/Enthuse/jsp/ShowAvailableTests.jsp 

3. http://www.softlearn-systems.com/ 

4. http://groups.yahoo.com/group/EnterpriseBeans/files/SCBCD_question/scbcd-questions.htm 

I personally have done only the EJBCertificate and JDiscuss mock tests only

Discussion Forums

1. JDiscuss

2. JavaRanch

3. EnterpriseBeans Yahoo group
FAQ’s


· Does the exam include JSP and Servlets? 

· No. 

· How can you be sure you are ready to take the exam?
· It depends upon your own personal experience and the way u manage your time. It usually takes 6-8 weeks for preparing for the exam.4 weeks for going through the Head First EJB Book. around 2 weeks to make your own notes in conjunction with the Mock Tests .Additionally 1-2 weeks for revising whole stuff and making it very very specific to the exam objectives. Am considering a 2 hour daily study here.
· Do we need to give the SCJP?
· YES definitely ,when registering for the SCBCD exam you have to give the Candidate ID which was given during the SCJP.it can be found in the Mark Sheet for SCJP.Its Mandatory
· What is the exam cost?
· Is 150 Dollars precisely. In India 7500+600 Service tax=Rs8100/-
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