Introduction to Global Optimization

Global optimization is the task of finding the absolutely best set of parameters to optimize an objective function. In general, there can solutions that are locally optimal but not globally optimal. Consequently, global optimization problems are typically quite difficult to solve exactly; in the context of combinatorial problems, they are often NP-hard. Global optimization problems fall within the broader class of nonlinear programming (NLP). See, e.g., the Mathematical Programming Glossary or the Nonlinear Programming FAQ. 

Methods for global optimization problems can be categorized based on the properties of the problem that are used and the types of guarantees that the methods provide for the final solution. A NLP has the form 

    minimize   F(x)

    subject to g (x)  = 0     for i=1,...,m1       where m1 >= 0

                       i

               h (x) >= 0    for j=m1+1,...,m      where m >= m1

                 j

where F is a function of a vector of reals x that is subject to equality and inequality constraints. Some of the most important classes of global optimization problems are differential convex optimization, complementary problems, minimax problems, binlinear and biconvex programming, continuous global optimization and quadratic programming 

Specific optimization methods have been developed for many classes of global optimization problems. Additionally, general techniques have been developed that appear to have applicability to a wide range of problems. 

Combinatorial problems have a linear or nonlinear function defined over a set of solutions that is finite but very large. There are a number of significant categories of combinatorial optimization problems, including network problems, scheduling, and transportation. If the function is piecewise linear, the combinatorial problem can be solved exactly with a mixed integer program method, which uses branch and bound. Heuristic methods like simulated annealing, tabu search and genetic algorithms have also been successfully applied to these problems to find approximate solutions. 

General unconstrained problems have a nonlinear function over reals that is unconstrained (or which have simple bound constraints). A variety of partitioning strategies have been proposed to solve this problem exactly. These methods typically rely on a priori knowledge of how rapidly the function can vary (e.g. the Lipshitz constant) or the availability of an analytic formulation of the objective function (e.g. interval methods). Statistical methods also use partitioning to decompose the search space, but they use a priori information (or assumptions) about how the objective function can be modeled. A wide variety of other methods have been proposed for solving these problems inexactly, including simulated annealing, genetic algorithms, clustering methods, and continuation methods, which first transform the potential function into a smoother function with fewer local minimizers, and then uses a local minimization procedure to trace the minimizers back to the original function (e.g., Moré and Wu). 

General constrained problems have a nonlinear function over reals that is constrained. These types of problems have not received as much attention as have general unconstrained problems. However, many of the methods for unconstrained problems have been adapted to handle constraints. 

Techniques

Branch and Bound
Mixed Integer Programming
Interval Methods 

Clustering Methods
Evolutionary Algorithms
Hybrid Methods
Simulated Annealing
Statistical Methods
Tabu Search
Branch and Bound

Branch and Bound is a general search method. Suppose we wish to minimize a function f(x), where x is restricted to some feasible region (defined, e.g., by explicit mathematical constraints). To apply branch and bound, one must have a means of computing a lower bound on an instance of the optimization problem and a means of dividing the feasible region of a problem to create smaller subproblems. There must also be a way to compute an upper bound (feasible solution) for at least some instances; for practical purposes, it should be possible to compute upper bounds for some set of nontrivial feasible regions. 

The method starts by considering the original problem with the complete feasible region, which is called the root problem. The lower-bounding and upper-bounding procedures are applied to the root problem. If the bounds match, then an optimal solution has been found and the procedure terminates. Otherwise, the feasible region is divided into two or more regions, each strict subregions of the original, which together cover the whole feasible region; ideally, these subproblems partition the feasible region. These subproblems become children of the root search node. The algorithm is applied recursively to the subproblems, generating a tree of subproblems. If an optimal solution is found to a subproblem, it is a feasible solution to the full problem, but not necessarily globally optimal. Since it is feasible, it can be used to prune the rest of the tree: if the lower bound for a node exceeds the best known feasible solution, no globally optimal solution can exist in the subspace of the feasible region represented by the node. Therefore, the node can be removed from consideration. The search proceeds until all nodes have been solved or pruned, or until some specified threshold is meet between the best solution found and the lower bounds on all unsolved subproblems. 

Clustering Methods

Overview

Clustering global optimization methods can be viewed as a modified form of the standard multistart procedure, which performs a local search from several points distributed over the entire search domain. A drawback of Multistart is that when many starting points are used the same local minimum may identified several times, thereby leading to an inefficient global search. Clustering methods attempt to avoid this inefficiency by carefully selecting points at which the local search is initiated. The three main steps of clustering methods are: (1) sample points in the search domain, (2) transform the sampled point to group them around the local minima, and (3) apply a clustering technique to identify groups that (hopefully) represent neighborhoods of local minima. If this procedure successfully identifies groups that represent neighborhoods of local minima, then redundant local searches can be avoided by simply starting a local search for some point within each cluster. 

Application Domains

Clustering methods have been developed for optimizing unconstrained functions over reals. These methods assume that the objective function is relatively inexpensive since many points are randomly sampled to identify the clusters. Clustering methods are most effective for low dimensional problems, so these methods become less effective for problems of more than a few hundred variables.

Evolutionary Algorithms:

Genetic Algorithms, Evolutionary Programming and Genetic Programming

Overview

Evolutionary algorithms (EAs) are search methods that take their inspiration from natural selection and survival of the fittest in the biological world. EAs differ from more traditional optimization techniques in that they involve a search from a "population" of solutions, not from a single point. Each iteration of an EA involves a competitive selection that weeds out poor solutions. The solutions with high "fitness" are "recombined" with other solutions by swaping parts of a solution with another. Solutions are also "mutated" by making a small change to a single element of the solution. Recombination and mutation are used to generate new solutions that are biased towards regions of the space for which good solutions have already been seen. Pseudo-code for a genetic algorithm is as follows: 


Initialize the population


Evaluate initial population


Repeat

  
  Perform competitive selection

  
  Apply genetic operators to generate new solutions

  
  Evaluate solutions in the population


Until some convergence criteria is satisfied

An extended discussion of issues involved with the implementation and use of evolutionary algorithms is included here. Several different types of evoluationary search methods were developed independently. These include (a) genetic programming (GP), which evolve programs, (b) evolutionary programming (EP), which focuses on optimizing continuous functions without recombination, (c) evolutionary strategies (ES), which focuses on optimizing continuous functions with recombination, and (d) genetic algorithms (GAs), which focuses on optimizing general combinatorial problems. 

Application Domains

EAs are often viewed as a global optimization method although convergence to a global optimum is only guaranteed in a weak probabilistic sense. However, one of the strengths of EAs is that they perform well on "noisy" functions where there may be multiple local optima. EAs tend not to get "stuck" on a local minima and can often find a globally optimal solutions. EAs are well suited for a wide range of combinatorial and continuous problems, though the different variations are tailored towards specific domains: 

· GPs are well suited for problems that require the determination of a function that can be simply expressed in a function form 

· ES and EPs are well suited for optimizing continuous functions 

· GAs are well suited for optimizing combinatorial problems (though they have occasionally been applied to continuous problems) 

The recombination operation used by EAs requires that the problem can be represented in a manner that makes combinations of two solutions likely to generate interesting solutions. Consequently selecting an appropriate representation is a challenging aspect of applying these methods. 

EAs have been successfully applied to a variety of optimization problems such as wire routing, scheduling, traveling salesman, image processing, engineering design, parameter fitting, computer game playing, knapsack problems, and transportation problems. The initial formulations of GP, ES, EP and GAs considered their application to unconstrained problems. Although most research on EAs continuous to consider unconstrained problems, a variety of methods have been proposed for handling constraints. 

Software

At Sandia, a variety of EAs are included in SGOPT, a C++ class library of stochastic global optimization methods. It can be obtained from Bill Hart or accessed through the DAKOTA toolkit. 

Many GA implementations can be obtained from the Web. http://www.aic.nrl.navy.mil/galist/src/ has a good listing of source code, including Fortran, C, C++ and parallel codes. John Koza's genetic programming code is given, as well as Michalewicz' GENOCOP (GEnetic algorithm for Numerical Optimization for COnstrained Problems) which allows any function with any number of linear constraints (equalities and inequalities). Finally, some PC versions are available. One system called "Evolver" is an Excel add-in. 
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Miscellaneous Links

http://www.aic.nrl.navy.mil/galist/ Genetic Algorithm Archive. A repository for information related to research in genetic algorithms. This is the best place to start - a very comprehensive listing. 

http://www.aracnet.com/~wwir/NovaGenetica/ A site with GA and Genetic Programming (GP) Links 

http://www.cs.cmu.edu/Groups/AI/html/faqs/ai/genetic/top.html Frequently Asked Questions. This also provides useful background information if you start at the beginning. 

USENET newsgroup: comp.ai.genetic 

Hybrid Methods

There are a wide range of hybrid global optimization algorithms that have been developed. We summarize several hybrid algorithms that illustrate the reasons hybridization is can be useful. 

· MINLP 

· Tree Annealing 

· Genetic Algorithm Local Search Hybrids 



MINLP

Overview
Mixed Integer Nonlinear Programming (MINLP) refers to mathematical programming algorithms that can optimize both continuous and integer variables, in a context of nonlinearities in the objective function and/or constraints. The general form of a MINLP is: 

       Z=min C(y, x)  w.r.t. y,x

       s.t.  h(y,x) = 0

             g(y,x) < 0

                        m         n

       y in {0,1}  , x in R

Engineering design problems often are MINLP problems, since they involve the selection of a configuration or topology (which components should be included in the design) as well as the design parameters of those components, i.e., size, weight, etc. The inclusion of a component can be represented by the binary variables, whereas the design parameters are continuous. Usually, the 0-1 variables appear in a linear form and the continuous variables exhibit the nonlinearities. 

MINLP problems are NP-complete and until recently have been considered extremely difficult. However, with current problem structuring methods and computer technology, they are now solvable [Grossmann, 1990]. Major algorithms for solving the MINLP problem include: branch and bound [Beale, 1977], generalized Benders decomposition (GBD) [Geoffrion, 1972], and outer approximation (OA) [Duran and Grossmann, 1986]. 

The branch and bound method of solution is an extension of B&B for mixed integer programming. The method starts out by relaxing the integrality requirements of the 0-1 variables, thus forming a continous NLP problem. Then, a tree enumeration is performed which has a subset of the integer variables successively fixed at each node. The solution of the corresponding NLP at each node provides a lower bound for the optimal MINLP objective function value. The lower bound is used to direct the search, either by expanding the nodes in a breadth first or depth first enumeration, depending on the value of the lower bound. The major disadvantage of the branch and bound method is that it may require the solution of a large number of NLP subproblems (depending upon the number of integer variables). 

Generalized Benders decomposition and outer approximation solve the MINLP by an iterative process. The problem is decomposed into a NLP subproblem (which has the integer values fixed) and an MILP master problem. The NLP subproblems optimize the continous variables and provide an upper bound to the MINLP solution, while the MILP master problems have the role of predicting a new lower bound for the MINLP solution, as well as new integer variables for each iteration. The search terminates when the predicted lower bound equals or exceeds the current upper bound. The process is shown in Figure 1 [Grossmann, 1990] 
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The main difference between GBD and OA is in the definition of the MILP master problem. In the GBD algorithm, the MILP master problem is given by a dual representation of a continuous space, while in the OA method, is it given by a primal approximation. In general, the OA method requires fewer iterations and thus the solution of fewer NLP subproblems, but the MILP problems require more computation as compared with GBD. For more details, see Grossmann [1990]. To meet sufficient conditions for convergence, all three solution methods require that the MINLP satisfy some form of convexity conditions. 

In terms of algorithm performance and computational experience with MINLP, very large problems (hundreds of 0-1 variables, thousands of continuous variables, and thousands of constraints) have been solved [Sahinidis and Grossman, 1989]. No single solution method seemed to be consistently superior in all applications. 

Application Domains

MINLP problems involve the simultaneous optimization of discrete and continuous variables. These problems often arise in engineering domains, where one is trying to simultaneously optimize the system structure and parameters. This is difficult because optimal topology is dependent upon parameter levels and vice versa. In many design optimization problems, the structural topology influences the optimal parameter settings so a simple de-coupling approach does not work: it is often not possible to isolate these and optimize each separately. Finally, the complexity of these problems depends upon the form of the objective function. In the past, solution techniques typically depended upon objective functions that were single-attribute and linear (i.e., minimize cost). However, real problems often require multi-attribute objectives such as minimizing costs while maximizing safety and/or reliability, ensuring feasibility, and meeting scheduled deadlines. In these cases, the goal is to optimize over a set of performance indices which may be combined in a nonlinear objective function. 

Engineering design "synthesis" problems are a major application of MINLP algorithms. In engineering design, one often wants to know how to select a topology or configuration and the parameters of the system to meet the specified goals and functional requirements. Synthesis is defined as "the selection of a configuration or topology, as well as its design parameters ... one has to determine on the one hand which components should integrate a system and how they should be connected; on the other hand, one has to determine the sizes and parameters of the components. The former clearly implies making discrete decisions, while the latter implies making a choice from among a continuous space." [Grossmann, 1990] Examples of synthesis problems include the design of structures in civil engineering, of process flowsheets in chemical engineering, of VLSI circuits in electrical engineering, of servomechanisms in mechanical engineering, etc. To formulate a synthesis problem, a superstructure is postulated that has all the possible alternatives that are candidates for a feasible design embedded in it. The discrete variables are the decision variables for the components in the superstructure to include in the optimal structure, and the continuous variables are the values of the parameters for the included components. 

Software
A solver for MINLP developed by Grossmann and Viswanathan is now available as part of the GAMS modeling package. For details, see the web site GAMS Software Site. 
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Tree Annealing

Overview
Simulated annealing (pointer to web page) was designed for combinatorial optimization, usually implying that the decision variables are discrete. A variant of simulated annealing called tree annealing was developed by Bilbro and Snyder [1991] to globally minimize continuous functions. 

In simulated annealing, one is given an initial point x and randomly generates a new candidate solution, y. If f(y) < f(x), then y replaces x and the process repeats. If f(y) > f(x), y replaces x with a probability that is based on the Metropolis criteria and the progress of the algorithm. In tree annealing, candidate subspaces are accepted or rejected by evaluating the function at representative points. Tree annealing gradually narrows the width of the subspace to close in around the global minimum. However, tree annealing does not find the global minimizer x* exactly: it finds an arbitrarily small interval where that minimum lies. The tree annealing algorithm is very similar to simulated annealing: given a point x associated with the current search interval and a point y associated with a candidate search interval, y replaces x depending upon f(x), f(y), and the progress of the algorithm. Tree annealing stores information in a binary tree to keep track of which subintervals have been explored. Each node in the tree represents one of two subintervals defined by the parent node. Initially the tree consists of one parent and two child nodes. As better subintervals are found, the path down the tree that leads to these intervals gets deeper and the nodes along this path define smaller and smaller subspaces. The tree annealing algorithm is as follows: 

1. Randomly choose an initial point x over the search interval S0 

2. Randomly travel down the tree to an arbitrary terminal node i, and generate a candidated point y over the subspace defined by Si. 

3. If f(y)<F(X)< I> replace x with y, and go to step 5. 

4. Compute P = exp (-(f(y)-f(x))/T). If P>R, where R is a random number uniformly distributed between 0 and 1, replace x with y. 

5. If y replace x, decrease T slightly and update the tree 

until T < Tmin. 

This algorithm is very similar to simulated annealing, however there are some important things to note: 

1. Although tree annealing compares the function evaluation at two points x and y, these points are samples of subspaces. 

2. In order to have the tree deeper (higher nodal resolution) in the vicinity of the minimum, it is necessary to add nodes to the tree. This is done in the following way: at any non-terminal node, the probability of going left or right is nL/(nL + nR) or nR/(nL + nR) where nL is the number of subnodes to the left and nR is the number of subnodes to the right. For example, in Figure 2, node A has one node to its right and five nodes to the left, so nR =1 and nL= 5. For node B, nR =1 and nL= 3. 
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To generate a candidate y, start at the root node and descend the tree making left/right decisions based on the probabilities of going left or right at a given node until a terminal node is reached. Then, generate a point uniformly over the subspace defined by the terminal node. Descending the tree implies that the size of the subspaces is decreasing. If a path is continually travelled, that implies that the algorithm is converging on the terminal node in that path. To expand the tree, if y is accepted, turn the terminal node containing y into a non-terminal node with two children. At this point, the number of right and left nodes at each node will have changed and the tree will need to be updated. 

3. The probability of accepting y at a given point is now governed by a modified Metropolis algorithm. The modified criterion is: 

P=g(x)p(y)/g(y)p(x) 

where p(x)=exp(-f(x)/T). g(x)=(1/Vx)ppi where i denotes each node in the path from the root node to the current node, ppi = nL or R/(nL + nR), and Vx represents the volume of the subspace defined by the node associated with x. Thus, g(x) approximately the distribution of y over an interval of arbitrary size. 

Application Domains
Tree annealing is a method for finding the global minimum of nonconvex functions. It is an extension of simulated annealing in that it can handle continuous variables. It is not guaranteed to converge, and often the rate of convergence is very slow. It is recommended to use tree annealing in the first part of optimization to find the region of the global optimum, then use a gradient descent or other method to hone in on the actual value. Given enough time, a sufficiently low final temperature, and a slow cooling rate, tree annealing should at least converge to a local minimum, and will often converge to a global minimum, especially for piecewise functions with discontinuities. 

Tree annealing has been used in applications such as signal processing and spectral analysis, neural nets, data fitting, etc. These problems involve fitting parameters to noisy data, and often it is difficult to find an optimal set of parameters via convential means. 

Software
There is no publicly available software that we are aware of, however Laura Painton has a written copy of an implementation of tree annealing in MATLAB. It has an efficient pointer structure for creating dynamic trees in matrix form. For more information, contact Laura. 
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Simulated Annealing

Overview

Simulated annealing is a generalization of a Monte Carlo method for examining the equations of state and frozen states of n-body systems [Metropolis et al. 1953]. The concept is based on the manner in which liquids freeze or metals recrystalize in the process of annealing. In an annealing process a melt, initially at high temperature and disordered, is slowly cooled so that the system at any time is approximately in thermodynamic equilibrium. As cooling proceeds, the system becomes more ordered and approaches a "frozen" ground state at T=0. Hence the process can be thought of as an adiabatic approach to the lowest energy state. If the initial temperature of the system is too low or cooling is done insufficiently slowly the system may become quenched forming defects or freezing out in metastable states (ie. trapped in a local minimum energy state). 

The original Metropolis scheme was that an initial state of a thermodynamic system was chosen at energy E and temperature T, holding T constant the initial configuration is perturbed and the change in energy dE is computed. If the change in energy is negative the new configuration is accepted. If the change in energy is positive it is accepted with a probability given by the Boltzmann factor exp -(dE/T). This processes is then repeated sufficient times to give good sampling statistics for the current temperature, and then the temperature is decremented and the entire process repeated until a frozen state is achieved at T=0. 

By analogy the generalization of this Monte Carlo approach to combinatorial problems is straight forward [Kirkpatrick et al. 1983, Cerny 1985]. The current state of the thermodynamic system is analogous to the current solution to the combinatorial problem, the energy equation for the thermodynamic system is analogous to at the objective function, and ground state is analogous to the global minimum. The major difficulty (art) in implementation of the algorithm is that there is no obvious analogy for the temperature T with respect to a free parameter in the combinatorial problem. Furthermore, avoidance of entrainment in local minima (quenching) is dependent on the "annealing schedule", the choice of initial temperature, how many iterations are performed at each temperature, and how much the temperature is decremented at each step as cooling proceeds. 

Application Domains

Simulated annealing has been used in various combinatorial optimization problems and has been particularly successful in circuit design problems (see Kirkpatrick et al. 1983). 

Software

Implementation of simulated annealing applied to the traveling salesman problem can be found in Numerical Recipes section 10.9. 

William Goffe fortran source for SA 

Taygeta Scientific Inc. C++ C and Ada demo source. 

CalTech ASA (adaptive simulated annealing) C code 

References

Cerny, V., "Thermodynamical Approach to the Traveling Salesman Problem: An Efficient Simulation Algorithm", J. Opt. Theory Appl., 45, 1, 41-51, 1985 

Kirkpatrick, S., C. D. Gelatt Jr., M. P. Vecchi, "Optimization by Simulated Annealing",Science, 220, 4598, 671-680, 1983. 

Metropolis,N., A. Rosenbluth, M. Rosenbluth, A. Teller, E. Teller, "Equation of State Calculations by Fast Computing Machines", J. Chem. Phys.,21, 6, 1087-1092, 1953. 

Press, Wm. H., B. Flannery, S. Teukolsky, Wm. Vettering, Numerical Recipes, 326-334, Cambridge University Press, New York, NY, 1986. 

Miscellaneous Links

Taygeta Scientific Inc.additional references and demo source.

Tabu Search

Overview

The basic concept of Tabu Search as described by Glover (1986) is "a meta-heuristic superimposed on another heuristic. The overall approach is to avoid entrainment in cycles by forbidding or penalizing moves which take the solution, in the next iteration, to points in the solution space previously visited ( hence "tabu"). The Tabu search is fairly new, Glover attributes it's origin to about 1977 (see Glover, 1977). The method is still actively researched, and is continuing to evolve and improve. The Tabu method was partly motivated by the observation that human behavior appears to operate with a random element that leads to inconsistent behavior given similar circumstances. As Glover points out, the resulting tendency to deviate from a charted course, might be regretted as a source of error but can also prove to be source of gain. The Tabu method operates in this way with the exception that new courses are not chosen randomly. Instead the Tabu search proceeds according to the supposition that there is no point in accepting a new (poor) solution unless it is to avoid a path already investigated. This insures new regions of a problems solution space will be investigated in with the goal of avoiding local minima and ultimately finding the desired solution. 

The Tabu search begins by marching to a local minima. To avoid retracing the steps used, the method records recent moves in one or more Tabu lists. The original intent of the list was not to prevent a previous move from being repeated, but rather to insure it was not reversed. The Tabu lists are historical in nature and form the Tabu search memory. The role of the memory can change as the algorithm proceeds. At initialization the goal is make a coarse examination of the solution space, known as 'diversification', but as candidate locations are identified the search is more focused to produce local optimal solutions in a process of 'intensification'. In many cases the differences between the various implementations of the Tabu method have to do with the size, variability, and adaptability of the Tabu memory to a particular problem domain. 

Application Domain

The Tabu search has traditionally been used on combinatorial optimization problems. The technique is straightforwardly applied to continuous functions by choosing a discrete encoding of the problem. Many of the applications in the literature involve integer programming problems, scheduling, routing, traveling salesman and related problems. 

Software

Reactive Tabu Search R. Battiti, C source for Reactive Tabu Search 

Demo 
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About Tabu Search
Local search employs the idea that a given solution S may be improved by making small changes. Those solutions obtained by modifying solution S are called neighbors of S. The local search algorithm starts with some initial solution and moves from neighbor to neighbor as long as possible while decreasing the objective function value. The main problem with this strategy is to escape from local minima where the search cannot find any further neighborhood solution that decreases the objective function value. Different strategies have been proposed to solve this problem. One of the most efficient strategies is tabu search. Tabu search allows the search to explore solutions that do not decrease the objective function value only in those cases where these solutions are not forbidden. This is usually obtained by keeping track of the last solutions in term of the action used to transform one solution to the next. When an action is performed it is considered tabu for the next T iterations, where T is the tabu status length. A solution is forbidden if it is obtained by applying a tabu action to the current solution. The Tabu Search metaheuristic has been defined by Fred Glover (see Glover, F. “Future paths for integer programming and links to artificial intelligence”, Comp. Oper. Res., Vol. 13, pp. 533-549, 1986). The basic ideas of TS have also been sketched by P. Hansen (Hansen, P. “The steepest ascent mildest descent heuristic for combinatorial programming”, Congress on Numerical Methods in Combinatorial Optimization, Capri, Italy, 1986). 
  
  
  

Basic Tabu Search Algorithm 

k := 1. 
generate initial solution 
WHILE the stopping condition is not met DO 
    Identify N(s). (Neighbourhood set) 
    Identify T(s,k). (Tabu set) 
    Identify A(s,k). (Aspirant set) 
    Choose the best s’   N(s,k) = {N(s) - T(s,k)}+A(s,k). 
    Memorize s’ if it improves the previous best known solution 
    s := s’. 
    k := k+1. 
END WHILE

Applications

There is a great variety of real-world problems that can be solved by Tabu Search. Representative areas include, but are not limited to: 

· Scheduling, 

· Quadratic assignment, 

· Frequency assignment, 

· Car pooling, 

· Capacitated p-median, 

· Resource constrained project scheduling (RCPSP), 

· Vehicle routing problems, 

· Graph coloring, 

· Retrieval Layout Problem, 

· Maximum Clique Problem, 

· Traveling Salesman Problems, 

· Database systems, 

· Nurse Rostering Problem, 

· Neural Nets, 

· Grammatical inference, 

· Knapsack problems, 

· SAT, Constraint Satisfaction Problems 

· Telecomunication Network, 

· Network design, 

· Global Optimization. 

Tutorials
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