What are Genetic Algorithms (GAs) ?

Evolution in a Changing World

Looking at the world around us, we see a staggering diversity of life. Millions of species, each with its own unique behaviour patterns and characteristics, abound. Yet, all of these plants and creatures have evolved, and continue evolving, over millions of years. They have adapted themselves to a constantly shifting and changing environment in order to survive. Those weaker members of a species tend to die away, leaving the stronger and fitter to mate, create offspring and ensure the continuing survival of the species. Their lives are dictated by the laws of natural selection and Darwinian evolution. And it is upon these ideas that genetic algorithms are based.

Defining Genetic Algorithms

What exactly do we mean by the term Genetic Algorithms? Goldberg (1989) defines it as 

Genetic algorithms are search algorithms based on the mechanics of natural selection and natural genetics.

Bauer (1993) gives a similar definition in his book:

Genetic algorithms are software, procedures modeled after genetics and evolution.

GAs exploit the idea of the survival of the fittest and an interbreeding population to create a novel and innovative search strategy. A population of strings, representing solutions to a specified problem, is maintained by the GA. The GA then iteratively creates new populations from the old by ranking the strings and interbreeding the fittest to create new strings, which are (hopefully) closer to the optimum solution to the problem at hand. So in each generation, the GA creates a set of strings from the bits and pieces of the previous strings, occassionally adding random new data to keep the population from stagnating. The end result is a search strategy that is tailored for vast, complex, multimodal search spaces.

GAs are a form of randomized search, in that the way in which strings are choisen and combined is a stochastic process. This is a radically different approach to the problem solving methods used by more traditional algorithms, which tend to be more deterministic in nature, such as the gradient methods used to find minima in graph theory.

The idea of survival of the fittest is of great importance to genetic algorithms. GAs use what is termed as a fitness function in order to select the fittest string that will be used to create new, and conceivably better, populations of strings. The fitness function takes a string and assigns a relative fitness value to the string. The method by which it does this and the nature of the fitness value does not matter. The only thing that the fitness function must do is to rank the strings in some way by producing the fitness value. These values are then used to select the fittest strings. The concept of a fitness function is, in fact, a particular instance of a more general AI concept, the objective function.

Genetic Algorithms : A Natural Perspective

The population can be simply viewed as a collection of interacting creatures. As each generation of creatures comes and goes, the weaker ones tend to die away without producing children, while the stronger mate, combining attributes of both parents, to produce new, and perhaps unique children to continue the cycle. Occasionally, a mutation creeps into one of the creatures, diversifying the population even more. Remember that in nature, a diverse population within a species tends to allow the species to adapt to it's environment with more ease. The same holds true for genetic algorithms. 

The Iteration Loop of a Basic Genetic Algorithm


The following flowchart shows the interative cycle of a basic genetic algorithm. Firstly, an initial population of strings is created. The process then iteratively selects individuals from the population that undergo some form of transformation (via the recombination step) to create new a population. The new population is then tested to see if it fulfills some stopping criteria. If it does, then the process halts, otherwise another iteration is performed. (Diagram taken from Blickle, 1995).

Biological Metaphors for GAs

Genetics

Within most cells in the human body (and in most other living organisms) are rodlike structures called chromosomes. These chromosomes dictate various hereditary aspects of the individual. Within the chromosomes are individual genes. A gene encodes a specific feature of the individual. For example, a person's eye colour is dictated by a specific gene. The actual value of the gene is called an allele. So the eye colour gene may produce brown eyes.

This is a grossly oversimplified look at genetics, but will suffice to show its correlation with genetic algorithms. A hierarchical picture is built up, with alleles being encoded as genes, with sequences of genes being chained together in chromosomes, which makes up the DNA of an individual.

When two individuals mate, both parents pass their chromosomes onto their offspring. In humans, who have 46 paired chromosomes in total, both parents pass on 23 chromosomes each to their child. Each chromosome passed to the child is an amalgamation of two chromsomes from a parent. The two chromosomes come together and swap genetic material, and only one of the new chromosome strands is passed to the child. So the chromosome strands undergo a crossover of genetic material, which leads to a unique new individual.

As if this were not enough, genetic material can undergo mutations, resulting from imperfect crossovers or other external stimuli. Although mutation is rare, it does lead to an even greater diversification in the population. It must be noted however that a significant number of mutations are harmful and can destroy good genetic code, so the rate of mutation must be low in order to prevent severe degradation of the genetic code.

Genetic Algorithms

Genetic algorithms are modeled closely on the ideas presented above. GAs maintain string structures that are analogous to chromosomes. The gene idea maps to the elements within the string and the values stored in these string elements are analogous to alleles.

The strings are rated by a fitness function. Strings are then selected for mating based on their ratings. When the strings are mated, crossover may occur, with a new child string being formed from parts of both parent strings. Mutation may also occur within the child string, based on a low mutation probability. Thus a new population is formed as a new generation of strings are created. The process then repeats itself, and a dynamically evolving population of strings runs through a number of iterations.

Traditional Optimization Methods vs. GAs

GAs and Robustness.

Two of the most remarkable traits of biological systems in general are their robustness and flexibility. Biological systems have methods for self-guidance, self-repair and reproduction. Very few artificial systems have any of these features.

Do GAs demonstrate at least some of these desirable traits from nature? Intuitively, we may think so as genetic algorithms are modeled closely on evolution in the biological world. And we would be right. Genetic algorithms have been proven to be robust, flexible and efficient in vast complex spaces. For a discussion of this see (Holland, 1975).

Genetic Algorithm Traits

So genetic algorithms provide robustness, efficiency and flexibility when searching a problem space for the optimum solution. But why is this? For a more technical look at the power of GAs, a discussion on building blocks and schemata is required. For the moment, we shall just give a very brief look at the GAs search strategy.

GAs judiciously use the idea of randomness when performing a search. However, it must be clearly understood that GAs are not simply random search algorithms, which will be dealt with later. Random search algorithms can be inherently inefficient due to the directionless neture of their search. GAs are not directionless. They utilize knowledge from previous generations of strings in order to construct a new generation that will approach the optimal solution. In other words, they use past knowledge to direct the search. Such search algorithms are known as randomized search techniques, and are discussed further below.

Other Search Techniques

We will now look at some of the other, more traditional, optimization techniques, and show both their strengths and shortcomings when compared with GAs.

Some Sample Problem Spaces

In order to understand the problems of optimization, it is helpful to visualise exactly what the problem spaces may look like. Pictures of some difficult problem spaces can be viewed here. 

Hill Climbing

Hill climbing optimization techniques have their roots in the classical mathematics developed in the 18th and 19th centuries. In essence, this class of search methods finds an optimum by following the local gradient of the function (they are sometimes known as gradient methods). They are deterministic in their searches. They generate successive results based solely on the previous results.

There are several drawbacks to hill climbing methods. Firstly, they assume that the problem space being searched is continuous in nature. In other words, derivatives of the function representing the problem space exist. This is not true of many real world problems where the problem space is noisy and discontinuous.

Another major disadvantage of using hill climbing is that hill climbing algorithms only find the local optimum in the neighbourhood of the current point. They have no way of looking at the global picture in general. However, parallel methods of hill-climbing can be used to search multiple points in the problem space. This still suffers from the problem that there is no guarantee of finding the optimum value, especially in very noisy spaces with a multitude of local peaks or troughs.

Enumerative

The basis for enumerative techniques is simplicity itself. To find the optimum value in a problem space (which is finite), look at the function values at every point in the space. The problem here is obvious. This is horribly inefficient. For very large problem spaces, the computational task is massive, perhaps intractably so.

Random Search Algorithms

Random searches simply perform random walks of the problem space, recording the best optimum values discovered so far. Efficiency is a problem here as well. For large problem spaces, they should perform no better than enumerative searches. They do not use any knowledge gained from previous results and thus are both dumb and blind.

Randomized Search Techniques

Randomized search algorithms uses random choice to guide themselves through the problem search space. But these are not just simply random walks. These techniques are not directionless like the random search algorithms. They use the knowledge gained from previous results in the search and combine them with some randomizing features. The result is a powerful search technique that can handle noisy, multimodal search spaces with some relative efficiency. The two most popular forms of randomized search algorithms are simulated annealing and genetic algorithms.

The Differences between Genetic Algorithms and Traditional Methods

The following list is a very quick look at the essential differences between GAs and other forms of optimization. For a more complete discussion, see (Goldberg, 1989). 

1. Genetic algorithms a coded form of the function values (parameter set), rather than with the actual values themselves. So, for example, if we want to find the minimum of the function f(x)=x3+x2+5, the GA would not deal directly with x or y values, but with strings that encode these values. For this case, strings representing the binary x values should be used.

2. Genetic algorithms use a set, or population, of points to conduct a search, not just a single point on the problem space. This gives GAs the power to search noisy spaces littered with local optimum points. Instead of relying on a single point to search through the space, the GAs looks at many different areas of the problem space at once, and uses all of this information to guide it.

3. Genetic algorithms use only payoff information to guide themselves through the problem space. Many search techniques need a variety of information to guide themselves. Hill climbing methods require derivatives, for example. The only information a GA needs is some measure of fitness about a point in the space (sometimes known as an objective function value). Once the GA knows the current measure of "goodness" about a point, it can use this to continue searching for the optimum.

4. GAs are probabiltistic in nature, not deterministic. This is a direct result of the randomization techniques used by GAs.

5. GAs are inherently parallel. Here lies one of the most powerful features of genetic algorithms. GAs, by their nature, are very parallel, dealing with a large number of points (strings) simultaneously. Holland has estimated that a GA processing n strings at each generation, the GA in reality processes n 3 useful substrings. This becomes clearer when schemata are examined.

Basic Genetic Algorithm Operations

The Inner Workings of a Genetic Algorithm

With GAs having such a solid basis in genetics and evolutionary biological systems, one might think that the inner workings of a GA would be very complex. In fact, the opposite is true. Simple GAs are based on simple string copying and substring concatenation, nothing more, nothing less. Even more complex versions of GAs still use these two ideas as the core of their search engine. All this will become clear when we walk through a simple GA optimization problem.

The Basic Genetic Algorithm Operations

There are three basic operators found in every genetic algorithm. (Although some algorithms may not employ the crossover operator, we shall refer to them as evolutionary algorithms rather than genetic algorithms.) 

1. Reproduction

2. Crossover

3. Mutation

Reproduction

The reproduction operator allows individual strings to be copied for possible inclusion in the next generation. The chance that a string will be copied is based on the string's fitness value, calculated from a fitness function. For each generation, the reproduction operator chooses strings that are placed into a mating pool, which is used as the basis for creating the next generation. For example, look at the table below :

String
Fitness Value
Percentage

01001
5
19%

10000
12
46%

01110
9
35%

From this table, it is obvious that the string 10000 is the fittest, and should be selected for reproduction apporximately 46% of the time. 01001 is the weakest, and should only be selected 19% of the time.

There are many different types of reproduction operators. One always selects the fittest and discards the worst, statistically selecting the rest of the mating pool from the remainder of the population. There are hundreds of variants of this scheme. None are right or wrong. In fact, some will perform better than others depending on the problem domain being explored. For a detailed, mathematical comparison of reproduction/selection strategies for genetic algorithms, see (Blickle, 1995).

For the moment, we shall look at the most commonly used reproduction method in GAs. The Roulette Wheel Method simply chooses the strings in a statistical fashion based solely upon their relative (ie. percentage) fitness values. To look abstractly at this method, consider the roulette wheel below, which is based on the previous example above.
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When selecting the three strings that will be placed in the mating pool, the roulette wheel is spun three times, with the results indicating the string to be placed in the pool. It is obvious from the above wheel that there's a good chance that string 10000 will be selected more than once. This is fine. Multiple copies of the same string can exist in the mating pool. This is even desirable, since the stronger strings will begin to dominate, eradicating the weaker ones from the population. There are difficulties with this, as it can lead to premature convergence on a local optimum.

Crossover

Once the mating pool is created, the next operator in the GA's arsenal comes into play. Remember that crossover in biological terms refers to the blending of chromosomes from the parents to produce new chromosomes for the offspring. The analogy carries over to crossover in GAs.

The GA selects two strings at random from the mating pool. The strings selected may be different or identical, it does not matter. The GA then calculates whether crossover should take place using a parameter called the crossover probability. This is simply a probability value p and is calculated by flipping a weighted coin. The value of p is set by the user, and the suggested value is p=0.6, although this value can be domain dependant.

If the GA decides not to perform crossover, the two selected strings are simply copied to the new population (they are not deleted from the mating pool. They may be used multiple times during crossover). If crossover does take place, then a random splicing point is chosen in a string, the two strings are spliced and the spliced regions are mixed to create two (potentially) new strings. These child strings are then placed in the new population.

As an example, say that the strings 10000 and 01110 are selected for crossover and the GA decides to mate them. The GA selects a splcing point of 3. The following then occurs :
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The newly created strings are 10010 and 01100.

Crossover is performed until the new population is created. Then the cycle starts again with selection. This iterative process continues until any user specified criteria are met (for example, fifty generations, or a string is found to have a fitness exceeding a certain threshold). 

Mutation

Selection and crossover alone can obviously generate a staggering amount of differing strings. However, depending on the initial population chosen, there may not be enough variety of strings to ensure the GA sees the entire problem space. Or the GA may find itself converging on strings that are not quite close to the optimum it seeks due to a bad initial population.

Some of these problems are overcome by introducing a mutation operator into the GA. The GA has a mutation probability, m, which dictates the frequency at which mutation occurs. Mutation can be performed either during selection or crossover (though crossover is more usual). For each string element in each string in the mating pool, the GA checks to see if it should perform a mutation. If it should, it randomly changes the element value to a new one. In our binary strings, 1s are changed to 0s and 0s to 1s. For example, the GA decides to mutate bit position 4 in the string 10000 :
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The resulting string is 10010 as the fourth bit in the string is flipped. The mutation probability should be kept very low (usually about 0.001%) as a high mutation rate will destroy fit strings and degenerate the GA algorithm into a random walk, with all the associated problems.

But mutation will help prevent the population from stagnating, adding "fresh blood", as it were, to a population. Remember that much of the power of a GA comes from the fact that it contains a rich set of strings of great diversity. Mutation helps to maintain that diversity throughout the GA's iterations.

A Simple GA Optimization Algorithm

The GA Algorithm

The GA algorithm used in the following example is based almost exactly on the description given on the previous page. The population size will be 4, and strings of bits of length 5 will be used. A crossover probability of 0.6 is assumed and a mutation probability of 0.001. With such a low chance of mutation, it does not occur in the following example.

The Optimization Problem

The problem is simply stated. Find the maximum value of the following function :
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In order to make things easy for us, we will assume that the maximum is between 0 and 25 (the actual maximum is at x=4) and that the maximum is an integer value.

So with this knowledge in hand, we must now choose a coding scheme for the string. In binary, we can represent integer values in the range [0..31] with a 5 bit string. Some examples of strings in a population may be :

String
Decoded Value

00001
1

00101
5

10110
22

Finally, we must decide on a fitness function, which will give the relative fitness values. Now the simplest method to employ here is to use the decoded x value to calculate the y coordinate and use the y coordinate as the fitness rating. Then, the fitness value for string i, as a percentage, will be the y value at i divided by the sum of all the y values for every string.
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For example, say we have a function y=x2 and we are trying to find the maximum value of the function between [0..31]. Then the following strings would have the relative fitnesses indicated below :

String
x Value
f(x)
Relative Fitness

00101
5
25
0.04

01101
13
169
0.25

10110
22
484
0.71

In reality, since the value of the function we want to minimise can take on negative values, the fitness function is slightly more complex than the one used above. However, in essence, the two remain equivalent.

Running the GA : Results

The first Iteration

Firstly, we need to create a random population of strings. Say we start with the following :

String Population

00010

00111

10110

01011

Now we perform selection. The fitness value of each string is calculated and the strings are selected the following number of times :

String
x Value
f(x)
Relative Fitness Value
Nr of Selections

00010
2
27
0.35
1

00111
7
22
0.34
2

10110
22
-293
0.008
0

01011
11
-18
0.30
1

With these selections, our mating pool now looks like this :

String Population

00111

00010

00111

01011

Finally, the crossover probabilities need to be calculated (two crossovers need to be performed to create a new population of two). The GA calculates that it should perform splcing twice on two sets of randomly selected genes. Crossover performs the following to create the new population :

Mating Pool Strings
New Population

0001|0
0011|1
00011
00110

01|011
00|010
01010
00011

So, at the end of the first iteration, our new population looks like the following :

String Population
x Value

00011
3

00110
6

01010
10

00011
3

So, even after one iteration, with no knowledge except for the relative fitness value, the GA has begun to quickly converge on the optimum value of 4. This is startling, considering the GA knows nothing about the problem space in which it searches. It is effectively blind. Yet, just by examining a measure of goodness, having a large number of points to examine simultaneously and having a large amount of randomization thrown in, the GA efficently searches the problem space for possible answers.

Schemata : The Building Blocks of GAs

Why do Genetic Algorithms Work the Way They Do?

GAs seem to perform wonders in practice, but many demand solid mathematical proof that search algorithms perform to the required expectations. What will follow will only be the simplest of introductions to the mathematical foundations of GAs. For a more comprehensive coverage, see (Holland, 1975) and (Goldberg, 1989).

In order to put GAs on some firm theoretical footing, the idea of notions, or building blocks, needs to be introduced. The basic idea behind building blocks is that very fit individuals in a population pass on high performance notions to their children. These notions take the form of substrings. It stands to reason that strings with a high fitness value must contain a substring that is a primary cause of such a high fitness. Thus, even though crossover may splice the string into two, there may be a good chance that the highly fit substring is passed on to the children. These highly fit substrings are known as building blocks. 

Schemata

Schemata are templates of strings that describe similarity between certain sets of strings. In order to define a schema, the following alphabet is used :

Binary Alphabet
Meaning

0
Binary 0 in String

1
Binary 1 in String

*
Dont Care Term

The alphabet {0,1,*}, can be used to represent any pattern of binary substrings we wish. For example :

Schema
Matching Strings

*1111
01111


11111

*010*0
101010


001010


101000


001000

**1*0
00100


.........

Now, say we were experimenting with the GA from the previous optimization example. It is fairly obvious from the first iteration that the schema 00*** may produce high performance substrings. There are other schemata that can be hypothesised from this GA. So, much of the power of a GA revolves around its ability to process these builbing blocks in such a way as to use them to create fitter and fitter strings. Remember that Holland has suggested that for n strings in a population, n3 substrings, and hence schemata, are usefully processed per iteration.

It is also useful to look at how our basic GA operators affect the processing of schemata. In reproduction, the effect is obvious. Fitter strings get selected for the mating pool more than weaker strings, and thus fitter schemata have a greater chance of being involved in the creation of the next generation than their weaker counterparts.

Crossover has a huge impact on the GA building blocks. Obviously, every time crossover occurs, there is a chance that useful schemata might be destroyed by the splicing process. This is one of the main reasons why crossover should not be performed 100% of the time. Look at the following two schemata. We define the length of a schema to be the distance between the first and last specific string position.

Schemata
Length

**0***
0

1**1**
3

*0*1*1
4

Remember the way single point crossover functions. It is intuitive to see that useful schemata of long length are far more easily disrupted than schemata of short length.

We define the order of a schema to be the number of fixed positions in the schema.

Schema
Order

*0***
1

10*0**
3

111**0
4

The higher the order of a schema, the more specific the schema becomes. Obviously, 100*1 is far more specific than **0**. Again, with crossover, it is obvious that schemata with small orders have a less likely chance of being disrupted than schemata with high orders.

The affect of mutation on schemata is not difficult to determine. A high mutation rate will badly disrupt schemata, which is why a very low mutation rate is always advised for most GAs.

Conclusions

A couple of conclusions from building block theory are of importance to note. Strings with very fit schemata of short length will have a high likelihood of being selected to create the next population, and thus pass on those schemata to strings in the new population. It has been shown that schemata of this form increase in number from one population to the next in an exponential fashion. In other words, n3 useful schemata are processed per generation, and the majority of these have small orders and lengths associated with them. These schemata are what gives a GA the power to efficiently search through a problem space. This n3 feature is so important to GAs that it has been given a special name, implicit parallelism.
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