
This chapter is dedicated to how I imagine vision recognition would work.  This chapter is relevant in the current date March 14,2008, but it will become out dated as better computer vision systems come into play.  I don't have the full story for computer vision, but I have a bunch of pieces to the puzzle.  First, lets talk about what we're working with: VideoTrace is a program that allows to to turn video into 3d models,  Crystalspace is an open source 3d engine, and C++ is your garden variety OO programming language.


I haven't got my hands on VideoTrace yet, but it requires a bit of input to work, and it has limitations.  You can't simply scan the video camera around an object and have VideoTrace do all the work.  With VideoTrace, you must put points on the object to declare the panels on the outside of the mesh.  A little bit of work is no big deal when compared to the alternative: A manual CAD input and skinning that could take 100 times longer to do in addition to being a hassle.  Another small limitation to VideoTrace is that it records shadows on an object.  You can tell this limitation when watching the video on the site.  With these limitations, I still would like to use VideoTrace to create a large database of ordinary items.


I would use as standard as lighting as possible when databasing the all the items I can think of at first.  Actually let me think about this... I should only database objects that WorldView(the software I'd write to detect objects and put them into 3d imagination space) would likely see.  A robot in manufacturing is limited to its environment.  The first AI robots should be tested under strict environmental limitations on what objects could be around it.  The reason the first robots should be in a simple environment is mostly for simplicity in the original code as complexity can be coded in later after we determine what works with WorldView.  Another reason only so many objects should be databased in is of memory constraints.  I could spend a long time databasing objects, but if it fills up several hard drives a problem could arise when we want to database in more objects.  The lazy way of looking at this problem is that as time passes, we'll get more storage on hard drives, but we want AI now.  If hard drive space really is a concern, the AI could be a thin client with some of the most common shapes in its memory, but if a more complex shape is seen, it could send traffic over the net to a super computer holding the data to know what it is looking at.  An example would be that the AI may have a few models of trees in its memory, but to know the exact type of tree could require a look up to the super computer.  It isn't exactly a traditional thin client as it will have a bit of memory and processing accessible to it, but it will have the added addition to look up on the super computer.  Of course, we don't want to concern ourselves with a super computer to store data to begin with, so we should take a limited set of items to be recognized.


My desk is messy.  Why do you care?  I'm trying to envision the environment that the AI would be “born” into.  What objects could it recognize?  Maybe it should be built for a specific purpose off the bat.  I'm thinking that one of the best robots that could come of this is an auto driving car, but that situation is quite complex.  Ok, I have the idea: A square room with standard baby toys in it.  The AI's goal will be to fit a round peg into a round hole, then a square peg into a square hole.  This makes sense especially since I was just talking about the AI being “born” into the world.  So that is what I'd do first.  I'd acquire some baby toys, a small empty room, and a video camera.  I'd then use standardized lighting in order to database the toys through VideoTrace.


Once I databased all the toys into VideoTrace, the next step would be for me to do write WorldView.  WorldView would have to be able to do basic pattern matching on what it sees against the database of objects it has stored in its memory.  See? This is the big thing that most people miss when they do computer vision.  Most people do not have a database of 3d objects to identify what the computer vision is looking at.  My code in World View would basically be doing 3d pattern matching on the 2d camera image.  At first I wouldn't be optimized.  I'd just try and see if I could identify one of the baby toys, its alignment on the ground, and its distance from the camera.  If I could get that information, I could then use that information to do a lot of really cool things.  I could store the data of that object to determine where the camera is being moved.  If the AI was in a robot, of course the AI would know where it moved the camera, but disembodied in WorldView, the system needs to constantly readjust where it is at.  One thing that comes to mind is when you're at a stop sign, and someone slowly creeps up along your side in their car, and it makes you feel like you're going in reverse.  Your mind really thinks the other car is stationary and you're moving backward when in fact you're still and the other car is moving forward.  WorldView would be confused a bit like that with moving objects at first, but for right now we're not worried about strange anomalies, we're concerned with just seeing the objects.  Another interesting thing that WorldView can do when it locks on to an object is that it can paint a mystery zone on the area concealed by the object it is looking at.


So at this point, we'll say that WorldView is able to see the different objects in the room, and is able to think of them in 3d.  To me, this is all the further you need to go in order to start basic AI.  The next step to AI is to mount the camera on a robot and do hardware such that the robot could perform its task of putting a round peg into a round hole and a square peg into a square hole.  The research lab I am working at would have to determine if it wants to pursue a robot that plays if this robot would actually be created.


The next step in WorldView would probably some sort of human identifying software.  I really can't imagine how I'd code this.  I do know things like facial recognition software would have to be acquired from other parties.  Hmmm... You know. the more I think about this... The more I realize that everyone is striving to create AI from different angles.  Many different parties has a little piece of AI in what they're doing.  Many manufacturing plants already use robots and vision detection in what they're making.  What really constitutes the giant leap forward to AI?


I think I'll end this chapter with a question.  Given vision detection software what would be the next step in AI would be to make basic robots that you can sell for a profit.
  Where is the money to be had in robots?  I think if I can answer this question that I'll be able to acquire funding easier.  

