
Anyway, as promised in Chapter 2, these chapters may just be filler.  I hope no one is annoyed at the light heartedness and bloggy feel of these chapters.  I'm going to touch upon machine learning here as it is always what people talk about when they bring up AI.  People think the robot needs to be able to learn or it isn't true AI.  To stop that thinking in its tracks, and make your mind rattle a bit: Can you program a human?  When you teach a human, aren't you really just programming him?


Not all human learning comes from teacher to student, some learning is done through introspection or evaluating experiences that happen to the person.  For now I'm just focusing on the teacher to student learning.  For a student to learn anything from the teacher, the student must believe what the teacher is saying.  In school, teachers know they need to demand respect and show competency in their field.  Once students confirm what the teacher says is right, they conform to the school and accept its teachings in order to know more about the world.  


On the street, if someone tells you something that sounds like an urban legend, you're inclined to doubt.  If someone keeps feeding you things that don't sound plausible or fit your world view, you may be inclined to not want to listen to that person anymore.  On the other hand you may meet someone who you become friends with and agree with most of what they have to say, so when they introduce you to something new, you may cave to peer pressure.


Can a robot really be able to store information in its memory with different weights on what different people say.  Yes, but it is not going to be trivial to program.  Because this is a more advanced topic, I think I want to skip over it for now.  Let us just focus on the owner of the robot being the authoritative voice on what the robot knows and doesn't know past what the robot comes default installed with.


Again, I'll reiterate.   If a person fully trusts the source that is giving him information then that information can be retained with full certainty that it is legit.  Little kids are easy to trick because they're so trusting, but if you do break the little kid's trust then he may not listen to you anymore unless you did it in jest then the kid may appreciate your humor.  
Hmm, that is an aside, will robots be able to understand if something is funny or not?  I never really thought about that.  Has a computer ever told a joke based on a large database of information it has access too?  I mean computers can be funny.  Just program up a random sentence generator and humor abounds, but could AI really understand a joke it is telling.  Many jokes are of a certain type.  Some jerks are in jokes, other jokes are tasteless and shocking, jokes about news, and most jokes are play on words.  I think AI could come up with jokes if someone and sat down and coded the algorithm for determining if something is funny or not.  Yes, I think it is doable yet at the same time it feels like we're losing some of our humanity.


Ok, back from the aside, learning from an authority is no different than AI learning from a programmer.  And talking to AI in natural language is no different than using a conventional programming language.  


I think an interesting social experiment could be “Natural Intelligence”.  Gather up a bunch of people who want to be part of a social experiment, and give them commands to do like walk around randomly and beep or follow anyone who walks by them for two steps then head in the opposite direction.  You could even get really reversed up and program everyone's PDA (iPhone) to give them commands on what they're supposed to do.  It may take more than just one person to give out all the commands.  I'm not so sure though.  I'm not a big fan of social experiments because I think they're lame.  I'm just saying.

