
Well I'll get right to it.  I'm going to start this book off with a bang.  I'm going to give you exactly what is needed to lay the foundation for Artificial Intelligence.  You need a 3d imagination space on the computer.  You need either a video camera, lasers or a combination of the two to take in the input from the world, then the AI software must translate that input into a 3d representation.  If this is hard to think about, imagine a first person shooter such as quake.  Imagine going to the mall and video taping all the walls, floors, and objects in the mall then going home with the video tape.  You take the video tape, and play it through this black box software you have at home, and it turns the video tape into a 3d level in quake that you can then play with your friends.  


So wait, isn't this just basically glorified Computer Aided Drafting?  The answer to that is yes.  Imagination space is the foundation for AI upon which all manner of AI can be created either first through manual programming then later through automated learning processes. To get the 3d imagination space you aren't putting the input manually through CAD, you are using a video camera to take the image and then the CAD software translates it into objects.  It is very complex so let us break it down real fast.  


At the time of writing this March 2008, the public does not know of any software that can take a 3d video from a camera and turn it into a 3d imagination space.  Because the software is not available, we must theorize on how to create this software.  I would have made the software myself if my skills were of the caliber to do it, but I do not fully understand linear algebra, let alone the complexity of detecting objects in 3d.  I do know the software would can be broken down into two pieces.  


The first piece would be a video camera to 3d model.  You would use this software to build a database of objects you could see with a camera.  Without a piece of software to create the database, one would have to resort to CAD to draw out all the models precisely.  When you think of all the possible objects that AI could have in its environment, you can see that the work would be prohibitively huge.  It is cool though.  The Austrailian Center for Visual Technologies has created this software called VideoTrace.  I have not been able to successfully obtain a copy let alone the source.  If you'd like to learn about VideoTrace, their website is http://www.acvt.com.au/research/videotrace/
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The second piece of software, ”Let's call it WorldView for the sake of conceptualizing it.  If you're to make a unique piece of software that it needs a unique name that can have its own unique .com, unique sound, and so on.  Since I don't plan on actually making this piece of software, I don't feel inclined to name it either. So WorldView it is.”, would be a 3d world creator that uses the camera and weighs its input against the database of known objects, ceilings, walls, and floors.  WorldView would then create a 3d world (3d imagination space) based off what it sees through the camera and or lasers.  I do not claim I have the ability to write this piece of software either, but I'd try if I had VideoTrace.  


Mainly if I had VideoTrace, I wouldn't likely be doing any real work with WoldView because I don't have the skill sets needed to undertake such a difficult task.  I would try my hand at it if I got the source from VideoTrace.  I'm sure there is also a third piece of software that can be developed once you have a database of objects inputted through VideoTrace and find an ambiguity through WorldView (You know, something not in the database, so WorldView isn't able to recognize it).  This third piece of software could automatically make a model for the object and require a human to clean up.


Anyway, I just wanted to make clear that two pieces of software are required for AI's foundation to be laid.  There are automated players for chess.  There are automated players for Quake.  With the rules and the world in place, AI could then make decisions assuming it had a body.  Up until now we've just assumed the AI to be like a brain with a video camera or lasers for eyes.  If the AI was given a body like a BattleBot, just a moving platform, the code to navigate around objects would be trivial given the AI foundation of an imagination space.  First VideoTrace was run to database objects.  Next WorldView is running as a constant process to take information about what it can see.  If the AI was in a BattleBot, it could navigate through a laboratory maze by detecting the walls.  Running a maze simulation when it is purely software and you have all the information about the maze is trivial.  Running a maze simulation when you don't have full information about the maze, but only get it when you hit the corridors is also pretty trivial.  Any computer programmer could write that.  What most computer programmers cannot code is the software to use a video camera and detect walls with it to construct the maze in the BattleBot's mind.


I used a simple puzzle to show how the foundation of AI is a 3d imagination space.  If you had more complex puzzles and more complex robots, you could program them to do more complex things manually.  Up until this point I only lightly mentioned what everyone thinks of when they think of AI: the ability for the AI to learn new tasks as it goes along.  Although that is a very romantic view of AI, it isn't going to be what is easiest to do.  Everyone likes to think of AI working like a baby growing into an adult human, but that won't happen until later.  In the start of AI, the tasks that robots could perform will be hard coded by programmers.  To bring this full circle, we technically have the AI I am talking about on a local scale when it comes to industrial robots.  The industrial robots only have one action, and they have a limited vision input system.  They see what they need to do, then they perform their simple action.  For a more advanced robot that has AI, many things are at play, but still basic programming done by a computer programmer would be required to let a robot understand how to deal with the 3d imagination space and interact with the real world.   


Since this just the first chapter, let's keep it from being boring.  Yes yes, everyone now knows a 3d imagination space is needed for the foundation of AI.  The rabbit hole is now dug, where does it lead.  Let us imagine a general purpose robot.  This general purpose robot would be like the PC in that it is somewhat standardized, and you can run your own software on it.  The actual evolution of the robot body and its software will be like the evolution of a PC's hardware and it's software.  The software that is made to begin with would be basic.  The hardware of the robot would also be basic.  Over time, the software will become more advanced and so will the robot's body.  To be perfectly honest, it probably won't happen exactly like that.  What is likely to happen is that everyone will make different robot bodies for different purposes, and the software to do different things on the various bodies will be radically different.  But the inevitability of standardization of software across the various body styles will turn up.  Once something works, people will want to stick to that body.  And the longer people stick to a certain body, the more software that will pile up for that body.  Because of this inevitable phenomena, the software will become more standardized too.  Eventually you'll have a lot of robot bodies with different robot software enabling them to do different tasks.  


While these robots aren't learning yet, they are still very functional and useful objects.  Personally I'd say robots that can do tasks that you tell them to possess AI.  Maybe your definition of AI is different.  Maybe you need your robots to learn in order to have AI.  Maybe you need your robots to speak and listen in a natural language to have AI.  Maybe you need your robots to come up with their own goals to have AI.


Let's just start with the first thing and work our way through: learning.  For the AI to learn, it must be programmed to learn, so there is no throwing the programmer out of the loop.  I won't get to complex here, because I really don't have a strong concept on learning algorithms.  Really what I came here to portray is that my idea of AI is a robot that does what I ask of it.  For robots to learn is something that doesn't make a whole lot of sense in this picture.  If a programmer can conceive of everything that the robot can do, the robot will know what it can and cannot do.  Think of Neo in the Matrix, he downloaded all the information on how to perform Kung-Fu.  He didn't have to learn it manually because he got it as a piece of software.  The AI I am describing to you in this book does exactly that.  If someone comes up with a better way of doing something, that person would code it into the AI.  There seems like there is a lot in the world, but you can only do so much.  There seems like there is infinite scientific knowledge, but there really is a limit on what we know at any given time in history.  Because there is only so much to know, we can code everything that we know into the robot who needs that knowledge.  If we want to break into the realm of unknown scientific knowledge, maybe we can use robots and AI for that, but it isn't the first thing I think of when I think of AI.  


Anyway, I'm sure some programmers will program in learning algorithms.  One basic learning algorithm that I would expect programmers to make would be a calibration algorithm.  As precise as we try and engineer robots, there will be subtle differences in the materials we use to create them.  The robots will be nearly identical in the way a car is identical to the same model/make/year of another car.  The differences will show up in things like throwing a baseball.  Because of the subtle differences in the make of the robots, each robot will have to manually calibrate itself to throw a baseball at a target.  The learning algorithm will then change things like voltage applied over the different servo motors in order to do the pitch.  The robot will continue throwing the balls until he is hitting a target at the highest rate of accuracy that it can.  Certainly you know that just because it is a robot doesn't mean it can throw a perfect pitch every time.  There is differences in the air molecules themselves that will lead to the pitches being different every time.  Anyway, the calibration routines that a robot needs to run through will be the closest thing to a learning algorithm used that I can imagine.  


There also will be psychology routines where a robot learns things about a specific person. That is so advanced, and I am so weak in psychology that I don't think I could write anything of interest on it even though it will later become a huge topic.  We learn about ourselves through computers.  Many colleges, especially Carnegie Mellon have drawn limitations in the human brain with limitations that are in computer hardware or software.  There is much to learn about ourselves through computers and robots.  


Next is the idea that the computer will need to learn a natural language to be able to communicate with us.  To begin with: didn't we already go through this over thirty years ago with Zork?  A lot of time has passed between then and now.  Certainly, we could do better natural language communication.  Well one of the things we learned from Zork is that we could only use words that interacted with the virtual world.  In the same way, AI will only be able to use words that it has represented in its software and 3d imagination space.  It is easy to think of the nouns.  The nouns are just objects in the database of the AI entered in through a program like VideoTrace.  Each of the nouns will have a lot of data associated with it that can be used for other parts of the program, or just for pure trivia sake.  Cyc is known for associating many attributes to a noun.  Cyc never became sentient because it didn't have a 3d imagination space, but still it should not be discounted as a failure.  Nothing should be considered a failure when it comes to research.  


Just because one man may discover a cure, it is still men standing on the shoulders of giants.  I'm not really sure if the Nobel prizes inspire scientists, but they likely may inspire kids to become scientists.  What I do know is that for every scientist recognized with a Nobel prize, there are countless others who helped with the project directly or indirectly, teachers , parents and influences unknown who contributed to the scientist's wealth of knowledge.  


We already discussed that nouns are easy to represent in a natural language.  What is a bit more difficult to represent are verbs.  Verbs need to be thought of in two ways.  The first thing a verb is thought of is a command to the robot.  “Throw the base ball at the catcher's mitt.”  The robot will understand that it is being talked to.  The robot could assume the base ball being referred to is the one in its hand.  The catcher's mitt would be behind the plate, and a batter maybe standing waiting to hit the ball.  The robot just knows the commands it is being told.  It is very trivial and just like Zork. The second thing a verb needs to be though of is in the imagination space:

See Spot. (the imagination space picks out the dog modeled as Spot)

See Spot run. (The imagination space shows the animation of Spot running in space.  Or if it got elaborate, it could show it running through a field, or over different terrain for entertainment sake)

So for every verb, a representation of how it would act in 3d imagination space must be programmed.  This is no trivial matter.  It is so difficult for me to imagine that I can't conceive of it right now.  I apologize that I can't get too deep here.  What is certain is that you don't need a 3d imagination space verb in order for the robot AI to communicate with you.  Simply by coding in the necessary verbs hard coded, it can talk about what it saw.  Eventually with enough hard coding of verbs, the AI's vocabulary will grow.  Again I can't tell you exactly how this will work, this is possible, but quite hard to conceptualize and explain.  


Once the AI has a large vocabulary interesting things will happen.  The most obvious thing is that once it understands one language it can then translate to another language.  Errors in translation will be very rare compared with today's translation software.  The reason that things will translate easier is that the AI will be able to imagine things in context instead of just changing words with a guess.  


The most interesting thing I've learned about AI that has a large vocabulary is that it can turn novels into movies.  By reading in the words in the book, and having its own defaults for filling in unknown parts of a scene, it can show a shoddy movie of the book.  A viewer can then tell the computer to change details of the scene to show a better movie.  I'm sure many artists will have a field day interacting with the AI to show different movies based on novels.  Artists could then share their movie with people that are interested in that kind of thing.  If I'm not dead by the time that happens, I'm sure that will be something I'll get a kick out of too.


We've covered learning and a natural language, but we haven't covered an AI that has it's own goals.  So lets quickly get over that.  Let me be the first to state that I like AI to be under the command of humans, and that if someone were to code a robot like Bender from Futurama that they'd be committing a minor atrocity.  It is bound to happen with how curious people are and how they like to toy with things that shouldn't be toyed with.  Anyway if you wanted to make a robot that smoked tobacco and drank liquor as its primary goals, you'd just give them weights on how important they are to do.  Then the robot would probably go out, and find the most optimal job it could do to make money in order to procure tobacco and liquor.  Of course the robot may get a chance to steal tobacco or liquor if it was programmed to do so.  It could even grow tobacco and distill liquor if it figured that was the best way to do things.  All I'm trying to put across here is that a robot that is given fake human desires is asking for trouble.  And the worst of it is something like Skynet.  


I'm not saying that robots couldn't take control if mankind made sure that AI would only answer to a human.  I'm saying that we shouldn't tempt fate by making robots with fake desires.  Even without fake desires bad things can happen due to bad programming.  An automated driving car can still wreck.  Skynet could become reality if the robots get caught in an infinite loop where they can never finish their main goal, but their sub goals were to replicate and do military functions.  I have a lot of good and bad things to say about the military especially with respect to the current state of affairs, but this is a book about AI, not the rise and fall of nations.  Without desires:  AI and robots will be a tool.  In the hands of a good man, AI and robots will do good things.  In the hands of an evil man, AI and robots could do evil things.  With desires, AI and robots will be a strange and likely unwelcome addition to the planet.

