traps
Any process can receive a signal at any time.  This includes your interactive shell, or a subshell invoked to execute a script - or any of the commands invoked by the subshell as it processes the script.

Note from the default signal table which all processes get when the kernel creates it that the default action a process takes in response to receiving most signals is to exit immediately.  (See signal(3head)).

Sometimes a program wants to prevent that from happening - temporarily while it does something important, or perhaps indefinitely.  Perhaps it needs to take some cleanup action before it terminates, so it doesn't leave things in an inconsistent state.

Or perhaps a program or script needs to perform some set of operations that must be performed start to finish without interruption - or something bad might happen.  

Examples from my personal experience:

- A script is saving away a set of operational files with a certain set of names, and replacing them with another set from another place.

The script must:

- rename the set of files in the master directory,

- copy them to some other (archive) directory,

-  wipe out the master directory,

- populate it with a new set of files from somewhere else,

- rename the new set of files to the specific set of names that 'the system' uses and requires.

- A script is updating the operating systems on a large multi-processor system, having potentially 1024 nodes (processors), each with its own copy of the OS.  

The system as a whole runs flat out 24/7 and is never taken down, due to its criticality and load.  Individual nodes can be rebooted occasionally as necessary without too great an impact on the system.  Each node must have exactly the same version of the OS running, or Bad Things Can Happen - potentially corrupting a 2 TB online database - which is constantly being updated.  (There are no backups - as trying to back up 2 TB would effectively take the system offline for a week).

The script must:

- send a message to all the nodes that it requires their undivided attention, 

- wait for all of them to respond,

- if not all of them respond within a reasonable amount of time - as some nodes may currently be offline or busy - we need to abort (because you don't want to update the OS on some nodes and not others)

- Send a message to all nodes releasing them from giving you their undivided attention (otherwise they won't do anything else - ever)

- Issue an error message about all nodes that did not respond

- Abort

- Initiate the process of updating the OS on every node

- Wait a reasonable amount of time for all the nodes to complete the update

- If not all the nodes reponsed in a reasonable amount of time:

- Issue a message to all the nodes that responded to roll back their OS to the previous version (undoing the update)

- Wait a reasonable amount of time for all these nodes to respond - abort with appropriate error messages if not (because now the system is hosed, and any nodes that are messed up must be fixed manually)

- Abort

- (They all responded so)

- Send a message to all nodes releasing them from giving you their undivided attention (otherwise they won't do anything else - ever)

- Issue a completion message about all nodes that were updated

- Complete normally.

For either case, what would happen if some naive user decided that script was 'taking too long', ^c'ed (aborted) it, started it again, again aborted it, started it again.... and so on.  In either case the system would end up in a hopelessly messed up state, that someone would have to sort out and fix by hand.  In either case this could be a long, tedious, error-prone process - during which the systems affected could not be used at all.  It's even possible data could be lost forever.

Both cases demonstrate a basic concept in computer science - the 'critical section'.  The basic idea is that a bunch of code can have somewhere in it a series of steps that MUST NOT be interrupted, or something bad could happen.  Usually this means something gets into an inconsistent state.  Operating systems are full of critical sections; most user code doesn't have any.

But as you can see in the cases above, a simple script may indeed have critical sections during which the script must not be aborted, or things will be left in an inconsistent state.  Most of the serious bugs you have ever encounted are due to things getting into an inconsistent state.  ALL system crashes are due to this.

So a program or script needs a way to prevent itself from being interrupted.

Only a signal can interrupt a process.  (The kernel can always kill a process immediately with signal SIGKILL, which cannot be intercepted or prevented.  But cases like the above are examples of why you should never do that unless you have to.)

A program can modify the action(s) to be taken when it receives any signal by modifying its signal table.  There are well-documented ways for a programmer to do that.

* A very similar capaibilty exists for the shell and shell scripts.  The shell can modify its signal table to intercept any incoming signals, and take a particular action (or no action) when such a signal is received.  

* It does this with the trap(1)command.  Effectively the shell 'traps' the incoming signal, intercepting it, and invoking a particular user-defined command instead of taking the default action.
Syntax:

trap [ arg ] [ signal_id [ signal_id ...] ]
Where:

arg

is one of the following:

- A single complete UNIX command line

The command line will be processed and executed when any of the signals listed are received.

** Note arg is processed twice:  Once when the trap(1)command is processsed, and again when a signal is received that invokes the arg.'\

Thus is is common practice to enclose the entire arg in single quotes, so that the first processing merely removes the enclosing single quotes.
- An explicit null string (such as "")
All of the signals listed will be ignored by the shell process.

- '-' (a dash) (ksh only); or

(sh only) completely absent (not a null string, but possibly an implicit null argument - which command processing will remove)

All of the signals listed will revert to their original actions.  Note these are whatever actions the shell had previously set up - which are not necessarily the default actions.

signal_id
is one of the following:

- a valid signal name (as listed by "kill -l" e.g.,  "TERM" but not "SIGTERM")

- a valid signal number in the range 1-36+

- One of the 'phony signals' understood by trap(1), which are:

- 0 or

(ksh only) EXIT

The arg will be executed when the shell which executed the trap(1) command exits.

If the trap(1) command was executed in a function, then arg is invoked when the function which executed the trap(1) command exits.

- ERR

(ksh only)

The arg will be executed whenever any command in the shell, function, or script exits with an unsuccessful (non-zero) exit status.

- DEBUG
(ksh only)

The arg will be executed after each command in the shell, function, or script completes.

trap(1)invoked with no arguments lists all the signals for which a trap(1)command had defined an action to take.

Until you use trap(1) to set up an action to take when a signal is received, this will produce no output.

Examples:

$ cat trap_test2

#! /usr/bin/sh

trap 'echo Trap 2 received. Number is $number.' 2

Signal nnumber 1 is SIGINT, invoked by typing ^c.
number=0

while true

do

        echo top of loop

        echo -n Enter something:

        read reply

        echo reply is \"$reply\", exit status is $?

        # sleep 60

        # echo sleep over, exit status is $?

        find / >/dev/null 2>/dev/null

        echo find over, exit status is $?

        number=`expr $number + 1`

        echo bottom of loop

done

$ trap_test2

top of loop

-n Enter something:

read(1) is waiting for input
hello

reply is "hello", exit status is 0
...now find(1) is running..

...and we do ^c, invoking SIGINT...
^CTrap 2 received. Number is 0.

find over, exit status is 130


Note the shell trapped the SIGINT, invoking our action for SIGINT - but also passed the SIGINT down to the child find(1) process, which took the default action - causing it to exit with a status that indicates that it received SIGINT:

 130-128=2 which is the signal number for SIGINT.

So find(1) terminated when it received the SIGINT - but the shell running the script did not. 
bottom of loop

top of loop

-n Enter something: 



read(1) is waiting for input...
^C
...but we ^c it, causing SIGINT to be sent to the shell...
Trap 2 received. Number is 1.
reply is "", exit status is 0

Note the signal aborted the read(1), but it still returned status 0!

...now find(1) is running...
find over, exit status is 0
bottom of loop

top of loop

-n Enter something:

hello2

reply is "hello2", exit status is 0

