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Definitions
These will will help in understanding the ksh(1) man page, and other references.  They are listed in alphabetical order, not the order in which they should be learned.
Probably the best way to learn all of these is to begin studying the section below entitled "Command Line Processing".  As you study you will run into each of these terms.  At that time come back and learn the term.
arithmetic evaluation
See "arithmetic expression"

arithmetic expansion / arithmetic substitution 
(ksh(1) only):

The process of evaluating any arithmetic expressions, and substituting their resultant (numeric) values in the expanded command line.  This is performed as part of processing the command line.  (ksh(1) only)

Syntax of an arithmetic substitution:


$(( arithmetic expression ))

Note there must be no spaces between the pairs of open or close parentheses, or between the $ and the two left parentheses.  E.g.:


foo=$(($i+1))

It makes no sense to have an assignment (=) in an arithmetic substitution, although you can.  E.g.:

count=1

bar=$(( foo = count + 1 ))

The value of the arithmetic substitution in this case is the value assigned.  foo and bar will both have the value "2".  count is unchanged.
Don't confuse this with arithmetic evaluation.  (E.g., "(( foo = foo + 1)) is an arithmetic evaluation).
arithmetic expression
This term has two different meanings:

1).

An expression (q.v.) which evaluates to a number, as opposed to a logical value ('true' (0) or 'false' (non-zero)).
Ordinarily an arithmetic expression involves the operators +, -, *, /, %, <<, >>.  Note (by default) any arithmetic expression evaluates to an integer.  Any fractions are discarded.  E.g.: 4 / 2 = 2;   3 / 2 = 1.  (Real numbers are possible using set options).

Such arithmetic expressions are often used in arithmetic substitutions (q.v.), and as array indexes.
IMPORTANT NOTE:

In any arithmetic expression context (where an arithmetic expression is expected), any string is interpreted to be the name of an identifier.  ksh assumes the value of the identifier is itself an arithmetic expression, and will attempt to evaluate the expression.  A variable whose value is null evaluates to 0.

Note that any of the arithmetic operators expect an arithmetic expression - and so will automatically do the above expansion/evaluation on any strings.

In particular, any of the conditional operators that expect arithmetic arguments (e.g., -eq, -lt, etc.) treat their arguments as arithmetic expressions - and so will automatically do the above expansion/evaluation on any strings.

Not All Shells Behave This Way.

2).

(ksh(1) only)  The syntax:


(( variable name=arithmetic_expression ))

is called an arithmetic expression.  Note there must be no spaces between the parentheses on either end, and that the double open parentheses are NOT preceded by a $.

This syntax is exactly equivalent the the (ksh(1) only) command:


let "variable name=arithmetic_expression"

Note that an arithmetic expression is a command, not a form of substitution.  Thus the command word for such a command line is '(('.

This syntax allows the following sh syntax:


i=`expr $i + 1`

to be written in ksh(1) (only) as:


((i=i+1))

which is easier to read and understand.

alias
A sequence of characters that the shell stores as an alias for some other string of characters, which is typically a command.

An alias name can begin with any character that is not a special character, but the rest of the name must consist only of letters, numbers, or underscores.

NOTE if the alias definition string ends with a space character, alias substitution will also be performed on the next word on the command line.  If that word is also an alias - whose value ends with a space - then that word is treated as an alias, and so on.  Thus every word on the command line could potentially be treated as an alias and expanded.

NOTE that the first word of the alias definition string is also checked to see if it is an alias, and if so it is expanded, and the first word of that string checked, and so on.  Thus an alias can utilize another alias, and so on, ad infinitum.

alias expansion
A step in processing/expanding a command line.

ksh(1) performs alias substitution(s) on the command name word of a simple command.

Note this may result in the (single) command name word expanding into multiple (new) command words.  The first word of the resultant string is the (new) command word.

Now the (new) command word is examined to see if it is an alias, and if so alias substitution is performed.  There is no limit to the number of levels of nesting of aliases.

Note also that if the string substituted for the alias ends in a space, the next command word is also treated as an alias and alias substituion is performed on it.  Thus every command word could potentially be treated as an alias, and alias substitution performed on it.

array variable
A variable that has a set of values, rather than just a single value.  Which of the various values is being referenced is specified by an 'index'.  Each value is referred to as an 'element' of the array.  Indexes start at zero.  (ksh:) Arrays can hold a maximum of 4096 total elements.  Arrays are not "declared" in any way, unlike most programming languages.  Arrays are 'sparse'; that is, if you define an element at index 5, and another at index 99, the array contains *two* elements, not 100.  Each element is referenced by a specific index.  The index must be an integer (or an arithmetic expression).  An array variable's value is created or reset via the following syntax:


identifier[index]=value
and they are referenced as follows:


some_command  ${identifier[index]}
E.g.:


foo_array[5]="fifth value"


echo "foo_array[5] = ${foo_array[5]}"

Note the ${...} syntax is required, otherwise it becomes ambiguous whether the [...] expression is an array index or a pathname expansion metacharacter.

Note the following two expressions are completely equivalent:


${foo_array[0]}


$foo_array
command substitution
The process of executing a complete command enclosed within backquotes (`...`) or the $(...) pair.  The standard output of the command thus executed is inserted into the original command line, replacing the original command substitution string.  NOTE:  With the `...` syntax, the \ (backslash) character loses its special meaning except for the following three characters:  $ " \.   This NOT true of the $(...) form, where the \ never acts as a metacharacter.  (The `...` form has some inconsistencies and complexites that are resolved by the $(...) form.
NOTE:  The command substitution string (the string inside $(...)) is processed as a command line in the current shell - not a subshell.  The resultant command line will be executed in a subshell, even if the command is a shell built-in.  Thus:

$(cd)

has no effect whatsoever, as a subshell performs the "cd" - and then exits, returning to the original shell.
command argument
On a simple command line, the command words which are the arguments for the UNIX command to be executed.
command word(s)
On a simple command line, command words are any token which is not an I/O redirection or a variable assignment.

Note this term does not refer to the UNIX command to be executed on a command line.  The UNIX command and its arguments are all considered to be command words.

Any tokens remaining after all the I/O redirections and variable assignments have been identified are called command words.

command name, command name word
On a simple command line, the command word which is the name of the UNIX command to be executed on a simple command line.
compound command
Any command that contains one of the following (unquoted):

| 

(pipe char)

&&

(logical "and")

||

(logical "or")

;

(semicolon; sequential command execution)

&

(background execution char)

Certain reserved words as the first word of the command.  These are:

{...} (curly brace; command grouping)

case

for

function

if

until

select

time

while

((...)) (arithmetic expansion)

Note a compound command usually contains one or more simple commands.

conditional expression
An expression that evaluates to binary True (0) or False (non-zero). They are used within the test and [...] simple commands, and within the [[...]] ksh(1) shell builtin command.  See the test(1) man page for details.

environment variable
A variable which exists in the environment of the current process and is automatically inherited by any children processes.  C.f.: shell variable.

expression
A series of words that are evaluated by the shell and produce a value.  The value can be:

- an integer (arithmetic expression) (floating point is optionally available)
- An integer indicating  either 'true' (zero) or 'false' (non-zero) (logical expression)
- A string

Following are all the allowed expressions.  (See the ksh(1) man page for the meaning of the various operators):

- A constant.  E.g.:  5.

- A (dereferenced) variable: E.g.  $foo

- Anything constructed with the following operators:

(expression)

-(expression)

!expression
~expression
expression * expression

expression / expression
expression % expression
expression + expression
expression - expression
expression << expression

expression >> expression

expression <= expression
expression >= expression

expression < expression
expression > expression

expression == expression

expression != expression

expression & expression

expression ^ expression

expression | expression

expression && expression

expression || expression

identifier = expression

identifier operator= expression

where operator can be:

*, /, %, +, -, <<, >>, &, ^, \

here-document
A here-document is a set of data of any size which is included within a command line.  Hence it is a document that is "here", as opposed to in the file system somewhere.  The syntax is as follows:
cmd   <<EOF
data for here-document...

more data....

...

EOF

OR
cmd   <<-EOF

data for here-document...


more data....


...

EOF

Note the syntax looks similar to an I/O redirection.  Essentially, it is.
Everything starting on the first line after the first "EOF" up to but not including the second "EOF" line is the contents of the here-document.    This data is sent to the standard input of cmd, exactly as if it had been sent across a pipe to cmd.  
The string EOF is arbitrary; it can be any string.  Note that no command or parameter substitution or pathname expansion is done on this string.   The ! is commonly used for the string, yielding this cryptic syntax:

cmd   <<-!
data for here-document...

more data....

...

!

The <<- form automatically removes any leading spaces or tabs from each line of the here-document's data.  The other form does not; it passes the lines verbatim to cmd.

Note that the terminating string (EOF in this case) must appear on a line by itself, not indented, and cannot have anything else (including a comment) on the same line.

identifier
A name for a function or variable (shell or environment variable).  An identifier is a sequence of characters consisting of one or more of the following:  a-z A-Z 0-9 _ (underscore).  The first character cannot be a digit (as the shell uses identifiers whose names start with digits for special purposes).

There is no limit on how many characters an identifier may consist of.

The shell uses these rules to figure out where an identifier's name begins and ends, if the explicit ${...} syntax is not used.

I/O redirection
A pair of tokens that change the standard input, output, error, or other file I/O stream to a process.  These are issued on a command line, and take effect in the subprocess created to execute the command line.

The I/O redirection operators are:

<<string

OR
<<-string

Creates a here-document (q.v.)
< file

OR
0< file

Redirect standard input to come from file
> file

OR
1> file

Redirect standard output to go to file
2> file

Redirect standard error to go to file

3> file

Redirect file descriptor 3 to output to file
...
Note the I/O redirection operator and the following word are treated as a unit in tokenization.

They can appear anywhere a command word can, although it is universal practice to place them at the end of the simple command line.

null argument removal
Note that during the quote removal step that command words which implicitly become Null are also removed.  This is called "null argument removal".

Null arguments are:

- Explicit (within single or double quotes, for instance: "$<identifier>" where <identifier> has no value) are retained 

- Implicit (for instance, $<identifier> where <identifier> has a Null value or no value) are removed.

That is, if the value of FOO is Null or undefined, "$FOO" or "" will not be removed BUT $FOO  will be removed.
Note that the ksh reference book above lists this step as part of quote removal, while the Solaris ksh man page lists this step as part of word splitting.  The effects are the same either way.

operator
A character that instructs the shell to take some special action when processing the command line.  Note that an operator may consist of multiple (adjacent) characters.  There are two kinds of operators:

- I/O redirection operators 

>

>>

>&

>|

<

<<

(here-document)
<<-

(here-document - tab removal)
<&

<>
- Control operators

|

(pipe)

&

(background execution)
;

(sequential execution)

(...)

(subshell group)

||

(logical "or")
&&

(logical "and")

;;
(case statement compound statement end indicator)

$((...))
(arithmetic expansion / substitution)

pathname expansion
The process of replacing any word containing a filename wildcard pattern with the list of filenames (sorted alphabetically, and seperated by a single space character) which match the pattern.  A single such word may expand to many matching filenames.
Each filename in the resultant list becomes a seperate command word in the command line.  These new command words replace the original (single) command word which contained the filename wildcards.

Note the original command word can thus become multiple command words.  Effectively, word splitting is done on the result of pathname expansion - even though that's not how the documentation describes it.
NOTE:  When trying to match the name of a hidden file, the pattern must match the leading '.' explicitly - not implicitly.  E.g.:  

ls *foo

will not find ".myfoo", whereas:

ls .*foo

will.
parameter substitution
The process of replacing a string of the form $identifier or ${identifier} (ksh(1) only) where identifier represents the name of a shell variable with the current value of that shell variable.

quote removal
The process of removing any quotes which were present in the original command line from the expanded command line.  Thus the characters \ (backslash), " (double quote), and ' (single quote) are removed (unless they themselves were quoted).

Quotes which result from any expansions are not removed.
This step also performs null argument removal (q.v.).
quoting
The means for negating the special processing for any special characters.  Note this also means it negates the meaning of Space, Tab, and Newline as word sperators.  Note that any quoted string is treated as a single word for command line processing.  There are a number of syntaxes for quoting, with different effects.

\<char>

Quotes only the following single character (angle brackets for clarity only - not part of the syntax).  In this sense the \ is referred to as the 'escape character', and the action of removing the special meaning of <char> is referred to as "escaping" char.

\Newline

This is a special case worth noting.  The shell removes the both the \ and Newline character - so the line containing the \Newline and the following line are processed as one lone line.

'...' 

Literal (single) quotes.  Note a single quote cannot appear in a single-quoted string.

"..."

Double (grouping) quotes.

`...`

Command substitution (old syntax)

$(...)

Command subtitution (new syntax; ksh(1) only)

${...}

Parameter (variable) expansion (new syntax; ksh(1) only)

$((...))

Arithmetic expansion / arithmetic substitution

identifier[...]=value
Array variable assignment. Everything inside the square brackets is treated as if it is in double quotes.  (ksh(1) only)

((...))

Arithmetic evaluation (ksh(1) only)

Note this is a command.  This is exactly equivalent to the following command:

let "..."

The only exception is that double quotes (") inside the parentheses are not treated specially.

reserved word
Reserved words are words that have special meaning to the shell - usually as a built-in command name (also known as special commands) or part of one.

Full set of ksh(1) reserved words:

{...}

(curly braces)
case

do

done

elif

else

esac

fi

for

function

if

in

select

then

time

until

while

[[...]]

(ksh(1) special built-in "test" command)

((...))

(ksh(1) arithmetic evaluation)

shell variable / local variable / variable

A variable which exists in the environment of the current process and is not automatically inherited by any children processes.  C.f.: environment variable.

NOTE: The terms 'shell variable' and 'variable' are sometimes used generically to refer to both shell variables and environment variables.

shell built-in command
These are commands which are built into the shell.  They are always executed in the current environment.  Many of them have side effects.

See shell special built-in command, and shell regular built-in command.

shell regular built-in command
These are commands which are built into the shell.  These can be superseded by defining a function in the shell's environment with the same name.

These are:

bg

builtin

cd

command

disown

echo

false

fg

getconf

getopts

hist

jobs

kill

print

printf

read

test

true

umask

wait

whence

shell special built-in command
These are commands which are built into the shell, but which can be superseded by defining a function (q.v.) which has the same name as the special built-in command.  The special built-in commands are:

. (dot command)

: (colon command)

alias

break

continue

eval

exec

exit

export

newgrp

readonly

return

set

shift

trap

typeset

unalias

unset
Special built-ins are treated specially by the shell in the following ways:
- They cannot be superseded by defining a function in the shell's environment with the same name;

- ksh prcesses variable assignment lists specified with the command before I/O redirection;

- Any such variable assignments remain in effect in the current shell environment after the command completes;

- Errors in these built-ins (as from bad parameters) cause the script that contains them to terminate.
simple command
Any command that is not a compound command (q.v.).  A simple command in general can consist of three parts:

- Variable assignments.

There can be any number of variable assignments in a single simple command.  They must all precede the command to be executed.

- Command words.

These are any words which provide the command to be executted and any of its options or parameters.

- I/O redirections.

These are typically last, but need not be.

special character
Any character that has special meaning to the shell.  They are:

Special only when they begin a new word:

#, ~
Special only when processing a variable assignment; e.g.  FOO[1]=BAR[1]:

=, [...]
Special only when patterns (pathname expansion) are being processed:

*, ?, [...]

Otherwise processed specially (which means you 

must quote them somehow whenever you want to use them as themselves):

|, &, ;, <, >, (, ), $, `, \, ", ', Space, Tab, Newline, (CR)

Note that the comma (,) is not an operator.

tilde expansion
ksh(1) performs tilde substitutions on all the command words.  That is, if a command word begins with a tilde (~), tilde substitution is performed on the tilde.  

The shell treats the word beginning immediately after the tilde, and continuing up to the first (unquoted) slash, as a username.

The shell looks up the home directory for the username, and substitutes it for the username (including the tilde).

If the the word is null (e.g., "~/..."), the current user's home directory is used.  If no username matches the word - the tilde and the word are left intact in the word.

token
ksh breaks a command line into "tokens".  This process is also called "lexical analysis", or "tokenizing".  A token is one of the following:
I/O redirection operator

Here-document

Control operator (see Operators, above)
Identifier

Reserved word

Word

Newline

variable
An identifier which exists in the shell's list of shell or environment variables, and which has an associated value (which is always a string).

A variable is created and assigned a value as follows:


foo='some value'

The variable is created as a shell variable if it does not currently exist.  If it does already exist, its value is set to the new value.

The value of a variable can be utilized in a command line by preceding the variable's identifier with a $, or by enclosing it in the pair ${identifier}.  Getting the value of a variable is often called 'dereferencing' the variable (which is a term from programming).

variable assignment
A variable assignment defines an identifier to the shell, and assigns it a value.  Format:

FOO="Hello there"

# Simple variable

BAR[13]="Fourteenth element of array BAR" # Array
NOTE:  Any simple command can be preceded on the same command line by any number of variable assignments seperated by whitespace.  However, the variables so defined only exist in the environment of the subprocess which runs the command.  If the command is a shell built-in (aka "special command"), the variables so defined are created in the current shell.  They may or may not exist in the current shell after the command is run.  There is as list in the ksh(1) man page indicating for which commands the variable will remain defined after the command finishes execution.

variable assignment list
A list of variable assignments, on the same line as a command, which precede the simple command.  Any simple command can be preceded by any number of variable assignments.  This group of variable assignments preceding a simple command is called a "variable assignment list".

variable assignment word(s)
Any word that has the syntax of a variable assignment.  Any number of these can precede the command words in a simple command.

By default, ksh(1) starts looking for tokens that look like variable assignments at the beginning of any simple command line, and recognizes them until it encounters a token that does not match the syntax of a variable assignment.

Note that if a word having the syntax of a variable assignment follows a command word, the word (by default) will not be processed as a variable assignment, but will be passed as an argument to the command.
word
A word is a token that consists of any number of characters considered as a unit, separated from words on the left- and right-hand side by:
- Any nonzero number of unquoted space, tab, or newline (CR) characters

- An unquoted operator (which may immediately adjoin another word without any intervening space or tab or newline characters).  See the definition of 'operator' above.
ksh reads a sequence of characters held together with one of the quoting mechanisms as a word (or a part of a word).  E.g.:
cmd  "The value is "$value
The entire string after cmd is treated as a single word.  In this case the quoted string is only part of a word.
word splitting
This has nothing to do with 'tokenization' (aka "lexical analysis"), the process of initially splitting the command line into tokens and words..
Word splitting is the process of splitting the resultant strings from command, arithmetic, or parameter substitution into seperate words.

Any such expansion can replace a single command word with multiple words.  The shell doesn't 'know' such replacement strings contain multiple words; it has to rescan the results to see if they do.

Note it is only performed on the results of command or parmeter substitution, and then only if the original command or parameter substitution was not contained in quotes.
Command line processing
Command line processing is done in three major steps:

1.
Reading/parsing the command line (aka "lexical analysis")
2.
Expanding the command line (aka "command line processing")
3.
Executing the command line
Command line processing:
1. Reading/parsing the command line 
ksh(1) performs the following steps, in order.  The definitions of all the terms used are precise and important.  They are listed above.
1.
The shell reads the command.

- ksh(1) reads at least one line at a time.

- ksh(1) reads as many lines as necessary to get the complete command.
This may be necessary for:

- Line continuations (lines ending with the sequence "backslash newline)

- Incomplete tokens (any form of quoting which includes unescaped newline characters)

- Compound commands.
2.
ksh(1) splits the line(s) into tokens.
A 'token' is as defined by ksh.  Be sure to check the definition of 'token' in the above list of definitions.
This step has no name specific to ksh, but the general terms would be "tokenizing" or "lexical analysis".

Alias expansion is performed during this step, so the result of alias expansion(s) will be split into tokens.
3.
ksh(1) splits the command line into simple commands.

While each simple command in a compound command is read only once, it is expanded and executed every time it is used (in a loop, for example).

Each simple command line in a compound command line is processed and executed seperately.

4.
ksh(1) splits the tokens of a simple command into three classes:

- Variable assignment word(s) (the variable assignment list which precedes the command name)

- Command words 

- I/O redirection(s)

While this step is sometimes called 'word splitting', that is not what 'word splitting' means in this document.
Strings of characters enclosed in any form of quoting are considered a single token (or part of a token).  E.g., the following command line contains six tokens:

foo=bar  \

some_command \

  "a single token"  \

  "first part of a token"bar   \

  me"middle part"you           \

"string which

contains a newline"
4.
(Comment removal).  Any token beginning with the (unquoted) character #, and all following characters to the end of the line (including all continuation lines), are thrown away.  Such strings are called 'comments', and have absolutely no effect on the processing or execution of a command line.
Command line processing:
2. Expanding the command line.

The following table lists the steps for command line expansion, in order.
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Note the special cases.

In particular, note that Word Splitting may split a command word into a number of new command words. 
These new command words will not undergo command substitution or parameter expansion.

These new words will undergo pathname expansion but not quote removal.  Only the quotes identified when reading the command line and splitting the line into words will be removed.

Likewise, pathname expansion may replace the original command word with a number of new ones.
If a paramter expansion results in a string which contains quotes, those quotes will not be removed, but will be part of the argument string passed to the command for execution.

Command line processing:
3. Executing the command line.

There are three major cases.  The shell checks for these in order.

Case 1
The command name word is a shell "special built-in command"
Case 2
The command name word is the name of a function defined in the current shell's environment.

Two cases:


function foo {...}



executed in a seperate environment


foo ()       {...}



executed in the current environment

Case 3
The command name word is a shell "regular built-in command"

Case 4
The command name word is an executable program

Case 5
The command name word is not an executable program (and thus is assumed to be a script filename)

(In reality Case 5 is a special case of Case 4 - so there are really only two cases.  But Case 5 has enough unique features that I broke it out as a seperate case so the description of Case 4 didn't get overly complex).

Details of processing each case follow.

Any possible way of executing a command line fits one of these three cases.

Executing the command line:
Case 1
The command name word is a shell built-in command

1. Any variable assignments on the command line are performed in the current shell process.

2. The command is executed in the current shell process.

- Variables created by any variable assignments on the command line may or may not continue to exist after the built-in command finishes execution.  This is an inconsistency.  Which commands will and will not leave the variables defined after execution is documented in the ksh(1) man page.

- If the command is the . (dot) command (which executes a script in the current shell:

- Each command word of the simple command (not including variable assignments and I/O redirects) is assigned to the appropriate shell argument variable ($1, $2, etc.)
E.g., for the following command line:

. myscript -i -j file1 file2

$0=/home/you/myscript
# (e.g.)

$1=-i

$2=-j

$3=file1

$4=file2

$*="/home/you/myscript -i -j file1 file2"

$@='"/home/you/myscript" "-i" "-j" "file1"\ "file2"'

$#=4

- The shell reads, expands, and executes each command in the file, one at a time.

- When the end of the script file is reached (or an error occurs), the shell (produces an error if necessary), stops processing the script file, sets the exit status, issues the next command prompt, and waits for input.

Executing the command line:
Case 2

The command name word is an executable program

1.
The command name word identifies the command to be run.

2.
If the command word does not start with a / (that is, its not an absolute path), the shell translates the command name word to an absolute path (ending in the command name word).

If the command name word is not an absolute or relative path, the shell searches all the directories listed in the PATH environment variable to locate the first occurance of a filename matching the command name word.  It then uses the absolute path to that filename as the command word.

If the shell cannot find the filename for the command, it issues the following message:

<shell>: <command name word>: not found

E.g., the following (expanded) command line:

ls foo

would become:

/usr/bin/ls foo

3.
The shell checks that:

- The command filename is readable (by you)

- The command filename is executable (by you)

4.
The shell checks that the file is an executable program for this machine architecture.

5.
All the command words (but not the command name word) are put into an array, one command word in each element of the array.  This is often referred to in programming as the "argument array", or "argument vector", or "argv".  ("argc" is set to be the count of the number of elements in argv).

Note that during command line processing that a single "command word" may actually expand to a string containing several strings of characters seperated by spaces, etc. (as from quoting).
Nonetheless such a string at this point is considered a single argument.

E.g.:


foo="Hello there"


echo "The value of foo is" $foo

The first argument will be "The value of foo is",
the second will be "Hello",
the third will be "there".
(None of the arguments will contain quotes).

6.
The contents of the current environment (environment variables only) are copied into an "environment array" to be passed to the subprocess.

7.
All the variable assignments on the command line are evaluated, and the results added to the environment array.

Note that any variable assignments made on the same command line take place after command line processing.  This means the following will probably not do what you want:

foo="Old value"

foo="Hello there" echo "The value of foo is" $foo

$foo will evaluate to its current value (if any) during command line processing - in this case "Old value" (no quotes).  So after command line processing the expanded command line will become:

foo=Hello there echo The value of foo is Old value

This is probably not what was wanted.  The following will have the expected result:

foo="Hello there"; echo "The value of foo is" $foo

The ; causes the variable assignment and the echo command to be executed sequentially as two seperate commands.  The first command is processed and executed before the second is processed.  

Remember command line processing only processes and executes one simple command at a time.

8.
The fork(3) system call is made, which clones the current process, creating an identical child process.
9.
Code in ksh(1) right after the fork(3) call checks to see if it is the parent or the child process.

- If it is the parent (the shell processing the command line), the shell (usually) sleeps, waiting for the child process to terminate.  Exceptions are running a job in the background, etc.

10.
(If it is the child shell process) The shell calls exec(3), to load and run a new program in the process.  

Three pieces of information are passed to the exec(3) call:

- The absolute path to the command filename

- The argument array

- The environment array

11.
The new program begins execution in the child process.

The program is now running.

12.
The program calls getopts(3) on the argument array to see if any options were passed to it, and to extract all the arguments.

The program started may be an interpreter (like ksh(1)).

It may have been invoked explicitly to execute a script.  E.g.:

ksh -x myscript -i -j file1 file2

- If so:

- Processing proceeds as listed under Case 3 (below).

- If not:

- The shell has no commands to execute.  So it outputs a prompt and awaits user input.  This is called 'interactive mode'.

Generally, if you invoke an interpreter (possibly with options but) with no arguments, it starts in interactive mode.

E.g.:

ksh -x

13.
The program does its job.

14.
The program terminates (normally or not), which causes its process to terminate, and send SIGCHILD to its parent.

15.
The parent (shell) is awakened by the signal,  collects exit status from its child, issues a command prompt ($PS1), and awaits input.

Executing the command line:
Case 3
The command name word is not an executable program (and thus is assumed to be a script)

Except for certain steps, processing is almost exactly like Case 2.  Case 2 and Case 3 are more similar than different.
1.
The command name word identifies the script to be run.

2.
A shell script is not an executable program.  So, the shell must identify which interpreter (which IS an executable program) must be run to execute the script.
2a.
The first line of the script is read.

If the first two characters of the first line of the script are "#!":
- The next full word is an absolute path to the interpreter file to run to execute the lines in the script.  E.g.:


#!/usr/bin/ksh -x

The interpreter is this case is /usr/bin/ksh.
(On old systems) If the first line of the script consists only of a ":":
- "/sbin/sh" is used as the interpreter.  
(This is a throwback to the early days of csh, 

and may no longer be supported).

(On old systems) If the first line of the script consists only of a "#":

- "/usr/bin/csh" is used as the interpreter.
(This is a throwback to the early days of csh, and may no longer be supported).

If the first line in the script matches NONE of the above cases:

sh(1) and ksh(1):

- The value of the environment variable SHELL is used as the interpreter (in other words, the same shell as the parent is used).
csh(1):

- "/sbin/sh" is used as the interpreter (!).  

(This is a throwback to the early days of csh(1), and IS currently supported).

2b.
The interpreter string becomes the new command name word.  Any other words following the interpreter string become command words which immediately follow the interpreter string.

E.g., the following (expanded) command line:

myscript -i -j file1 file2

where the first line of 'myscript' is:

#!/usr/bin/ksh -x

the expanded command line becomes:

/usr/bin/ksh -x myscript -i -j file1 file2

Note a user could type in exactly this string.
2c.
Check that the script name argument (which is always the first (non-option) argument on the shell command line) is an absolute path

If the script name argument does not start with a / (that is, its not an absolute path), the shell translates the script name argument to an absolute path (ending in the script name)

If the script name argument is not an absolute or relative path, the shell searches all the directories listed in the PATH environment variable to locate the first occurance of a filename matching the script name argument.  It then uses the absolute path to that filename as the script name argument.

If the shell cannot find the filename for the script, it issues the following message:

<shell>: <script name arg> not found
E.g., the following (expanded) command line:

/usr/bin/ksh -x myscript -i -j file1 file2

becomes (e.g.):

/usr/bin/ksh -x /home/you/myscript -i -j file1 file2

Note that we now have a Case 2 command line.  From this point on processing is very similar to Case 2 (above).

3.
Same as case 2, plus:
The shell checks that:

- The script filename is readable (by you)

- The script filename is executable (by you)

4.
Same as Case 2.
5.
Same as Case 2.

Note that (e.g.) the original command line the user entered:

myscript -i -j file1 file2

has become (e.g.):

/usr/bin/ksh -x /home/you/myscript -i -j file1 file2

The command word is now "/usr/bin/ksh".  Each of the rest of the words on the line is now an argument.

6.
Same as Case 2.
7.
Same as Case 2.
8.
Same as Case 2.
9.
Same as Case 2.
10.
Same as Case 2.
11.
Same as Case 2.
The program is now running.

12.
Same as Case 2.
However, note that the program running is ksh(1), which follows the standard UNIX command format.  So (e.g.) running getopts(3) on the expanded command line:
/usr/bin/ksh -x /home/you/myscript -i -j file1 file2

Yields:
-x as the only option

/home/you/myscript as the first argument

The syntax of the shell is:

/usr/bin/ksh [-<options>] [<script_name> [<script_arg1> ...]]

So /home/you/myscript is the name of the script for the shell to run, and all subsequent arguments are for the script, not the shell.

13.
Same as Case 2.

In this case the program is the shell, and the shell's job is to execute the commands in a script file.

(The following steps are the same as Case 1 when the command is '.' (dot)).

13a.
Each script argument (starting with the script name) is assigned to the appropriate shell argument variable.

E.g., for the expanded command line:

/usr/bin/ksh -x /home/you/myscript -i -j file1 file2
The script argument variables become:

$0=/home/you/myscript
# (e.g.)

$1=-i

$2=-j

$3=file1

$4=file2

$*="/home/you/myscript -i -j file1 file2"

$@='"/home/you/myscript" "-i" "-j" "file1" "file2"'

$#=4

13b.
The shell reads, expands, and executes each command in the file, one at a time just as if the user had typed in each command line.

E.g., if the script contained the following line:

ls foo

that command line would be processed by the current shell (as a Case 2 command line).  This includes fork(3) and exec(3) of a subprocess to run the ls(1) command.

Similarly, a script can contain a line invoking another script:

myscript2 -ab file5 file6 file7

That command line would be processed as a Case 3 command line - ultimately invoking another subshell to execute myscript2.  There is no limit on the number of levels of subprocesses/subshells that can be created.
Every command line in a script is processed exactly as it would be if the user had typed it on the command line.

Note this is not true of csh(1).

13c.
When the end of the script file is reached (or an error occurs), the shell (produces an error if necessary), stops processing the script file, sets the exit status.

14.
Same as Case 2.

15.
Same as Case 2.
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