Intermediate UNIX

grep/variables

I have not yet covered arrays - so I will make this homework due Monday (morning), instead of Friday.  Note variable arrays -are- covered in the book.

Let's make 4 of these extra credit - you pick which ones.

1.
List three features that ksh has that sh does not.

There are several.  The book lists some.  Examples:

- Command line editing

- command history

- integer arithmetic

2.
List three features that csh has that sh does not.

There are several.  The book lists some.  Examples:

- Command line editing

- command history

- job control

3.
Why does Linux use bash as their default shell instead of sh?


("Because it's a better shell" is NOT the right answer).

The book has the answer to this question.

The Bourne shell is copyrighted, so its code cannot be used without a license.

There is a "free" version of the bash shell  available, so that is what Linux uses.  Since it's backwards-compatible (mostly) with the Bourne shell, scripts written for the Bourne shell (like virtually system startup scripts, and most software install scripts) should work fine with it.

Besides, it's a better shell.  (-:

4.
Which of the many shells is likely to be the most widely used, and


most likely to work across the broadest range of systems?  Why?

The book talks around this on page 17 and following.  I wanted you to think about the material, and decide.

The answer I was looking for was:  ksh

Reasons:

- It is fully compatible with sh - any scripts written for sh will work without change under ksh

- It has many more features than sh

- The official version of ksh is shipped with every major commercial version of UNIX - so "your system will have it". ( The only other shells shipped with every system are sh, and csh)

- For non-commercial UNIXes, there is a public-domain version which is 100% compatible

- There is a POSIX standard for ksh - which ensures (or should) that everyone's ksh works exactly the same

- Because of all of the above, ksh scripts you write and test on one system should work on any other UNIX system

- bash is very compatible with ksh - it basically just adds more features.  So scritps written in ksh are very likely to work with bash.  (The reverse is less likely to be true).

The last five reasons are the most compelling.

sh is available across virtually all commercial versions of UNIX - but not Linux.  Thus is is missing from an important flavor of UNIX.  It is also the least capable shell.  System scripts are usually written in sh as it is the lowest common denominator - but for practical day-to-day work no one uses sh.  It's too limited, and there are better derivatives.

csh is available across virtually all commerical versions of UNIX.  While csh is quite usable as an interactive shell, it has serious problems when trying to write shell scripts (see the web site listed in the book).  Thus anyone who uses csh on a day-to-day basis must learn *another* shell when they want to write scripts.  That shell is usually ksh - as it is available across the widest range of systems, and quite capable and mature for interactive and scripting use.  (Obviously, it makes more sense to use a better shell to begin with).

bash is standard on Linux systems - but is usually not shipped with commercial OSes.  While various versions of it are probably available for most systems, professional programmers are more likely to use the one which is a standard, and is already installed on virtually all systems (ksh).  The burgeoning Linux community is driving the acceptance of the bash shell - but ksh is already more established in commercial environments.

Thus I believe ksh is the shell of choice today - for professional programmers, who must think in terms of supporting  many flavors  of UNIX, not just one.

In hindsight this was a better question for class discussion, not homework.

5.
What does the 'script' command do (in English, please)?

It copies all terminal I/O (everything the system displays and everything you type to a file.

It does NOT execute a shell script.

6.
What does the (ksh) RANDOM environment variable do?

Generates a random number.  (See the ksh man page).

7.
What command(s) can you use to show all processes owned by you?



ps -u your_username



Note the following is not 100% reliable:



ps -ef | grep your_username



since the grep will find any line which *contains* your username, NOT only those where the 

first field (the owner) is your username.



This should also be 100% reliable, since it restricts the match to the owner field:



ps -ef | grep '^[ 
]*your_username[ 
]'



There are other variations.

8.
Will the following commands always do the same thing?  Why or why not?

a. find / -mtime +7 -name core -print | xargs rm

b. find / -mtime +7 -print | grep core | xargs rm



No.  The first line operates on filenames which are 'core'; the second operates on paths which 

CONTAIN the string 'core'.  Thus the second line would delete the file " /core_libraries/foo.lib".

Given the following  (Note that pr -n adds the line numbers, which are not actually in file1)

$ pr -n file1

1  bill t smith admin 45890

2  tom r jones sales 42112

3  mary c chen admin 43578

4  john m smith sales 46980

5  tom l johnson tech 34870

6  mary r chen sales 45671

7  billybob o smith tech 52348

8  mary chen dev  45879

Which lines will the following commands match?

9.
grep john file1


a. line 4


b. line 5


c. lines 4 and 5


d. every line


e. no lines

10.
grep '^john' file1


a.  line 4


b. line 5


c. lines 4 and 5


d. every line


e.  no lines

11.
grep 'bill.*smith' file1


a. line 1


b. line 4


c. lines 7


d. lines 1, 4 and 7


e. lines 1 and 7

12.
egrep '[a-z]+ [a-z] [a-z]*' file1


a. lines 1, 2, 3, 4


b. lines 1, 2. 3, 4, 5, 6 and 7


c. every line


d. no lines

13.
grep chen file1 | grep sales


a. lines 2 and 6


b. lines 2, 4, 6 and 8


c. line 6


d. every line


e. no lines

14.
grep '^[^ ]* [a-z] john' file1


a.  line 4


b. line 5


c. lines 4 and 5


d. every line


e.  no lines

15.
What command finds only strings in all files in the current directory which are the names of the days of the week (Monday, Tuesday, etc.)?

a. grep Monday|Tuesday|Wednesday|Thursday|Friday|Saturday|Sunday *

b. grep ??????day *

c. grep [Mon][Tues][Wednes][Thurs][Fri][Satur][Sun]day *

d. None of the above will work



"a" won't work as the "|" ("or") ERE metacharacter only exists in egrep, not grep.



"a" will work if you change it to egrep, or this should also work:



egrep '(Mon|Tues|Wednes|Thurs|Fri|Satur|Sun)day' *

16.
What command will list any line in any file in the current directory which contains the string "foo" AND does NOT contain the string "bar"?

a. grep  "foo|^bar" *

b. egrep "foo|^bar" *

c. fgrep "foo|^bar" *

d. grep  "foo" * | grep -v bar



This is a useful technique to know, as it is sometimes (as here) the only way to do something.

17. What command will find all lines in file1 which start with the string "The " NOT followed by the string "$amount", AND ends with the word "year"?.

a. grep  "^The [^$amount].*year$" file1

b. egrep "^The [^$amount].*year$" file1

c. grep  '^The [^$][^a][^m][^o][^u][^n][^t].*year$' file1

d. egrep '^The [^$][^a][^m][^o][^u][^n][^t].*year$' file1

e. egrep '^The .*year$' file1 | egrep -v '^The \$amount'

f. Either c or d



"c" and "d" each constrain the string right after "The  " to be exactly 7 characters.  This is a 



different requirement than the problem specifiied.

18.
(In ksh) how do you create a symbol 'mybins' and make it available to all processes you then create?



mybins=123



export mybins

19.
What will be the result of the following command:   GREETING=Hello export GREETING



The variable named GREETING will be defined (or reset) to the value "Hello".  Then the 

variable will be exported, so that it is inherited by all future subprocesses.

20.
What does the following command do:    i=i+1



Sets variable named "i" to the value "i+1".



Remember variable values are always strings.

21.
What does the following command do:     i=5 ; i=`expr $i + 1`



Sets variable named "i" to "5".



The rest of the line is treated as a seperate command.



The rest of the line invokes comand substitution to run the command "expr $i + 1".  expr 

preforms the calculation, and sends the result "6" to stdout.



Stdout of the command substitution is captured and replaces the original command substitution 
string.  The resulting expanded command line is "i=6".  This command is now executed.

22.
Write command(s) to set a variable named 'current_dir' to have the absolute path for the current working directory as its value.



current_dir=$(pwd)

23.
Write command(s) to display the value of 'current_dir' (only).



echo ${current_dir}

24.
What command(s) would you use to set three variables 'current_month', 'current_day', and 'current_year' to the appropriate values?

current_month=$(date '+%m')

current_day=$(date '+%d')

current_year=$(date '+%y')

25.
Write command(s) to display the following line:

/*** Test run in <value of current_dir> on <value of current_date> at <value of current_time>.  ***/

current_time=$(date '+%H:%M:%S')

echo "/*** Test run in ${current_dir} on ${current_month}/${current_day}/${current_year} at ${current_time}. ***/"

Note double quotes very often give you the behavior you want.

I'd meant to have you set current_time, but forgot.  As long as you get the time in there somehow, I'm happy.

26.
Write command(s) to set variable 'sum' to the sum of the values of variables 'arg1' and 'arg2'.

sum=$(expr $arg1 + $arg2)

OR

sum=$(( $arg1 + $arg2 ))

OR

(( sum = $arg1 + $arg2 ))

27.
Write command(s) to set variable 'sum' to the sum of the values of the variables 'arg1', 'arg2', and 'arg3'.

sum=$(expr $arg1 + $arg2 + $arg3 )

OR

sum=$(( $arg1 + $arg2 + $arg3 ))

OR

(( sum = $arg1 + $arg2 + $arg3 ))

This was to get you to research (or at least think about) what syntax is legal for at least one of these forms.

28.
Write command(s) that will create an array variable called days_per_month which contains the number of days in each month.  The first element is for January, the second is for February, and so on.  Ignore leap years. 

days_in_month[00]="$0: Bad index into days_in_month"

days_in_month[01]=31
# January

days_in_month[02]=28
# February (not leap yr)

days_in_month[03]=31
# March

days_in_month[04]=30
# April

days_in_month[05]=31
# May

days_in_month[06]=30
# June

days_in_month[07]=31
# July

days_in_month[08]=31
# August

days_in_month[09]=30
# September

days_in_month[10]=31
# October

days_in_month[11]=30
# November

days_in_month[12]=31
# December

There is no purpose in using "01" etc. other than to keep things lined up nicely and thus make it easier to spot errors.  The shell doesn't care about the leading zeros.

One could also do this using set -A:

set -a -A
\

"$0: Bad index into days_in_month" \

31 \

28 \

31 \

30 \

31 \

30 \

31 \

31 \

30 \

31 \

30 \

31

Note how much easier it is to export them all this way (just add -a).  But also note how much harder it is to figure out which entry is for which month.  You cannot put comments into any of the continuation lines, as that will cause all succeeding lines to become part of the comment.

I prefer the former method.

Give command(s) which do the following:

29.
Create an array called "costs", ten elements in size, and give it the values $10, $20, et cetera.  The $ is part of the value.


costs[0]=\$10


costs[1]=\$20


costs[2]=\$30


...


costs[9]=\$100


OR


set -A costs \$10 \$20 \$30 \$40 \$50 \$60 \$70 \$80 \$90 \$100


One student did this:


set -A costs "$"10 "$"20 ...


This works - but is risky.  Remember, in double quotes the "$" is still a metacharacter.  In this 
case the shell looks for the name of the variable following the $, and finds none, so just 

arbitrarily decides to treat the $ as an ordinary character.  Depending on what the shell will do 
in such an odd case is always a risky thing to do - that might break in the next release.

30.
Lists all the elements in the array on stdout, as follows:

Costs[1] = <value of the first element in 'costs'>

Costs[2] = <value of the second element in 'costs'>

...

The angle brackets are required in the output.


Here's the obvious way:


echo "costs[0] = <${costs[0]}>"


...


OR


echo costs\[0\] = \<${costs[0]}\>


...


Other variations are possible.


If you'd read ahead, you'd know of an easier way:


for index in 1 2 3 4 5 6 7 8 9 


do


echo "costs[${index}] = <${costs[${index}]}>"


done


Note the following line would work exactly the same in the above loop:


echo "costs[${index}] = <${costs[index]}>"



This is because what's inside the brackets in an array reference is by definition an "arithmetic 
context".  That means, basically, that what's in there is interpreted as a number.  Specifically, if 
an identifier is in there, the value of the variable the identifier refers to is used.  In the first case 
parameter expansion converts index to its value; in the second arithmetic expansion converts
 the identifier to its value.  A special situation.


You should also realize you can do it this way:


index=0


while [ $index -lt 10 ]


do


echo "costs[$index] = <${costs[$index]}>"


done



Other variations are possible.

31.
Lists all the elements in the array on stdout, as follows:

<val1> <val2> ...

for all the values in costs.  The angle brackets are NOT part of the output - just the values.


echo ${costs[@]}

32.
(Hard) Write command(s) to convert the value of the variable 'current_month' (two-digit value) to the appropriate string, e.g. "11" becomes "November".

This is similar to #28.

month_names[00]="$0: Bad index into month_names."

month_names[01]=January

month_names[02]=February

month_names[03]=March

month_names[04]=April

month_names[05]=May

month_names[06]=June

month_names[07]=July

month_names[08]=August

month_names[09]=September

month_names[10]=October

month_names[11]=November

month_names[12]=December

echo Month ${current_month} is ${month_names[${current_month}}

