UNIX Shell Scripting
Homework 1
1.
You can have your shell execute a script for you every time you


log in.  What is this script called and where is it located?  (Assume


you're using ksh).

For ksh (and all other Bourne shell derivatives), this file is called ".profile".  The shell looks for it in your home directory.
2.
You can have your shell execute a script every time it starts up.


What is this script called, and where is it located?  (Assume ksh).

For csh, this file is called ".cshrc", and csh looks for it in your home directory.  So logically, for ksh it would be ".kshrc", in the same place.

But ksh is different.  ksh does NOT use a fixed name for its per-shell initialization file!

ksh looks in the environment of its process for a variable called "ENV".  If this variable is set, ksh uses the value of the variable as the name of the script to execute every time a ksh starts up.

For it to be defined in the shell's process environment, it must be either 1) inherited as an environment variable from the process' parent, or 2) the variable must be set by the shell BEFORE ksh looks for it.

For 1), the system administrator could put the following commands in the system-wide ksh login initialization file (/etc/profile):

ENV=/etc/default_ksh_init

export ENV

For 2), the user can put similar lines in his .profile file in his home directory (which is executed just before looking for the per-shell initialization file).

So the per-shell initilialization file can be called anything, and located anywhere.  Whatever the variable ENV is set to is the name and location of the file used.

So, ~/.kshrc is NOT the right answer!
3.
Is this script executed in the shell that is started or a subshell?


Why do think it is done this way?

It is executed in the current shell, so that any shell or environment variable definitions take effect in the current process.
If it were executed in a subshell (subprocess), quite likely any changes or settings that were made would be lost when the subprocess exits.
4.
In which of these files should you set your PATH environment


variable? Why?

This is sort of a tricky question.

What I wanted you to think about is if you should set your PATH in the login initialization file, or the per-shell initialization file.

If you set it in the login initialization file, and export it (which you must to make it an environment variable)  the variable will be available for the shell to use in the current process, and will be inherited by any child processes you create.  (In reality, PATH is one of the small number of variables that the shell automatically exports - so you actually don't have to export it to make it an environment variable.  But I didn't expect you to know that at this point.)

If you set it in the per-shell initialization file, and export it, the variable will always be available to any ksh you start, and be inherited by any children of any ksh process.

So either way will work

But since you did not at this point know that the PATH environment variable is automatically exported, I would have expected you to answer "the per-shell initialization file".

I prefer to do it in the per-shell initialization file, simply because I think of set the PATH as being something I want done for every shell I start.
5.
List three features that ksh has that sh does not.

There are several.  The book lists some.  Examples:
- Command line editing

- command history
- integer arithmetic

6.
List three features that csh has that sh does not.
There are several.  The book lists some.  Examples:

- Command line editing

- command history
- job control

7.
Why does Linux use bash as their default shell instead of sh?


("Because it's a better shell" is NOT the right answer).
The book has the answer to this question.
The Bourne shell is copyrighted, so its code cannot be used without a license.

There is a "free" version of the bash shell  available, so that is what Linux uses.  Since it's backwards-compatible (mostly) with the Bourne shell, scripts written for the Bourne shell (like virtually system startup scripts, and most software install scripts) should work fine with it.

Besides, it's a better shell.  (-:
8.
ksh recognizes TWO distinct syntaxes for command substitution.


What are they?  Which one is 'better' and (generally) why?

I talked about the two different syntaxes in class:

`command line`

The 'old' and now deprecated form

$(command line)
The new and recommended form

The book doesn't even mention the latter form - so you'd need to go to the man page to find out any differences between the two forms.
When you do, you'll discover a little section detailing the differences in the ways the two forms are interpreted - and the fact that the former form has unexpected and confusing behavior in certain circumstances.  This is fact is why the new form was invented.

So the new form is obviously 'better' - as it's more consistent in behavior.
9.
Which of the many shells is likely to be the most widely used, and


most likely to work across the broadest range of systems?  Why?

The book talks around this on page 17 and following.  I wanted you to think about the material, and decide.
The answer I was looking for was:  ksh

Reasons:

- It is fully compatible with sh - any scripts written for sh will work without change under ksh

- It has many more features than sh

- The official version of ksh is shipped with every major commercial version of UNIX - so "your system will have it". ( The only other shells shipped with every system are sh, and csh)

- For non-commercial UNIXes, there is a public-domain version which is 100% compatible

- There is a POSIX standard for ksh - which ensures (or should) that everyone's ksh works exactly the same

- Because of all of the above, ksh scripts you write and test on one system should work on any other UNIX system

- bash is very compatible with ksh - it basically just adds more features.  So scritps written in ksh are very likely to work with bash.  (The reverse is less likely to be true).
The last five reasons are the most compelling.

sh is available across virtually all commercial versions of UNIX - but not Linux.  Thus is is missing from an important flavor of UNIX.  It is also the least capable shell.  System scripts are usually written in sh as it is the lowest common denominator - but for practical day-to-day work no one uses sh.  It's too limited, and there are better derivatives.

csh is available across virtually all commerical versions of UNIX.  While csh is quite usable as an interactive shell, it has serious problems when trying to write shell scripts (see the web site listed in the book).  Thus anyone who uses csh on a day-to-day basis must learn *another* shell when they want to write scripts.  That shell is usually ksh - as it is available across the widest range of systems, and quite capable and mature for interactive and scripting use.  (Obviously, it makes more sense to use a better shell to begin with).
bash is standard on Linux systems - but is usually not shipped with commercial OSes.  While various versions of it are probably available for most systems, professional programmers are more likely to use the one which is a standard, and is already installed on virtually all systems (ksh).  The burgeoning Linux community is driving the acceptance of the bash shell - but ksh is already more established in commercial environments.

Thus I believe ksh is the shell of choice today - for professional programmers, who must think in terms of supporting  many flavors  of UNIX, not just one.
In hindsight this was a better question for class discussion, not homework.
10.
What is the difference between these three syntaxes (what happens


in each case if you just typed the string as a command?):

foo
The directories listed in the PATH environment variable are searched for the file 'foo'.  Once found, foo is executed.
(foo)
Forces everything inside the parentheses  to be run in a subshell.  In this case there is no difference from the above.  BUT in some compound statements you can use this syntax to force a group of statements that would normally be executed in the current shell to be executed in a subshell.  E.g.:
(cd $MYDIR; .  myscript)

Note that after this command executes the current directory is unchanged.
$(foo)
Command line processing executes the command 'foo', and *replaces* the string "$(foo)" with (all of) the standout output the command generated.  Then the *result* (the output from the execution of the command in the parentheses)  string is treated as a command, and *that* command is executed.
{foo}
The command line "foo" is executed in the current environment, rather than in a subprocess (or subshell)  E.g.:

{set_all_variables; clear_old_variables}
is the same as
. set_all_variables;  . clear_old_variables
${foo}
During parameter substitution, the value of the variable "foo" replaces the string "${foo}".  Then the resulting command line is parsed and executed.
If you entered the following command:


foo bar ~root/me

Where would the shell look for each of foo, bar, and me?

11.
foo:
The shell searches all the directories listed in the value of the PATH 
environment variable for the file "foo".
12.
bar:
The shell searches the current directory for the file "bar".
13.
~root/me:

The shell searches the home directory for the user "root" for the file "me".  The home directory for user "root" is always the root directory of the system.
14.
How would you determine what shell user "fred" was using (assume he


is NOT logged in)?

ypcat passwd | grep "fred"
The last entry in the line defining user "fred"'s account lists the absolute path to the shell which is started for him at login.

While he can start and use another shell all the time, users rarely do this.
15.
What does the 'script' command do (in English, please)?

It copies all terminal I/O (everything the system displays and everything you type to a file.
It does NOT execute a shell script.
16.
What does the (ksh) RANDOM environment variable do?

Generates a random number.  (See the ksh man page).
17.
How can you run a ksh so that is does NOT execute your .profile and


per-shell initialization file (WITHOUT temporarily renaming the


files)?

ksh -p
This is listed in the ksh man page.

This is useful if you are writing a script that is to be used by some arbitrary user, who will have some arbitrary (unknown) environment.  In order to test your scripts in a 'clean' environmen - with nothing other than the 'default' environment - this is what you can do.

While changing the permissions on .profile could cause the read to fail, this is ugly and not what I was looking for.

Similarly, commenting out the last line in .dtprofile will cause your .profile to be ignored the next time you log in *using CDE*, this is not what I was looking for/
18.
How would you make your shell prompt AUTOMATICALLY look like the 


following (excluding the double quotes but including all the other


characters) in every shell you start/use(assume ksh)?


"$$<your username> on <current host name>$$ in <current dir> > "

(Hint:  Do NOT try to make the current dir change so that it ALWAYS reflects the current dir.  That is Hard.  Just set it to the CURRENT directory, and don't worry about having it change every time you change directories.)

In ~/.profile, insert the following lines (or equivalent):
ENV=$HOME/my_ksh_init_file

export ENV

In $HOME/my_ksh_init_file (or equivalent):

PS1="\$\$${LOGNAME} on $(hostname)\$\$ in $(pwd) > "

Howver - if you actually try this...
$ PS1="\$\$${LOGNAME} on $(hostname)\$\$ in $(pwd) > "

10605theis on solaris10605 in / > PS1="\$\$"
...obviously something is wrong.  Notice that the \$\$ translated to 10605.  So let's isolate the \$\$ and see if the problem is really there, or somewhere else.  But first let's fix the prompt...
10605 PS1='$ '

Okay, let's try just the troublesome part...
$ PS1="\$\$"

10605
Yep - that's the problem all right.  Let's fix the prompt again...
10605 PS1='$ '

Now let's take a closer look at \$\$...
$ echo \$\$

$$

That seems normal.  Let's try it without the backslashes:
$ echo $$

10605

What's this?  A look at the ksh man page discovers that $$ is actually a variable set by the shell, whose value is the current process id!  I wonder what the current process id is....
$ ps

   PID TTY      TIME CMD

 10605 pts/4    0:00 ksh

Oho!  So when setting PS1, somehow \$\$ becomes the process id.  How could that be happening?  Lacking any better ideas, let's try the whole statement in an echo command and see what the (expanded) result is.
$ echo PS1="\$\$${LOGNAME} on $(hostname)\$\$ in $(pwd) > "

PS1=$$theis on solaris$$ in / >

$

Hmm, the \$\$ seems to work fine there.  Is PS1 getting the same value when we set it to \$\$?
$ PS1="\$\$"

10605echo $PS1

$$

10605
Yes, PS1 now has the value $$, which is what we intended.  But it's clear that someone is doing parameter expansion on the value string for PS1 after it is set.  This is worth a trip to the ksh man page to see if there's anything special about the PS1 variable...

"PS1
The value of this variable is expanded for parameter substitution to define the rpimary prompt string which by default is "$ ".  ..."

Aha!  So the PS1 variable is special, in that the shell does parameter expansion on the value of the variable, and displays the result as the prompt.

So we have to give PS1 a value which will survive BOTH the initial command-line processing, AND the SECOND parameter evaluation done on the value just before displaying the prompt:
$ PS1="\\\$\\\$${LOGNAME} on $(hostname)\\\$\\\$ in $(pwd) > "

$$theis on solaris$$ in / > echo $PS1

\$\$theis on solaris\$\$ in / >

$$theis on solaris$$ in / >
Finally we have our answer.

Note this could also be

I was not aware of this peculiarity of ksh and PS1 when I assigned this problem -- thus making this problem significantly harder than I'd intended.
19.
Write a set of commands you could put in your login initialization


that would:



Put out a prompt such as:



"Enter the value of variable foo: "



Accept the value of the variable foo ON THE SAME LINE AS



THE PROMPT, and output:



The value of *$foo* is "foo".



INCLUDING the double quotes and *s.

There are various ways to display a string on the terminal WITHOUT follwoing it with a newline.  Below is just one example.  See the echo(1) man page for details and other methods.
This particular situation has been a sore point in UNIX for many years, and different systems have differing ways of doing it.

Using printf utility  is the way most likely to work reliably across all systems.  Unfortunately, it is a relatively new addition, so may not be available in older systems.
printf '%s' "Enter the value of variable foo: ";\
read foo

echo "The value of *\$foo* is \"${foo}\"."

Note that if you try this on the command line,  the printf and read commands must appear on a single line - seperated by ';'.
