
Introduction to UNIX

Chapter 0:
Introduction

Instructor

Logistics

Syllabus

Philosophy of the class

Subjects presented

Access to a UNIX system is required

Installing UNIX on your home (or other) PC

Instructor

Instructor: short history

20+ years, ~9 years UNIX;  Software contractor for ~15 years.

FORTRAN, C, C++, assemblers

Realtime, data acquisition, device drivers, user interfaces, etc.

Jobs (highlights):

- Jet Propulsion Laboratory (JPL):

AMPTE spacecraft ground data system - Device drivers

- JPL:



Voyager spacecraft ground data system - Device drivers

- JPL:


Planetary Data System - Operations team leader

- Southern California Edison:


Steam power plant monitoring system

- Pac Tel Cellular:


Automated credit check system

- JPL:


Deep Space Network (DSN) - Radio Science Stability Analyzer

- Sun Microsystems:


Device drivers for SCSI controllers under Solaris x86

- NCR/Teradata:


Packaging and installation software

- Sun Microsystems:


USB support for Solaris

- JPL:

Advanced Multi-Mission Operations System (AMMOS)

Teaching ~ 8 years

Introduction to UNIX

Advanced C programming

X-Windows/Motif programming

Introduction to Solaris 8 System Administration I

You can best contact me via email:
eric_theis@yahoo.com

I generally respond within 48 hours, but not always.  I often don't check

my email on the weekends.

Logistics

Room access – typically for about 15 minutes before class, but not otherwise

Upstairs door access after 9 PM – Locked!

Bathrooms

Phones, pagers

Food places

Escort service  (310 794 9255)

Enrollment

If you aren't currently enrolled in the class and want to be:

Contact the UNEX registration office; they maintain waiting lists, I do not

If you're not registered after the third class I need to kick you out

The class typically loses about 15% of the students by the third class, so you still might be able to get in.

I recommend you keep attending until you're sure you won't make it in, or you'll miss a lot of stuff

If you are not enrolled PLEASE yield your workstation to someone who is

Times, dates for class (noted on the syllabus)

Note days we will NOT be meeting (if any)

Note there may be days we will meet after the stated course end date (to make up for the holidays, etc. where we missed a class).

Class 6:30-10PM – we'll run the full length of time

We will start on time, whether you're here or not

There's too much material to cover to wait for anyone

Break: roughly 8:15-8:30

Syllabus

Please read it - it matters

Prerequisites

Computer experience

Windows or MacIntosh, at least

Programming - helpful but not required

The book:

We'll cover about 1/2 of it

Sections, Glossary, command reference at end of the book

I will refer to it occasionally in class, so please bring it.

Class notes

These are what I'll be going over in class

Most everything I'll be talking about is in them, but there's lots of details and examples that I'll be adding in class.

They're available on the web:

http://www.geocities.com/eric_theis/UNIX_Classes_page.html

File is in MS Word 2003 format

380+ pages – suggest you print them double-sided, if possible

Up to you to print a copy

You'll need it with you in class - so PLEASE bring it to class.  

We may be jumping forward or backward a bit, so it's best to bring the whole thing, not just part of it.

Dictionaries, auxiliary references

Grading 
Access to a UNIX system is required

You NEED access to a UNIX system outside of class (to do the homeworks, at least)

This can be any system that's SVR4 compliant (which any modern UNIX is), as long as you can print something from the system.  You'll need to be able to print your homeworks.  This is most easily done in class, before class or over the break.

You can log in the the lab UNIX server via telnet and TCP/IP from a Windows or MacIntosh system through virtually any ISP.  This is what I recommend you do.

Instructions for doing this are in chapter 1.

Installing UNIX on your home (or other) PC

You can get and install UNIX on your own computer BUT this can be a lot harder than installing Windows 95/98.  Figure on spending most of a weekend working on it, at least.

It is definitely possible to install both UNIX and other operating systems on the same PC system.  My home system is (usually) set up that way, and I've had students do it.

BUT if you're not comfortable with creating and deleting fdisk partitions on a PC hard disk, you run a significant risk of wiping out your entire hard drive.  Not for the beginner.

If you try this and have problems (unrelated to the class material) I generally will not be able to help you.  There are far too many variables, and debugging such problems takes far too much time.

PC UNIXes you can install and run on a PC:

- Linux: Red hat, etc.
http://www.linux.org/


(POSIX-compliant)




http://www.ssc.com/linux/




http://www.redhat.com/

- SUN
Solaris/x86
http://www.sun.com/solaris/freesolaris.html
(SVR4)

- SCO
Unixware
http://www.sco.com/offers/

(SVR4)

Installation of these can be a Big Deal; not as easy as Windows.

Installation/maintenance of a UNIX system generally requires substantially more expertise than Windows.

Verious Linux distributions have come a long way in making the installation process easy.  Now it's no more difficult than Windows.

This is not true of other versions of UNIX.

Setting up a printer can be a Big Deal

Philosophy of the class

IS NOT:

Lecture:  Droning on and on and on and on . . .  (I hope)

A series of how-tos (type this, type that, . . . )

IS:

To provide the basic framework of understanding how to use a UNIX system - NOT to provide all the details.

To provide a fundamental understanding, that provides a foundation for further study and/or problem solving

To go over/emphasize/explain important/troublesome/obscure points

To explain how and why things work

* My goal is to give you the kind of knowledge and experience I'd expect to see in someone I'd want to hire for an entry-level UNIX person.  It is also to provide you with a strong enough background that you can successfully do further learning on your own.

My style:

Interaction, pose problems, ask questions, review, mini-labs

Class progression

Learn some fundamentals

Start with small, basic, small scope tasks;

Gradually expand the scope to larger and larger scope tasks.

Subjects presented

In order:

Getting your account; Using the GUI (jumpstart, basic operations)

Introduction to Operating Systems and UNIX in particular
(background)

UNIX Help facilities

Text editing with the vi editor
(creating/editing text files)

The UNIX file system


(moving files around, renaming, etc.)

Processes



(running/manipulating programs)

Basic UNIX utilities

Shell variables

Shell Metacharacters

Getting from system boot to the login prompt

Getting from the login prompt to the shell prompt

How the shell executes a command line

Basic shell scripts

Shell scripting flow control commands

Shell scripting tools and techniques

Major UNIX tools

How To Program

Comparison of major UNIX shells (csh)

Miscellaneous

This sequnce which covers much more than just this class.   We'll only cover about the first seven sections in the first class.

Chapter 1:
Jumpstart
User accounts; logging in and out (from the command line)

UNIX systems

UNIX is case sensitive

UNIX accounts

UNIX usernames

UNIX passwords

Logging in the first time

More about UNIX passwords

Changing your password

Using a UNIX account

Accessing your class account over the Internet

Logging out

Powering down a UNIX system

From terminals to Graphical User Interfaces (GUIs)
Terminals

The Terminal Wars

Beyond terminals

Graphical User Interfaces (GUIs)

The Common Desktop Environment (CDE)

Sun switches to supporting CDE

CDE Basics

The Workspace

Windows

Window Characteristics

The CDE Environment and Toolset

CDE demo - The workspace menu

CDE demo - The front panel

Selecting your user interface

Demo - Selecting CDE at login

Demo - Selecting OpenWindows at login

Demo - OpenWindows

Command line login

Terminals, GUIs, and accessing remote systems

How terminals migrated to a GUI environment

What's happening when you log in to a remote system

Different methods for logging in

Accessing your class account over the Internet

Terminals, GUIs, and accessing remote systems

How terminals migrated to a GUI environment

What's happening when you log in to a remote system

Different methods for logging in

Accessing your class account over the Internet
Microsoft Windows and UNIX
Mixing Windows and UNIX:  Operatiog Systems

Mixing Windows and UNIX:  Programs

Special cases of running a program on a foreign Operating System

Mixing Windows and UNIX:  Files

Next section:
User accounts; logging in and out (from the command line)
UNIX systems

UNIX is case sensitive

UNIX accounts

UNIX usernames

UNIX passwords

Logging in the first time

More about UNIX passwords

Cracking Passwords and breaking in to a system

Passwords:  What makes a 'good' password?

Changing your password

Using a UNIX account

Accessing your class account over the Internet

Logging out

Powering down a UNIX system

Why Do I Care?

This section gets you your UNIX account, gets you logged in for the first time, and shows you how to log out again.  It also provides basic information about UNIX systems and accounts in general.

How much do I care?
A lot.  These are basics that you'll be using constantly.

UNIX systems

UNIX systems are generally more industrial-strength than typical Windows systems.  However, they are also not nearly as user-friendly as Windows.

A typical environment will have Windows workstations on (almost) everybody's desk, and UNIX systems acting as servers and network / communications / database / web server systems in "the back room".

There are companies - usually technical, software development, engineering, or Computer Graphics  companies - where there will be UNIX systems on almost everybody's desk.

E.g., from my experience: Sun Microsystems, NCR Teradata's development groups, most technical groups at NASA's Jet Propulsion Laboratory (JPL).

Since UNIX systems are generally part of extensive networks, and because they're generally harder to administer (set up, maintain) than Windows systems, UNIX systems are usually set up and administered by a single person (or group): the system administrator(s).

The system administrators have privileges on all the UNIX systems beyond that of any user.  They can do anything to any of the systems or the network.

Setting up a complex UNIX networking environment requires more technical knowledge and sophistication than an equivalent Windows environment (which is why UNIX system administrators make more).

This also means that the system administrators will maintain tighter control over the configuration of each individual system - because one misconfigured system can mess up innumerable others.

The system administrators are also responsible for network/data security, so they are very careful about how each system is set up.  One misconfigured system can literally compromise an entire company.

Generally as a user you won't run into undue restrictions using UNIX systems - but if you do, recognize that it's probably for a good reason - that you don't know about.

I nagged a system adminstrator once because I wanted some privileges on one of the servers.  He said "the root password comes with a pager and a cell phone.  Do you still want it?"  In other words he'd give it to me - but only if I'd take full responsibility for the integrity of the system - including being on call - like they do.  I declined.

UNIX is case sensitive
* NOTE:  All of UNIX is case sensitive.  This means that capital letters are treated as completely distinct from lower-case letters.  'ls', 'Ls', 'lS', and 'LS' are all considered unique strings of characters.

This includes command names, file and directory names, option letters - search strings - everything.

All UNIX commands are all lower case.

In general, UNIX people create the names of files, programs, scripts, et cetera in all lower case.  This is tradition (and laziness).  There is no restriction or technical reason to.

In fact, if you create a program, filename, directory name, or script name that contains any upper-case characters someone is likely to complain.

However - if doing so serves some purpose or makes things clearer, by all means do so.

Politely offer to instruct the complainers in the use of the Shift key.

UNIX programmers are lazy typists, and often not very good ones.  So UNIX commands are usually very short, too.

UNIX accounts
You gain access to a UNIX system via an account.  An account is your personal way of accessing the system.  Logging in to an account identifies you to the system, which allows the system to set things up the way you want them, puts you in your personal directory where your files are kept, determines what access (if any) you have to files that are not yours, and (potentially) allows the system to keep track of how much time and disk space you use for billing purposes.

It's possible to set up a UNIX system so that you don't need an account to use it, but this is rarely done.

Windows can also be set up so that a username and password is required to use the system, although they're rarely set up so that individual accounts are required.  Newer versions of Windows are more stringent about requiring logins to a specific account.

You access an account (log in) by providing the system with two pieces of information: your username, and your password.  Both are assigned by the system administrator.

UNIX usernames
You cannot change your username.  Only the system administrator can do that - and it's difficult.  He may have to delete and recreate your account to change its username.

Some sites have policies about how usernames are assigned, some will give you whatever you want.

Some sites use the user's initials (followed by a number if this doesn't yield a unique username).  E.g., I used 'et2' when I was at NCR.

Some sites just use last name (I used 'theis' at Sun), or last name preceded by first initial (I used 'etheis' at JPL).

Other sites may have other policies - or none.

Your username is generally considered fairly public information.  Anyone can easily get a list of all the usernames the system knows about - and probably figure out what yours is.

UNIX accounts are accessed and referred to  by the username associated with the account.

UNIX passwords

The system administrator assigns you your initial password, often something generic like 'changeme'.

You can change your password any time you want, using the passwd command.  (We'll do this soon).

Your password is the key to your account.  You must keep it secret, not use an obvious password (like 'password'), and not write it down in some obvious place.

Remember your username and password.

If you forget it, you cannot get into the system.  Period.

It is not possible for you , the sysadmin, or anyone else to 'figure out' what your current password is.

You must then contact the system adminstrator, and have him give you a new password.

The system administrator is generally going to be very busy, and have little sympathy for someone who forgets their password.  Either way, it may take a good while (up to a day) to get a new password - during which time you can't do anything productive.

If you forget it durring off hours or weekends, you can always page the sysadmin, pull him away from his personal activities (and you''re probably the third one today).  He will cheerfully get out of bed (he was probably up all night fixing somethiug) and come in to work on his own time just to give you a new password because you forgot your old one.  (And if you believe this ...)

Remember your username and password. 

Especially your password.

Logging in the first time

Exercise:

Get your account information (username and password) for this class.

Log in now.

The UNIX system is protected from you - so feel free to play with the GUI and command line tools.  You can't hurt the system.  Really.

More about UNIX passwords
A password is a string of characters.  It can contain any alphanumeric or special character you see on the keyboard.  There is (practically speaking) no maximum length.

However, only the first 8 characters are significant.  The rest of the characters are ignored any time you type them.

In other words, only the first 8 characters of your password are 'used' by the system.  Any additional characters are accepted but thrown away.

Thus the first 8 characters of your password must constitute a 'good' password.  More about what constitutes a 'good' password later.

The advantage to accepting and discarding characters beyond 8 is that it allows you can come up with a character sequence which means something to you, and is thus easy for you to remember, which can be longer than 8 characters.  It's a lot easier to come up with a 10 or 12 character password than one which is exactly 8 characters.

A site can have policies on what the minimum length of a password must be, what characters it can or must contain, and how often a password must be changed before it 'expires' and can no longer be used.

The UNIX default is that a password must consist of at least 6 characters, and must not be the same as any variation of your username, and will never expire.

These days, almost all sites set the policy to require 8-character passwords (the maximum), and have them expire every 90 days, and prevent you from re-using any password you're used before in the last 12 months.

New accounts usually require a password at first login, or have a generic password (like "changeme").

* Change your password right away when you first log in to your new account.

Don't forget it; only the system administrator can assign you a new password.

Because passwords are one-way encrypted, he cannot figure out what your current password is.  He can only assign a new one.

Cracking Passwords and breaking in to a system
- Almost always via weak passwords

- Tools available freely on the Internet for cracking passwords

- Satan

- Others?

Passwords:  What makes a 'good' password?
- NOT the string "password" or ANY variant of it

- THIS IS THE MOST COMMON PASSWORD IN THE WORLD.  IT IS THE FIRST ONE HACKERS TRY - BECAUSE IT OFTEN WORKS!!

- NOT any sort of personal info

- NOT birthday dates (of anyone you know)

- NOT Social Security numbers

- NOT driver's license numbers, license plate numbers

- NOT names, nicknames, or initials of anyone you know

- NOT any single or comination of words found in a common dictionary

- Hacking tools have and use dictionaries that construct passwords this way

- "Post Office" or other common abbreviations of words are just as bad

- NOT the same password you use everywhere else

- NOT any logical runs of letters, numbers, etc.

- E.g., NOT "12345678", "abcdefgh", "qwerty", and so on.

- NOT be any rotation, inversion, reflection, or any other logical transformation of any of the above no-nos

- Should contain lower AND upper case latters

- Should contain numbers

- Should contain AT LEAST ONE special character

- Should be AT LEAST 8 characters long

A common technique is for a person to think of a phrase they can easily remember, and take the first letter of each word in the phrase as their password.

Another is to convert such a phrase into gibberish by using special characters to condense a phrase, e.g. "Ilv2b@wk!"  Yet another is to use misspellings of words in the phrase.
Changing your password
You change your password with the passwd command:

passwd

passwd:  Changing password for yourusername

Enter login(NIS) password: <nothing echos>
New password:              <nothing echos>
Re-enter new password:     <nothing echos>
NIS passwd/attributes changed on <hostname>

The system adminsistrator can put restrictions on your password, such as minimum number of characters.  He can also cause the system to automatically expire passwords when they haven't been changed in a certain amount of time.  Other restrictions can be that the password cannot contain any obvious variation of your username or personal name (such as spelled backwards, rotated, etc.), or consist only of any words found in a dictionary.

This is not pure paranoia.  Hackers have gotten extremely sophisticated in their methods for cracking passwords.  There are dictionaries of common passwords, and programs to use them for breaking into systems freely available on the internet.

At one site where I worked our system administrator got these programs and ran them periodically against her systems.  The program would consistently crack 5-7% of the passwords on the system!

Exercise:
Change your password now.

Using a UNIX account

Typically UNIX systems are connected together in a  network environment, within a company, department, or whatever.  Accounts need not be tied to an individual system, but can be valid for all systems on a given network.  In other words, your account can be (usually is) independent of a particular system, and can be used to access any UNIX system on a particular network.  Wherever you log in - there you are.

The system administrator will be able to tell you which systems you will and will not be able to log into with your account.

At most sites you can log into (almost) any UNIX system using the same account.

In the class lab you can use your account to log in to any of the systems, including the server in the back room.

Your personal settings, files, and so on are probably not kept on any of the machines you may be directly logging in to.  Usually all user information, files, etc. for all accounts are kept together on a server system somewhere.  

The system administrator sets things up so that it looks to you like you log in directly to your personal directory - no matter where it physically is, not matter where you physically are.  Your personal directory is referred to as your "home" directory (although that's almost never its actual name).  Every user gets his own home directory.

Using UNIX, you almost never know or care where your home directory is physically located.

In your home directory you can create, modify, delete files, without having to worry about stepping on or sharing other people's files.

You can share files with others easily if you want to.

You can log in to a UNIX system via any way you can get access to it:

- Sitting at the console (monitor/keyboard/mouse)

- From a terminal connected (somehow) to the system

- Over the network from some other system (which may or may not be running UNIX)

In particular, if a UNIX system is connected to the Internet, and you have an account on that system, you can probably connect to, log in, and use that system over the Internet.

You'll be doing this to do your homeworks for this class.

There's lots of advantages to this:

- If a particular system has resources that you need and your local machine doesn't have (lots of memory, CPU power, disk space, and so on) you can log in from one UNIX system to another, and use the resources on that system without bogging down your local system.

- You can have accounts on various UNIX systems literally around the globe, and if you can connect to that system (over a private network, the Internet, dialup, whatever) you can log in to that system and use it.

Usually you don't know or care where a particualar system is physically located.  Only the network administrator knows for sure.

Logging out

Once you've logged in to a UNIX system, you can use it indefinitely.

You will not get kicked off the system after a certain amount of idle time.

The system administrator can kick you off the system, or you'll get kicked off if the system is rebooted (by the system administrator).

Therefore you must explicitly log off of the system when you're done - or you're still connected.

Note:  The terms "log out" and "log off" are used synonymously.

If you walk away, or go on vacation and are still logged on, anyone can walk up to the system and use it as if they were you.  This includes creating/deleting/modifying files, messing with anyone else's files you have access to, sending email to the boss - and so on.

Obviously, this is a security breach.

A system administrator at one company I worked for, finding a system logged on where no one is obviously using it, will take the opportunity to use the system to send email to the entire site inviting everyone to a free steak and lobster dinner Friday night - in your name.

* From the command line (i.e., when you're logged in via telnet from home), just type exit to log out.  (Under certain circumstances (explained later) you may need to enter exit several times to completely disconnect.  When the system no longer responds, or responds with login:, you're logged out.

* From the GUI, move your pointer out onto the workspace and right click.  The Workspace Menu will come up.  Select "Log off" from the bottom of the menu, and you'll be logged out.  After a few moments the GUI login screen will display.

Any system set up by a competent system administrator will automatically log you out if your connection to the system is broken (like the modem connection is lost).

DO NOT COUNT ON THIS.  Mistakes happen.  Do you want to be the one to explain to the boss how some hacker from overseas got into the company via your account?

Always log out when you're done.

Exercise:
Log out now.

Powering down a UNIX system

UNIX is optimized to be as responsive and efficent as possible.

It is intended to be a reliable system, up for months or years at a time.

It is NOT intended to be reset or rebooted or shut down often.

If your UNIX system is hanging or otherwise misbehaving, something's wrong.  Contact the the system administrator and let him figure it out.

DO NOT REBOOT THE SYSTEM YOURSELF.  First of all you can't ... unless you press the reset button, or power the system off and back on.

NEVER NEVER NEVER POWER OFF OR RESET A RUNNING UNIX SYSTEM!    IT CORRUPTS THE DISK!

The filesystem buffers a lot of things in memory, and only writes them to disk when it's convenient.  This makes the system much faster, but also susceptible to power failures and inexperienced users/system administrators.

If you reset or power cycle a running system, it will probably appear to come back up okay.

If you watch closely at boot time though, you'll see a lot of unusual error messages going by.  This is because the system automatically checks the disk state on booting, and repairs any damage - as best it can.  

It takes an experienced system administrator to find out exactly what damage has been done - and it's extremely time consuming.

In general, if you reset or power cycle a UNIX system often, you eventually will start having all sorts of weird, unreproducable, unpredictable problems - that will keep getting worse the longer you keep doing it.

We had to reinstall all the systems in this lab for exactly that reason.

This is also why UNIX systems are typically kept away from users, on uninterruptible power supplies (UPSes) in a back room somewhere.

A good system administrator will have set up a way for you do gracefully shut down your UNIX system, should you need to do so.  Contact him for instructions.

Next section: From terminals to Graphical User Interfaces (GUIs)
Terminals

Using a Terminal

The Terminal Wars

Beyond Terminals

Graphical User Interfaces (GUIs)

The GUI Wars

The Common Desktop Environment (CDE)

Sun switches to supporting CDE

Modern UNIX GUI Systems

UNIX GUI Systems Proliferate

Why Do I Care?

This section provides background information about the evolution of the interface to the UNIX system from terminals to GUIs.

UNIX is heavily influenced by the terminal, which was the state of the art way of accessing a computer then.  This is a lot of why things are the way they are in UNIX.

It also explains why Solaris currently ships with two distinct incompatible GUIs - and why that might matter to you.

How much do I care?
Not a lot.

Terminals

In the really old (computer) days (till about 1970), everything was based on cards.  If you wanted to run a program, you loaded the cards (zillions - one per line of the program) for the program into the card reader, and started it reading them.  If you wanted to send a single command to the system, you punched up a card with that command, and ran it through the reader.

In the old days (~1975-~1985+), everything was done via terminals.

A communication wire connected to a terminal at the end - hence the name.

A terminal looks sort of like a like a PC without the system box.  They consist of a monitor and a keyboard - and that's all.

Terminals differ from a PC in a number of ways:

- No CPU, memory, disks of any kind

- No mouse

- No graphics (you get one color (amber, green, or white), one fixed font)

- No audio

- Text only - 80 columns, 25 lines (usually)

- No network connection of any kind; only an RS-232 connector (like a serial port on a PC).

Fancy terminals can do awesome things like display text in reverse video, or underline or blink chunks of text.  That's it.

Terminals are very dumb and simple.

When you hit a key on the keyboard, it sends a byte representing the character printed on that key to the computer.

If the computer sends a byte back to the terminal, it puts the character representing that byte on the screen.

That's all they do.

Using a terminal
When you're using a terminal, all your user interaction is (usuaally) via the "command line".  You type a single-line command (your "command line") and hit the Return key, and the system executes it and shows your output (if any) on the screen - line by line, scrolling up the screen.

Terminals were state of the art when UNIX was developed - it's what everyone used to do programming or use any computer system.

* As this is the environment under which UNIX developed and prospered, most of UNIX is oriented towards terminals.

GUIs came much later.

* Thus much of UNIX is based on the assumption that you're using a terminal.

Even in a GUI environment, you usually do all your work in one or more "terminal windows".

A "terminal window" is a window in a GUI environment that behaves exactly like a terminal.  The program that creates a terminal window behaves exactly like a physical terminal.

In fact, UNIX sees each terminal window as if it were a physical terminal.  It treats one exactly as it would a physical terminal connected to the system.

Such progarms and windows used to be called "virtual terminals".

The programs that create terminal windows are usually called "terminal emulators".

But there are some differences:

- You cannot 'resize' a physical terminal; they come from the factory a certain size, and that's it.  But terminal windows can be resized.

- It takes muscles to move a physical terminal, but terminal windows can be moved about easily (on the GUI desktop).

- Terminals cannot scroll back text that has scrolled off the top of the screen - it's gone.  But terminal windows usually have a scrollbar that allows this.

- Terminals do not have a mouse.

Non-GUI UNIX programs assume they are talking to a physical terminal.  Thus they often cannot handle resizing a terminal window, or scrolling it, or using the mouse in a window.

So when using a terminal (or terminal window) it is best to not try to use any features that would not normally be found on a terminal.
The Terminal Wars

Many companies made lots of money making and selling terminals.  As usual, each company wanted to make their product better (and different) from the competiton - so they did.

The only thing all terminals had in common was the typewriter keys - as they'd been around for years on typewriters - and the fact they could only display text.

The layout of typewriter keys was only standardized in World War II by the Defense Department, to speed the proccessing of paperwork.

This standard layout is known as "QWERTY" - for the keys along the first row up on the left hand.

Other layouts have been devised.  The main one is known as the "DVORAK" keyboard - again for the row of keys one up on the left hand.  This layout was designed based one the frequency of use of the letters in the English language, with the most-frequently-used letters under the fingers in "home position".  Thus the DVORAK layout allows much faster and more efficent typing.

Unfortunately, QWERTY is the overwhelming standard,  and significant retraining is necesary to switch someone to DVORAK.  So, while it's a better scheme, it hasn't really caught on.

Terminals sprouted all sorts of features: function keys everywhere (sometimes up to 36), various (single) colors for the text, lots of different keyboard layouts, connections for a local printer to print the screen, ways to move the cursor all over the screen, multiple colors on the same screen, etc., etc.

Unfortunately, there was no standardization for these features - so every vendor's features worked in a different way.  This led to two problems:

- The same feature on two similar terminals from different vendors would be activated/controlled in different ways.  In other words, from a programming point of view, the same features worked very differently from terminal to terminal.

- This meant that software using the terminal - like an operating system - had to know exactly what type of terminal was connected to each port - as they could be different - and had to have special software to 'do the right thing' for every possible type of terminal.

UNIX systems can support many (thousands) of terminals, so it was very likely that an installation would have a lot of different types of terminals.

- This meant a lot of extra software just to deal with different types of terminals, AND a lot of extra work for the system administrator to configure the software and terminals correctly.

This led to a religious war in the computer industry:  "Which Terminal Is Best?"

- Companies all claimed they had the 'best' terminal, so the industry should standardize on their terminal(s)

- The software people clamored for standardization in terminals, to reduce the complexity of programming, setting up and using systems.

The war was won, as these usually are, in the marketplace.

In other words, he who sells the most, wins.

Digital Equipment Corporation (aka 'DEC' - now part of Compaq) was the number two maker of computer equipment in those days (behind IBM), and growing.  They sold more of their model VT-52 and VT-100 terminals than anybody else - so their terminals became pretty much the de facto standard for computer terminals.  Everyone now supports these terminal types, and they are the most commonly used baseline.

* When in doubt about what 'terminal' you are using, or what 'terminal type' to tell the OS you're using, use "VT100".

This is the default today for most non-IBM systems, so you'll probably never need to change anything.  (A few years ago things were different).

The de facto standard for terminals in the IBM world (except PCs) has been the IBM 3270 terminal.  If you're using or talking to a non-PC IBM system, this is the terminal type you should probably set your software to use/expect.

Beyond terminals

Later, various companies developed what we now know to as "graphical user interfaces" - GUIs.

These were developed first as a research project at Xerox PARC (Palo Alto Research Center) - a premiere research center to this day.  (The 'mouse' was also invented there).

Not too long after Apple Computer introduced the Macintosh, using the (then-groundbreaking) Graphical User Interface (GUI).

Apple all but stole their GUI design from the "Star System".developed at Xerox PARC.  It's remarkably similar.

Apple Macintoshes sold like crazy, because anyone could sit down and figure out how to use one.

By contrast, the PC world was using early version of DOS.

Mainframes and other computers used arcane command-line interfaces that often made DOS look very friendly.  In other words, they were very hard to learn and use.

Soon all computer companies realized that they must provide GUIs for their systsems - or lose sales to other companies that have them.

Graphical User Interfaces

Microsoft and IBM got together on a project to produce the next-generation operationg system for PCs - using a GUI, of course.

In the UNIX world, a low-level specification and set of programming tools were developed, which was capable of running on any platform (type of computer system).  This is called the X Window System (or X-Windows, or X11, X11R6, or just X).

The X Window system was designed to be a 'layer' of software, which could be installed (potentially) on any operating system.  So it did not require a certain operating system in order to work.

A major strength of the X Window system was that the running program and its user interface (GUI) did not have to be running on the same machine.  E.g., you could run a program on a system in Singapore and have the display (GUI) for that program appear on your desktop in New Jersey.  The only requirement was that both systems must be running X Windows software and that they could communicate.

Note the two systems need not even be the same type of computer - or using the same OS.

Even better, the user interface to the program looks the same no matter where you run it.

The X foundation for building GUIs caught on rapidly, and soon there were versions for every UNIX system.  It eventually became a standard part of any modern UNIX system.

At the time, Microsoft and IBM were collaborating on developing a new GUI-based operating system.  One of the first things they developed was standard for the "look and feel" of a GUI system (the "Common User Interface Specification").

They chose not to use the existing X Window system, for technical reasons (PCs at the time were too slow to make it workable), and nontechnical (they wanted to do their own "better" thing).

Microsoft Windows has integrated all the software for the GUI into the operating system - so they were inseperable.  Further, programs written using the Windows graphical system could only run on systems using the Windows OS - as it was only supported by Windows.

There is no technical reason why the X Window system cannot be used on PCs today.  But Microsoft has not adopted it; they continue to use their own proprietary GUI system.

* Third-party software products exist to provide the X Window system software layer to PC operating systems (like WinXX).  This allows a user sitting at a PC (WinXX) to run a program on any UNIX system, and have the user interface appear on his PC.

Such a program is called an "X server".

Hummingbird, eXceed, Xfree86, and others make such software.  This allows a user to run any X Windows based program on any system, and display and interact with the GUI on the Windows system.

* The reverse is not possible:  running  a PC program and displaying its GUI on another system.  This is impossible because Windows programs are built to use interfaces (software) which only exist on a Windows system.

This is because the popular PC operating systems (WinXX, OS/2) have their own low level specification and set of software tools for writing programs, and these don't have all the capabilities of the X Window system, and are incompatible with it.

At this time various UNIX companies were experimenting with GUI systems - which all looked and worked differently, even though they all might be based on X Windows.

The GUI Wars
The IBM/Microsoft project/alliance broke up before a product was completed, and each went their seperate ways.

- IBM used the work to develop what became OS/2

- Microsoft used the work to develop what became Windows

* The important part was that both adhered to the Common User Interface Specification - which means their GUIs looked and worked almost exactly the same.

They were exactly the same - until Windoes 95.  With Windows 95 Microsoft chose to violate this specification, and "do things thier own way".  Thus the Microsoft Windows GUI now looks and acts somewhat differently than all other GUI systems (which DO follow the standard).

Similarly, various UNIX companies were experimenting with GUIs based on X Windows.

- One major group, consisting of AT&T and Sun Microsystems, developed a "look and feel" and a set of tools for writing programs using it (called "OpenWindows").  As Sun had a large piece of the market, they sold lots of customers this system.

This system did NOT follow the Common User Interface Specification.  It has a unique "look and feel".

- The other major group (known as the Open Software Foundation, or OSF) consisted of most of the other big companies in the (UNIX) industry.  They also developed a "look and feel" and set of tools for writing programs using it (called "Motif").  

* The "look and feel" specified for Motif programs was almost exactly the same as the Common User Interface Specification.  Thus the "look and feel" of Motif programs, Windows programs (before Win95), and OS/2 programs is almost exactly the same.

* Thus users having learned on one system could quickly and easily learn another.

This led to another of the great religious wars in the computer industry:

"Which GUI System Is Best?"

The battle raged for a few years.

* Eventually, Motif won out over OpenWindows, where it mattered - in the marketplace.

The Open Software Foundation (which birthed Motif), eventually disbanded, turning over all rights to Motif to the X/Open consortium (www.xopen.org).

But Motif is still the dominant standard for UNIX GUIs.

The Common Desktop Environment (CDE)
Later, it became obvious that a Motif GUI environment needed a bunch of GUI tools:  A calendar, mail tool, editor tool, file management tool, et cetera to be useful.

At the time every UNIX vendor was writing and supplying their own set - different from everyone else's.

Then there was an industry consortium to try to standardize a set of GUI tools to be used on all UNIX systems.  Many vendors contributed their particular tools to the competion.  The 'best' were selected, and incorporated as part of a new standard for UNIX desktop GUIs based on Motif: the Common Desktop Environment (CDE).

** Virtually all UNIX vendors have adopted CDE as their standard desiktop GUI and set of GUI tools.  It is supported by Sun, HP, IBM, and many others.  You can even get it for Linux.

** Thus it is now possible to learn the GUI and GUI tools on one UNIX system using CDE, and be able to use any UNIX system supporting CDE.  It looks and works exactly the same on all UNIXes that support CDE.

** Better, programmers can write a program once - to the CDE specification - and it should compile and run without change on any UNIX supporting CDE.

This prevents programmers from having to reinvent a program for every different flavor of UNIX they want to support.

They can write it once, and know that it will work on any UNIX supporting CDE.
Sun switches to supporting CDE

Meanwhile Sun had shipped zillions of systems, and customers had written zillions of programs, using OpenWindows.

Eventually Sun was forced to capitulate, and start supporting Motif.

Sun couldn't just stop supporting OpenWindows overnight, and switch to Motif, as lots of existing customers were using OpenWindows.  You can't do that to customers.

Yet Sun had to start supporting Motif and CDE, so new programming being done would support the current standard.

So what Sun has had to do is to ship both OpenWindows and CDE with Solaris for the last few years.

By default both are automatically installed.  A user can select at login time which GUI system he would like to use.

A little later I'll show you how to do this.

OpenWindows is being phased out - and is officially no longer supported as of Solaris 9 (I think).  But it is shipped in Solaris 8, 7, etc.

* So, it's still quite possible that in the field you will run into older systems that still use OpenWindows - which is why we're talking about it.

Soon I'll show you how to use OpenWindows.

Modern UNIX GUI systems
UNIX was well-developed and in commercial use long before GUI systems were invented.

So when GUI systems were brought to UNIX, they were developed as just another layer of software on top of the existing system.  It was not a fundamental change in the way the OS worked, even though it was a fundamental change in the way the users use the OS.

Thus it is quite possible to develop multiple different GUI systems to run on a UNIX system, and even possible to run more than one at the same time (on different screens).  They are just another software layer.

This is not possible in Windows.  Microsoft chose to integrate their GUI system very closely with the OS itself, so the GUI is effectively an integral part of the OS, rather than a layer of software on top of it.  For this reason it is only possible to run one GUI - Microsoft's - on any Windows system.

The Macintosh was developed similarly.  It was a brand-new OS, written specifically for a brand-new machine - and that machine only.  So they delibrately built to OS, GUI, and hardware to work closely together.  So it's not possible to run a different GUI system on a Macintosh either.

This has changed with Mac OS/X.  With OS/X Apple has thrown away their original operating system (MacOS), and adopted UNIX.  OS/X is actually UNIX.  They carefully glued the original Macintosh GUI on top of a UNIX system.

If this GUI is based on the X Windows system (I don't know), it should now be possible to run any X Windows based GUI on a Macintosh (running OS/X).

Before long all UNIX systems supported the X Windows system, and all UNIX GUIs were based on it.

UNIX GUI systems proliferate
This quickly led to a number of different GUI 'environments' being developed, all based on X.  

Once Linux started catching on and the Free Software Foundation was gaining momentum, it became possible for anyone to develop a professional-quality GUI system for UNIX, based on X Windows.

Most of these are developed for and seen on Linux first, but since they are based on X Windows they can easily be converted to run on any UNIX system.

A popular GUI system for Linux is called "KDE".

The Free Software Foundation has developed a popular one called "Gnome" (pronounced with a hard 'g': "guh-nome"). 

It has proven so popular that Sun has adopted it as their next-generation GUI system, to replace CDE.

As with any commercial product you cannot just remove a feature overnight, so Sun will continue to ship CDE with Solaris for some years.   But they are also currently shipping Gnome starting with Solaris 9, so users can choose either.

Gnome is currently the default GUI system for most Red Hat Linux distirbutions, replacing KDE, the older GUI system.

There are certainly others out there.
Next section:  GUI System Basics

The Workspace

Windows

Window Characteristics

The Taskbar / Front Panel

Virtual Workspaces

GUI tools you will need

Why Do I Care?

This section describes basic elements of a modern GUI windowing system.

You need to be familiar with these to be comfortable using the UNIX GUI environments.

How much do I care?
Not a lot, if you're already familiar with a GUI windowing system, as they're all fairly similar.

However there are differences from Microsoft Windows and MacOS.

The Workspace

Windows (before Win95), OS/2, and CDE are all (essentially) based on the Common User Interface specification, and thus GUI programs on all three will work almost identically.

Note:  Windows 3.x adhered to the Common User Interface Specification.  Thus Windows 3.x looks almost exactly like CDE.

Microsoft broke away from the spec somewhat with Windows 95 and later, creating their own GUI - somewhat different from everyone else's.

All have the concept that the blank area of the screen (outside of any window) is an area representing your 'desktop'.  You open files, move things around, etc. on your desktop.

In CDE  the 'desktop' is commonly referred to as the 'workspace'.

If you move the pointer onto the workspace and right click, you'll see the 'workspace menu'.  It has lots of options, which generally start new programs/windows.

* The most important entry on the workspace menu is the last one: "Log off".  This is one way to exit the window system and log out.

The other entries on the workspace menu will be demonstrated in class.

The program which monitors the workspace, makes the workspace menu work, and is responsible for overseeing all windows on the screen is called the "window manager".

The arrow-like thing associated with mouse movement on the workspace is called the "pointer".

The box-like thing (usually blinking) in any text-based window is called the "cursor".  It represents where any text you type (while that window has focus) will go.

Windows

Everything except the workspace consists of 'windows'

A window is a rectangular area on the workspace with certain characteristics (which are controlled by the window manager).

* In general the window controls everything around the outside of the window (frame, header bar, moving, resizing, etc.), but not what's happening inside the window.

A window is also associated with some program which controls what's happening inside the window.
E.g., you may have three windows on the screen, all controlled by the window manager.

The inside of the first window is controlled by a file manager program.

The inside of the second window is controlled by a text editor program.

The inside of the third window is controlled by a web browser program.

This is actually true in any GUI OS, but most of them hide this detail from you.  In UNIX you may need to be aware of this.

The window manager program controls all the window frames, but individual programs control what appears inside each window.

Window Characteristics

Every window has certain characteristics:

- A 'frame'.  Left-clicking and dragging on the window frame will resize a window.

A window may have its frame highlighted in some different color than the other windows.

* This indicates this window has "keyboard focus" (or just "focus").  This means that any keystrokes will be directed to this window (only).

- A 'header bar'.  This usually gives the name of the program displaying the window, or some related information.

Left-clicking and dragging on a header bar moves a window.

Double-clicking on a header bar makes the window expand to fill the entire workspace.

- A 'maximize button'.  This is the button at the upper far right of every window.  Clicking this button makes the window expand to fill the entire screen.  Clicking it again restores the window to its previous size.

- A 'minimize button'.  This is the button at the inner upper right of every window.  Clicking this button makes the window into an icon.  Double-clicking on the icon restores the window to its original size.

- A 'window menu'.  This menu is the same for every window, and is brought down by clicking on the far upper left button in any window.  This menu has a number of controls affecting the window:

- Minimize
Same as minimize button

- Maximize
Save as maximize button

- Move
Same as left clicking and dragging the window header bar - except that you can move the window using the arrow keys

- Resize
Same as left clicking and dragging the window frame - except that you can resize the window using the arrow keys

- 'Down'
(Not universal) Make any obscured portion of any overlapping windows appear on top of this window.  Literally - "put this window behind and and all overlapping windows".

- 'Roll Up (Gnome) or "Shade (KDE)"


Make everything but the header bar disappear.

- Close
Closes the program and destroys the window.

The window menu usually has additional selections to move a window to one of several 'virtual workspaces'.

A window may optionally have other features:

- A "menu bar".  This is a bar across the inside top of the window below the header bar, from which subordinate menus may be pulled down to select various options.

The leftmost menu is almost always titled "File".  The last entry on this menu is almost always "Close", which exits the program and closes the window..

- Scroll bars.  These work exactly like what you're used to from Windows or the MacIntosh.

The Taskbar / Front Panel
Third-party software vendors came up with an addition to the classic GUI workspace, which is now used in various forms in almost all GUI systems.  It is a bar (normally) along the bottom of the workspace.  This bar usually contains an icon for every window which is on the workspace.  Clicking on one of these icons transfers focus to that window.

In addition many GUI implementations have menus accessible from the taskbar.

The long rectangular dashboard-like thing at the bottom of the screen (by default) in CDE is called the "front panel".  It duplicates many of the functions of the window manager menu, providing single-click access to various programs.

Vitrual Workspaces
Many GUI systems support the concept of  'virtual workspaces'.  This is the idea that you have not one but many independent workspaces, only one of which you can see at a time.  You can easily switch between these virtual workspaces, move windows from one to another, and so on.

Microsoft Windows and MacOS do not support this feature.

GUI tools you will need
All GUI environments provide certain basic tools.  You will need to be familiar with these basic tools, at a minimum.

These tools are very similar from one GUI system to another.

These tools are:

- A terminal window (aka terminal emulator, shell window, term, xterm, etc.).

This program acts exactly like a physical terminal.  The window runs a UNIX shell program, which is a command line interpreter.

This is the tool you will use most often.

- A text editor.

While you can (and probably should) do all of your text editing using command line editors (such as vi) in a terminal window, it is convenient to use a more friendly GUI-based editor for text editiing.

- A file manager.

Again, it is usual practice to do all manipulation of files from the shell command line in a terminal window, it is convenient to have a "Windows Explorer"-like program for file manipulation.

- A web browser.

There are lots of web browers available for UNIX, but by far the most-used one is Netscape (or its cousin, Mozilla, or its other cousin, Firefox).  All are freely available for download.  A UNIX distibution will usually include one of these so you don't have to.

Finally, you'll need to know how to bypass the GUI system entirely, and log in to the system using a text-only command line interface.

You'll need this to do certain maintenance procedures, or if the GUI system or some other part of the system is broken.

You'll also need to be able to use a text-only interface for when you log into another system remotely.  This is frequently done in a UNIX environment.

Next section:  The CDE GUI Environment and Toolset
CDE demo - The workspace menu

CDE demo - The front panel

Why Do I Care?

This is a brief introduction to most of the tools available in the CDE.

You should at a minimum know how to use the file manager, text editor, start a terminal window, and start a console window.

You'll be using terminal and console windows (at least) throughout the rest of the class.

You should have at least have a general idea what tools are available in the CDE GUI environment.

How much do I care?
Most of the tools are pretty easy to learn to use, which is why I'm spending little time on them.

However, you must know what a terminal and console window are, and how to start them.  You will be doing this throughout the rest of the class.

CDE demo - The workspace menu

Log in again, and follow along with the demo of the various GUI tools.  I won't spend much time on them, or even talk about all of them.  I mainly want to show you what's there, and spend a little time on the important ones.

Workspace menu

Applications submenu

Text editor

Style manager

File submenu

File manager

Open floppy

Open CDROM

Hosts submenu

Find host

This host

Console terminal

Help submenu

Links submenu

Tools submenu

Terminal

Process manager

Performance meter

Occupy workspace

Occupy all workspaces

Window submenu

Log off

CDE demo - The front panel

The Front Panel

Virtual Workspaces

Next section:  The Gnome Environment and Toolset
Gnome demo

Why Do I Care?

This is a brief introduction to some of the tools available in the Gnome.

You should at a minimum know how to use the file manager, text editor, start a terminal window, and start a console window.

You'll be using terminal windows (at least) throughout the rest of the class.

You should have at least have a general idea what tools are available in the Gnome GUI environment.

How much do I care?
Most of the tools are pretty easy to learn to use, which is why I'm spending little time on them.

However, you must know what a terminal window is, and how to start one. You will be doing this throughout the rest of the class.

Gnome demo

Log in again, and follow along with the demo of the various GUI tools.  I won't spend much time on them, or even talk about all of them.  I mainly want to show you what's there, and spend a little time on the important ones.

Workspace menu

Open Terminal

Disks

Floppy

CDROM

Red Hat menu

Accesories menu

Calculator

Text editior (gedit)

Print manager

Internet menu

Mozilla web browser

Office menu

(various OpenOffice tools)

Home folder

Log out

Exercise:


Start a new terminal window.

Start a new File Manager window.

Start a new Text Editor window.

Using the Text Editor, create a new file (using your first name as its name), enter you full name as text in the file, save the file to disk, then exit the editor.

Use the file manager to verify that your file exists.

Open the file again, add some more text.

Save the file.

Now start up the Text Editor again, load the file you just created, and print it.

Close (exit) all the windows.

Collect your printout from the printer.

Log out.

Homework:


Turn in the printout you just created.

(***I DO NOT NEED THE BANNER PAGE - PLEASE RECYCLE IT! ***)

Next section:  Selecting your user interface
Demo - Selecting CDE at login

Demo - Selecting Gnome at login

Demo - Command line login

Why Do I Care?

Since many UNIX distributions contain two or more different GUI systems, you need to know how to pick the one you want.

In some cases you'll need to do a command line login - so you need to know how.

How much do I care?
Moderately.

Demo - Selecting CDE at login

Demo - Selecting Gnome at login

Demo - Command line login

Command line login

Command line login completely bypasses the GUI system, termporarily shutting it off.

* This effectively turns your workstation into a terminal.

After you log off, the GUI system will automatically restart.

Command line login is an option you might want to use if your GUI system is broken for some reason, or if you want to closely duplicate what a user will encounter when logging in across the network.

System administrators will sometimes need to do this - such as if the GUI is broken for some reason, or while installing or maintaining the system.

Exercise:
Log in using CDE.
Start a terminal window.

Log out.

Do the same thing using Gnome.

Log in using a command line login.

Log out.

Next section:  Terminals, GUIs, and accessing remote systems
How terminals migrated to a GUI environment

What's happening when you log in to a remote system

Different methods for logging in

Accessing your class account over the Internet

Why Do I Care?

These are basic concepts which will probably be foreign to you, as the PC world does not have this capability.

Logging into and using remote UNIX systems is something that is very commonly done, and you should understand how it works, how to do it,  and what's going on.

How much do I care?
The history and backgorund - not much.

Basic concepts - a lot.

How to do it - a lot.

How terminals migrated to a GUI environment

Originally a terminal was always physically connected (hardwired) directly to a port on the computer.  The distance was limited and short (20 feet, then 50 feet).

So if you wanted to use the computer, you went to the 'terminal room', which was physicaly close by the actual computer.

If you had a long-running task running on one terminal, you either had to wait until it was done, or go use another terminal while it was working.  Generally you could only use one at a time.

Later terminals and communications evolved, using modems of various kinds to extend the distance between the computer and the terminal almost infinitely.  Now you could have a terminal in your office - but usually only one.  If it was busy - too bad.

If you were a hotshot, you might actually get two physical terminals in your office.  But most people didn't.

If you needed to work on three different machines, you needed three seperate terminals in your office.

This is the environment in which UNIX was developed.

* Later, you could have a powerful workstations and window system at your desk, but ultimately you really need to interact with UNIX through a terminal of some sort.

So when GUIs become common, one of the first GUI programs was a "virtual terminal" or "pseudo terminal" - a program that puts up a GUI window that looks and acts like a terminal inside a window.  These are also known as "terminal windows" or "console windows".

* As far as UNIX is concerned, such a virtual terminal is just like a physical terminal.

If you've got three terminal windows on your screen, it's the same as if you had three physical terminals sitting in front of you and you had logged in seperately on each one.

* Each terminal window is completely independent of the others.  They don't "know about" each other.

You can start up a new one whenever you want - the system takes care of the details.  All will go away when you log out.

Programs used to start a virtual terminal are "dtterm", "xterm", "cmdtool", etc.  But the easiest and best way to start a new terminal window in CDE is via the workspace menu.

* A further refinement was that you could use any of these terminals to log in to any system you had access to.  One no longer needed a different terminal for each system.

What's happening when you log in to a remote system

You start up your PC.  It is a complete computer system of its own, with its own operating system (OS).

PC OSes largely assume you'll only be using that PC, or maybe getting files from a server that talks to your OS in the way it desires.

* The non-PC world is not like that.  In this world you will be talking to all sorts of different systems, which quite likely will be running several different OSes.

No computer running the  Microsoft Windows OS has the capability to allow someone to log into and use it from another system.

So you cannot do the log into a Windows system remotely.

An exception is if the Windows System has the "Cirtrix MetaFrame" third party product or the "Windows Terminal Server" software (essentially the same thing) installed.  This is rare.
* The one thing every OS knows how to talk to is a terminal.  So very often, the only way you can talk to another system is via a terminal.

But you have a PC, not a terminal.

What you need to do is make your PC act like it is just a terminal - when talking to another system.

You do this by running a program on your PC called a 'terminal emulator'.  This program (usually) brings up a window that looks and acts in all ways ("emulates") a terminal screen.  You can tell the program to 'connect' to another system.  The program then 'acts like' a terminal in all ways - as far as the other system is concerned.

* What you see is just another window - but inside this window it acts exactly if it were just a physical terminal connected physically to the remote system.  In other words, you have to turn a window on your fancy PC (or workstation, or mainframe, or whatever) into a 'dumb terminal' in order to talk to other systems.
There are a large variety of terminal emulator programs available, all of which basically do the same thing.

Windows ships with "HyperTerminal", which is their version of a terminal emulaor.

A somewhat smarter verion is called 'telnet', which is based on an Internet protocol. and so is smarter about how to connect to a remote system over a network.  This is in very widespread use, and available for almost any system imaginable.  We'll be using telnet in this class.

The Web and Web browsers do something similar, but not the same.  Web browsers can access web pages from a remote system - but they can only access web pages, and only those that the remote system specifically makes available.

When you connect via a terminal, you can basically do anything you could do if you were sitting at a terminal for that system.  Actaully, as far as the OSes are concerned, you are using a terminal directly connected to the remote system.

* Thus whenever you issue a command from the terminal window, you are issuing a command on the remote system, not the system in front of you.

* Every command you issue through the terminal window is executed on the reomte system, never on your local system.

This is also how people with a PC on their desk access a UNIX system or a mainframe.  They run some software (often 'telnet') that turns a PC window (or the entire PC) into a terminal.
Beginning users often make this mistake.  They (in a terminal window) issue a command to print a file - then stare at the printer connected to their PC waiting for something to happen.

Nothing happens.  Why?  The remote system executed the print command, and printed it to the default printer for the remote system.

Beginners usually think computers are 'flaky', and that something that didn't work one time will work another.  So they try the same thing again, with the same result, and again, and so on. 

This really annoys the users of the printer on the remote system when many copies of your file are printed one after another.

Terminals are not computers, and have no ability to print (usually).  In any case, terminals are 'dumb' and can provide only the most rudimentary information back to the system they are connected to.

Normally this is limited to things like "I have 80 columns, 24 rows, and I am a DEC VT100 model terminal".  That's all.

So, the remote system knows nothing about your PC., printer, etc., and cannot.  As far as it's concerned it's talking to a terminal.

Terminals don't have mice either, so trying to use you mouse to do things inside a terminal window will not work.

** Whenever you are accessing a system via a terminal (or terminal emulator), you need to keep in mind which system will be executing the commnads you type.  It may or may not be the system in front of you.

Different methods for logging in
'Local' login (directly to a system):

Terminal login

Via a hardwired connection (wired to a terminal, a modem, another system, etc.)

Via command line login

GUI login

Via the system console (monitor, keyboard, mouse)

Using CDE

Using OpenWindows

'Remote' (network) login (from one system to another):

(In a GUI environment) via a window running a terminal emulator program

(In a non-GUI environment) via a terminal emulator program

You can do remote logins using the rlogin program or the telnet program from any system (UNIX or non-UNIX) that has these programs, runs the TCP/IP protocol, and has network access to the remote computer.

Depending on how things are set up (by the system administrator), you may or may not be asked for your username or password when you do this.

It's very easy to log in to some other UNIX system over the network.

Exercise:

Start a new terminal window.
Enter the command:

hostname

This will tell you the name of the system currently executing your commands.

Now, log in remotely from this terminal window to the server computer in the back room (called 'solaris').  Use the following command:

telnet solaris.lab.ph.ucla.edu

Use your same username and password as when using the GUI login.

This command says to connect this terminal (window) to the system named solaris.lab.ph.ucla.edu , and execute all subsequent commands on that system.  It's just like you connected your terminal (window) to that machine.

Enter the hostname command again.  What does it tell you?

Now enter the command exit.  Enter the hostname command again.  What does this tell you?

Enter the exit command again.  What happens?

Accessing your class account over the Internet

From Win95/98/ME:

- Connect to your ISP

- Select "Start", then "Run"

- Enter "c:\windows\telnet"

- In the 'telnet' window, pull down "Connect" menu

- Select "Remote system"

- Enter:

solaris.lab.ph.ucla.edu

- Wait for "login: " prompt

- Login with the username and password issued in class.

- When you're done, type 'exit' to log out from UNIX.  Then close the telnet window.

From Win /2000(?)/WinXP:

- Connect to your ISP

- Select "Start", then "Run"

- Enter "telnet"

(or "c:\windows\system32\telnet" 

- At the "Microsoft Telnet>" prompt enter:

open solaris.lab.ph.ucla.edu

- Wait for "login: " prompt

- Login with the username and password issued in class.

- When you're done, type 'exit' to log out from UNIX.  Then close the telnet window.

From a Macintosh (OS/X):

- Start the telnet program:  telnet
- At the prompt, enter:

open solaris.lab.ph.ucla.edu

- Wait for "login: " prompt

- Login with the username and password issued in class.

- When you're done, type 'exit' to log out from UNIX.  Then exit the telnet window.

From a Macintosh (MacOS):

I don't know the explicit commands to use for a Mac.  You'll need a 'telnet' program.  I understand these are available from shareware sites.

Once you start up the telnet program, you should be able to figure out what to do given the above instructions.

Notes:

Remember to disconnect from your ISP (if you dial up).

Anything you print while you're connected to the UNIX server will come out on the lab printer - and get lost unless you're here to pick it up.

You can print your homework out at beginning of class or during the break.

Homework:
Login via the internet from home.  This is basically to ensure there are no problems when you try to do so.  (You'll need to be able to do this later for the homework).

Next section:  Microsoft Windows and UNIX
Mixing Windows and UNIX:  Operating Systems

Mixing Windows and UNIX:  Programs

Special cases of running a program on a foreign Operating System

Mixing Windows and UNIX:  Files

Why Do I Care?

Because Windows is the dominant OS in the world, and UNIX is the second-most dominant.  It is very likely that you'll have to deal with both at some point, and want to exchange files across the systems.

How much do I care?
Moderately.  This is a discussion of basic concepts, that's all.  How much you care depends on how likely it is that you will want to do this, or run UNIX on a PC.

Mixing Windows and UNIX:  Operatiog Systems
It is not possible to run both WinXX and UNIX at the same time on the same computer.  This is like trying to have two different people trying to drive a car to two different places at the same time.  The car can be dedicated to one or the other, but never both at the same time.

* It is not possible to "run UNIX under Windows", or "run Windows under UNIX".  Both are naive statements.  One runs a program 'under' a particular operating system (OS).

* An operating system (such as UNIX or Windows) must completely take over and completely control all of the hardware in a system to do what it needs to do.  It's all one or all the other, period.

However, it is possible to have both Windows and UNIX installed on different partitions of your PC hard disk(s).  Having done this you can boot one or the other whenever you want to.  But you must shut down whichever OS is running - completely - and reboot using the new OS.  The new OS doesn't know that another OS exisits on the disk - and doesn't care.

Many OSes (Solaris, Linux, even Windows) provide built-in "boot managers" that allow the user to select which OS he wants to boot with at boot time.  A little menu showing all the installed OSes comes up at boot time, and you can select which one you want to boot.

Microsoft does run a boot manager which allows you to boot from a different partition than the active one - but it only has a 5 second timeout.  If there are no other OSes installed on the disk, the boot manager displays for less than 1 second.

There are also third-party programs available for the PC that allow you to do this, even with Windows.  "System Commander" from V Comunnications is one of the most popular.

For PCs there are a variety of OSes available.  However, for workstations, minicomputers, mainframes, etc there is usually only one OS available - the one the manufactureer supplies.  So one will not be rebooting such systems into different OSes.  This phenomenon basically only applies to PCs.

In short:  Different OSes can never mix on the same system.  At any one time only one OS can be running.

Mixing Windows and UNIX:  Programs
One runs a program 'under' a particular operating system (OS).

This means the the OS provides a particular 'environment' that supplies the things a program needs to run.  The program depends on this environment being exactly what it expects.  If anything is different, it worn't work.

* Each OS provides its own environment for running programs - and they are all very different.

In the UNIX world, however, in an attempt to make all UNIX systems as similar as possible, they have standardized the program environments to a great degree.

Thus is it often possible to take the source code (the quasi-English text the programmer writes) and rebuild that into a program that runs on a different UNIX system - with no work.

In very limited cases it is possible to take the actual program binary (bits) and run that on a different UNIX system.

But Microsoft and UNIX OSes are very different, so there is no possibility of this between the two of them.
The programmer learns what this environment is, and writes a program for that exact environment.

Thus, a program written for OS A willl virtually never work on OS B.

Similary, you wouldn't expect a part designed to work in a Chevy to 'just work' in a Mercedes - even though they are both 'cars'.

Special cases of running a program on a foreign Operating System
* In general, it is not possible to run UNIX programs under Windows, or Windows programs under UNIX.  When a program is written, it must be explicitly written for a particular operating system, and can only work on that operating system.

You can't take a part that works on an airplane and expect it to work in your car.  They just weren't designed to work together.

Having said the above, there are a number of special exceptions and tricks that can make a program from a foreign operating system run on the local one.  All of them involve making the local system "look like" a foreign system, to a greater or lesser degree.

These are the primary ways to do this - from the simplest to the most complex:.

- Detach the user interface (UI)  from the program, so the UI can be displayed anywhere using standard tools, and the program can run somewhere else - on it's home operating system.

In the UNIX world, the X-Windows system makes this possible.  X-Windows is an operating-system-independent set of tools and standards for running UIs.  If your system  supports X-Windows, any X-Windows capable program on any other system can display its interface on your system.  This allows you to use any program running on any computer anywhere - as long as it supports X-windows.

The X-Windows system is universally supported by all flavors of UNIX.

Microsoft does not support X-Windows; they have developed their own propriety user interfaces, which do not have X-Windows capabilites.  Thus is is not possible under Windows to run a program on one computer and have its UI running on another.
Microsoft does not support X-Windows primarily because Microsoft does not care about UNIX users, and sees them as competition.  They also have a very heavy investment in their own proprietary GUI interfaces.

However - there are third-party companies that saw the value of bringing X-Windows capabilities to Windows. These companies build software (commonly called "an X server") that runs under Windows, and provides X-Windows capabilities to MS Windows.  Two companies that do this are Hummingbird and Xceed.

In reality, this is how web pages work.  Your 'browser' is nothing more than a super fancy 'terminal'.  It can connect to other systems, and display things they send.  But if you try to 'run a program' (by clicking on something) that program runs on the foreign machine, not yours.  The results are sent back to you machine to be displayed to you, by your browser.

This allows X-Windows based programs to display on Windows.  But programs written for Windows cannot talk X-Windows, so it is not possible to run a Windows program on one system and have its GUI display on another.

- Build/install some software on your local machine that provides an environment for running programs that "looks just like" the foreign operating system's program environment.

This is the most complex and difficult way.  It's equivalent to building all the mechanisms on top of the steering wheel, accelerator, brake, clutch pedal, etc. in your car so that you can use controls "just like" an airplane to drive your car.

While one can certainly do this. you can see it would be pretty complex.  But if you did, you could put a pilot in your car and he could "fly" it just as he's used to.

There is no software that I know of that runs on top of Windows that lets it so execute UNIX programs.  It's just too hard to be worthwhile.

But because of demand, there are a few packages that can be installed under UNIX that provide a limited capability to run Windows programs.  One of these is from a company called "Lindows" which provides such software for Linux.  

There are a few others - Sun supplied software called "WABI" for a while that did this for Solaris systems.

Even so, such an approach usually provides very poor performance due to its complexity, and provides very limited support for Windows programs.  Usually such mechanisms will support basic programs, but not very complex ones (like games).

- Build/install a complete computer, running the foreign OS, and stuff that computer inside the original one with the original OS.  Make them talk to each other.  Now you can run programs on the native OS (running on the main hardware) AND run programs for the second OS (running on the secondary hardware).  You actually have two systems in the same box.

As you'd expect, this is both expensive and inefficent, though it does work.  Believe it or not a few of these have been built and sold.

Sun had a product for a while that ran a Windows OS on a single-board PC stuffed into a Sun workstation.  They called it "SunPC".  They never sold many and eventually discontinued it.

I believe Apple had a product called "MacPC", which was a single-board PC you could install in your Macintosh which would run Windows.  This too was discontinued, as it didn't work very well.

Mixing Windows and UNIX:  Files
Every OS has its own way of formatting and partitioning a disk, its own file structure, its own directory strucuture (or equivalent), and its own rules for naming files.  Such rules and software are generally referred to as a 'file system".

So, in general, it takes special software to translate all of these from one OS to another.

Microsoft only supports their own filesystems (FAT12, FAT16 (floppies);, FAT32 (Win95), FAT32X, NTFS (NT, 2000, XP) and makes no attempt to support any others.  Nor do they make it easy (possible?) for anyone else to add suppport for foreign OS'es' file systems to Windows.

UNIX, on the other hand supports its native filesystems (ufs, hsfs, nfs), but also has well-defined 'hooks' for supporting foreign filesystems.

Solaris ships with software to support talking to FAT12, FAT16, and FAT32 file systems.  So it is possible to access files on floppies or disks using this format.

Unfortuanately how to access a Windows-format hard disk is not obvious or well documented, so it is rarely done.

However, it is straightforward when accessing Windows/DOS-formatted floppies.  There are options on the GUI file manager menus for doing this.

UNIX can format floppies as UNIX file systems, or as PC file systems.  As Microsoft OSes can only read PC file systems, if you want to be able to transfer files back and forth from PC to UNIX, use a PC-format floppy.

Apart from the issue of the file system formats is the issue of the file format - that is, the encoding of information in the file itself.

Microsoft products use their own undocumented formats for the files they create - and Microsoft changes these formats often.  MS Wrod files are in MS Word format, MS Excel files are in MS Excel format, etc.  In general these files can only be read or written by the program that created them.

There are no Microsoft products that run on UNIX, so in general files created by MS softeare cannot be read on a UNIX system.

However, there are companies that have reverse-engineered Microsoft's file formats, and written software packages for UNIX that are very like their PC counterparts, and can read/write files from their PC counterparts.

StarOfffice/OpenOffice is a freely available package for UNIX sysstems that supplies most of the functionality of Microsoft Office, and can read/write most Office files.

The exception is files that are in a standard format - such as text files.  It is possible to read/write text frile on UNIX and use them on Windows, and vice versa.

There is more to this subject - which is beyond the scope of this class.

Chapter 2:
UNIX as an operating system

Genesis, development, and driving forces behind development of Operating Systems
How Operating Systems came to be

Hardware/Software costs

The Legacy
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What is an Operating System (O/S or OS)?
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What's good/bad about UNIX?

What's good/bad about NT?

Why would anyone want to use UNIX?

UNIX lineage and philosophy

The UNIX philosophy

UNIX lineage

Who owns UNIX?

Next section:  Genesis, development, and driving forces behind development of Operating Systems
How Operating Systems came to be

Hardware/Software Costs

The Legacy

Why Do I Care?

This is background material, to provide the basic understanding of how operating systems evolved., and what an operating system is.

It can aid understanding of why things are the way they are today if you understand how they came to be that way.

How much do I care?
None.  This information is not necessary to be a UNIX user.

How Operating Systems came to be

A bit of history:

Before 1955:
(relays)

Everything was done on punched cards

Processing was done with card sorters, collators, listers, and other (large) office processing equipment.

* Work consisted of moving huge amounts of cards around, running them through various machines.

Circa 1955:
(vacuum tubes)

Still doing everything with punched cards

CPU, memory, card readers/punch.  Printer was a seperate  device (which read cards).

Teletypes came years later

Terminals came 10-15 years later

Floppies came ~25 years later

To run a program:

Load the card decks for the machine code (zeros and ones) for the program you want to run

Press "Read"

Cards are read in; data from them dumped into memory (at a fixed location ("address 0")

Press "Run"

Program executes

If the program needs data, load/read cards containing data

Ouput is sent to the punch, which punches a deck of cards containing the output data.

The computer stops running.

Take the output card deck to a 'lister' machine, run it through, and get a printed output corresponding to the data on the cards.

* If you wanted to run another program, or even the same program over again, you had to start all over.

Computers were more like giant card sorting machines.

They were hugely expensive, so operators worked round the clock feeding cards to the computer, collecting the output,  and keeping it running.

Circa 1960:
(transistors)

* It turns out that many of the jobs run on the computer are very similar, such as running the same program over and over on different data (billing, etc.)

Loading the program to run into memory (via cards) each time required human operators, and was very slow.  During this time the computer wasn't really doing anything but reading the cards.  99% of the time the computer was waiting for the next card to be read in.

* So most of time the computer wasn't being used efficently.  It did all of its work in a few seconds, and spent all the rest of the time (perhaps hours, cumulatively) just waiting for the reader or card punch to finish the current record.

So special programs were written to try to minimize this inefficency:

Once read in, these programs acted as 'monitors';  They would control the reading of other programs into memory.  When the other program finished running,  this 'monitor' could automatically start reading the next program into memory, and start it.

* The 'monitor' had to make sure that new programs weren't read in on top of itself – destroying the monitor.  So the monitor controlled where programs got loaded into memory (no longer a fixed address).

Eventually the monitors could allow a new program to be read in from the reader into one place in memory while another program (at a different location in memory) was still punching out its results.  The devices were so slow the computer could ping-pong back and forth between the two devices easily fast enough to keep the devices running continuously.

Before long computers could have several readers and several punches all working at the same time.

* So the monitor had to start keeping track of who was using which device for what.

** Now, whenever you turned on the computer, you always had to load the monitor program first, because it controlled what got put where in memory, and who was using which I/O devices (readers and punches) for what.

Once loaded and running, these monitor programs never stopped running; they had to always be running to control use of memory and I/O devices.

* By this time the computer operators would interact mostly with the monitor program (feeding a card containing a special command into a special reader), rather than pushing the actual buttons as earlier.

Every different make and model of computer was different, so each had its own monitor program.

As every monitor program was different, the way you dealt with them (the commands used, etc.) were very different from one  make and model of computer to another.

* These monitor programs grew drastically in sophistication.  They became so essential to using the computer that they came to be considered 'part' of the computer system itself.  It really became unworkable to use the computer without using the monitor program.

** So the monitor program was always 'operating', and it was part of the 'system'.  Nowdays this software is called the 'operating system'.

**  As the monitor program interated directly with the hardware on the machine, it had to be tailored specifically for the exact make and model of machine it was intended for.  Thus a new operating system was written for each new make and model of machine.

Soon there were hundreds of operating systems, one for each make and model of machine.  There was no standardization; they were all different – because every make and model of computer was different.

Circa 1970:
(Integrated circuits (I/Cs))

Computers have grown enormously faster.

Memory is much cheaper, faster, larger.

All kinds of new I/O devices:

Paper tape

Floppies

Hard disks

Data drums (aka 'spools')

Terminals

High-speed printers

Communication devices (modems)

Due to the huge cost and speed of these computers, the operating systems are extremely important.  They evolved to where many I/O devices can automatically be running at the same time, many programs can be executing on the computer at the same time (the computer is actually bouncing around executing a little here, a little there), and even many different users can use the computer at the same time.

** This is only possible because the operating system is sophisticated enough to handle all of this.

Later eras:
(larger and much more complex ICs)

More and faster I/O devices

More of everything

But the same problems of making efficent use of the relatively expensive CPU still exists.

So we still need the operating system, more than ever.

Hardware/Software Costs

There's another very important factor that came into play during the entire development of OSes:  Cost.

In early times the computes themselves were hugely expensive.  You could hire thousands of employees for the cost of one mainframe computer.

So who got preferential treatment: the computer, or the individual users and programmers?

** The answer was easy:  The Computer - because it cost a LOT more than the people.

Thus if the Computer is being inefficent, that potentiallly cost a lot more than if the people were inefficent.

Thus programmers did whatever they could to get the maximum efficency out of the Computer.  If that meant they had to do very inefficent or hard things that made the Computer faster, that's what they did.

This is the sort of thinking that led to using only 2 digits for the year rather than 4.

But times changed.  Computers got more and more sophisticated, and thus harder to program and use - and so the people to program and use them got more and more expensive.

Also, by about the late 1960's, computers started get exponentially more powerful, while their costs went up linerarly.  In other words, the got more powerful much faster than they got more expensive.  You got more computer power per dollar.

So there were two competing factors:  The cost of the computer itself, and the cost of the staff to program and run it.

The hardware cost of a given amount of computer power got less and less.

The cost of the staff of programmers and operators got greater and greater.

In about 1975 or so the two factors evened out. 

Before that it cost a lot more for the hardware than the people.

After that it started to cost more for the people than the computer hardware.

From then on, the cost of the people went up exponentially, and the cost of the computer hardware dropped exponentially.

** So now it was suddenly much more important to make that people effiicent than the Computer - as the people cost more than the computer.

This was a complete reversal of the way everyone in the industy had done things since the beginning.

Now, making it easy for the programmers, operators, and users to do their jobs was much more important than making the computer efficent.

This made for a drastic change in the way programmers did things, and the way OSes were designed.  Suddenly the programmer and user were king, and you did whatever you could to make his job easier and more efficent.

The Legacy

Many many companies got into the computer market, all making their own computers, which ran their own individual operating systems (O/Ses or OSes for short).

Every OS was developed from scratch,  for different hardware, so every one was different.  They were arcane and very complicated, and only really understood by very very few people.  They tended to be large, monolithic programs – which meant that making any change to them for any reason was a big risk, and hugely expensive.  

If the system as bought couldn't do some thing you wanted, you had three choices:

- Pay the vendor whatever they wanted to make the modifications you needed, and wait however long it took the vendor to make them

Bear in mind that the vendors have limited (very expensive) programming staff, and lots of requests for new features.  The companies have to make choices about which features to implement – which meant that your feature may or may not ever get implemented.

- Try to make the changes to the OS with your own staff.

First of all, OS expertise is very rare and very expensive.  Second, it requires intimate knowledge of the existing OS and the underlying hardware.

Companies document how to use their systems, but are very relucant to divulge any detailed information about how their OS or hardware works.  Large sums of money will sometimes pry loose this information, but usually not.

So it may not be possible to alter the existing operating system without essentially reverse-engineering the whole thing and the hardware it runs on.  But the time you do that you'll be broke and the system will be obsolete anyway.

- Live without the feature.

Once you bought a system, you had to train your entire staff how to use it.  Thus changing from one system to another meant:

- Retraining your entire computer staff in addition to the cost of the new system.

- Rewriting any programs you were using on the old system so that they would work on the new system.  Operating systems were different enough so that this usually meant rewriting the program again from scratch.

BTW – a typical (fast) software development cycle pre-1985 was about 18 months.

Summary of computer industry status (circa 1980):

- Many operating systems, all different

- Changing from one to another very painful

Programs basically had to be rewritten from scratch to move from one system to another.

- Making any change to an OS very painful

- They were monolithic (thus hard and risky to change or extend)

- They were not documented (thus hard to get information on their workings)

- They were closely tied to the hardware they ran on

Thus if the vendor didn't support the kind of hardware devices you needed/wanted, you were out of luck.

- No standardization (every system was different).

- Hardware prices have fallen a lot, and labor prices have risen a lot.  Thus the cost of people's time is now more expensive that the cost of computer time.  In other words, it's become more important to keep people efficient than to keep the computers efficient.

Thus retraining staff, or rewiritng programs got to be painfully expensive.

This was the state of the computer industry when UNIX was developed.

* UNIX was designed to deal with all of these problems (among others).

Next section:
OSes, UNIX, Windows

What is an Operating System (O/S or OS)?

O/S properties

O/S Comparison

What's good/bad about UNIX?

What's good/bad about NT?

Why would anyone want to use UNIX?

Why Do I Care?

This is background material, to provide the basic understanding of what UNIX is, where it fits in with other operating systems, and some of its fundamental capabilities.

It is often useful to understand the history of UNIX to understand how things came to be the way they are today.

How much do I care?
Mildly to moderately.  This information is not necessary to be a UNIX user.

What is an Operating System (O/S or OS)

In one sentence, it's the software that controls the hardware resources, and provides an environment for other programs to run.

Functions: 

allocate memory

disk management

start/stop progrrams

provide simple way to use/talk to hardware

defines the ways programmers can use the system facilities.

Features:


User interface (for starting/stopping programs)



Windowing systems, command-line systems



Provides ways for starting/stopping programs


Programming environment (for developing programs)



Talking to keyboard, screen, mouse, disks, network



Sharing resources among programs



Protecting programs from one another

OS is always alive, always running.  It's loaded at startup.

If it dies, nothing else will work. (system stops responding, freezes, 'blue screen', system crashes (called a "panic" on UNIX systems)

* OSes are usually tied very closely to a specific vendor's hardware

E.g.: VAX/VMS, DOS, Windows 3.x, Novell, MacOS, dedicated word processor systems

Thus the OS can only run on that vendor's hardware

** UNIX was the FIRST one to be designed independently of hardware considerations

UNIX is an O/S.

Other examples include DOS, Win9x, Win NT (aka Windows 2000), MacOS, Novell, BEOS, OS/2, VMS, mainframe OSes (CICS, VM, etc.).  There are many other special-purpose OSes.

O/S properties
How many CPUs (processors) can it effectively use (in the same system)

Only one: Uniprocessor

E.g., DOS, Win3.x, Win98, MacOS

More than one: Multiprocessor

E.g., UNIX, WinNT, mainframe OSes, others

Note current PC hardware can generally only support up to four processors in a single system

How many different programs (tasks) can be running at the 'same' time

Only one: Single-tasking

E.g., DOS, dedicated word processor systems

More than one: Multitasking

All modern operating systems, including Win98, WinNT, UNIX.

How many users can simultaneously use the computer

Only one:  Single-user

E.g., DOS, Win98, WinNT, MacOS

More than one: Multiuser

E.g., UNIX, mainframe operating systems

Networking capability

Designed in versus add-on

Proprietary versus open networking protocols

It used to be that each vendor had their own proprietary networking systems, that would only interconnect their own equipment.

Proprietary protocols are largely relegated to special-purpose applications now.

O/S properties, cont'd
Standards

* Proprietary, vendor-specific, or private standards are considered "closed"  standards, as generally people outside the company have no say in setting the standard, and sometimes cannot even get information about the standard.

E.g, mainframe architectures, Macintosh internals (previously), Microsoft Windows interfaces

Many operating systems are based on closed standards  (This is not as true as it once was).

* Standards that are worked out publicly, which are not owned or controlled by a single company, and for which documentation is readily available, are considered "open" standards.

E.g., UNIX is built to open standards.  Information about how things work is readily available.

Runs on multiple hardware platforms

That is, runs on hardware from more than one vendor, possibly using more than one type of processor.

PCs of all types are pretty much the same in basic architecture.  They will all run pretty much any PC operating system.

You cannot run Win98 on a Macintosh, nor run MacOS on a PC.

But you can run UNIX on either a PC or a Macintosh.

* UNIX is one of very very few operating systems that runs on multiple platforms.

* It runs on everything from Personal Organizers to mainframe computers.  No other operating system does.

O/S properties, cont'd
Source code availability

"Source code" is the actual programmng code that is used to build a program.  This is what a programmer writes.  Hence it is the "source" of a program.

Having the source code available for an operating system makes it immensely easier for a programmer to solve difficult problems, understand what's going on, and efficently use the operating system's resources.

Without source code, a programmer must rely on (often marginal) documentation from the OS vendor, or resort to paying very exorbitant prices for people from the OS vendor's company to solve the problem.  (Minimum $150/hr per person).

In rare cases it was possible to get a copy of the OS source to look at (if you were willing to sign the legal agreements).  But the price was usually outrageous (~$20,000 in 1983).

For most of the industy's history this is how things were done.

This is still the model that Microsoft uses.  I know of only one company that has a source license for WinNT, and that's a special case.

O/S Comparison





98
NT
UNIX

Multitasking



Y
Y
Y

Multiuser



N
N
Y

Multiprocessor


N
Y (4?)
Y (64-1000)

Network capable


Y
Y
Y

Follows open standards

N
N
Y

Runs on multiple h/w platforms
N
Y
Y

(x86, Alpha, MIPS)

(x86, Alpha, MIPS, SPARC, Power PC,  Motorola 68000, RISC 6000, VAX, etc., etc.)

Source code available


N
N
N (except Linux, Solaris?)

So UNIX is a multitasking, multiuser, multiprocessor-capable, multiplatform operating system, with designed-in networking support, built to open standards.  Source code is available for some versions of UNIX.

I know of no other operating system that has all these features.

What's good/bad about UNIX?
Good





Bad

Mature





User-hostile, inconsistent User Interface

Stable





Aging, starting to choke on old design 

decisions

Standard/Open




Long learning curve

Multiplatform




Administration difficult

Excellent programming environment

Fair GUI

Replaceable interpreter

Modular

Extensible/flexible

Security/Protection

Well-documented (including internals)

Outstanding networking

Fast, small

Widely supported, understood

What's good/bad about NT?

Good





Bad
Microsoft 




Immature (thus still finding bugs)

(thus universal, avail,, supported)

Popular (thus known, understood)

Unstable

Like Windows 3.x, 9x 


Big, a memory hog

(thus little training for updates)

Applications for everything


Slow, inefficent

Security (slightly better than UNIX)

O/S design: many many 'add-ons'







Administration difficult

Lines of code (roughly):

UNIX (core)



0.35 Million

NT 4.0:



0.5 Million

NT 5.0 (aka Windows 2000):

2.5 Million lines (+)

Why would anyone want to use UNIX?

Efficent, scalable multitasking, multiuser (-> 1000's of users, years ago)

Mature, stable

Excellent networking, mature

Networking and the web grew up on UNIX systems

New networking development is still done on UNIX systesm first, then migrated to other systems.

Multiprocessor, scales well
(+ 1 processor: Solaris +80%, NT +20%)

Multiplatform

It's likely that a program written for one version will compile and run on another with no source code changes.

In general, transporting a program from one platform running one operating system to another platform running another required at least a partial redesign and rewrite of the program.

Standards

You can develop a program on one system, and be pretty sure it will run on many.

Programming environment is excellent for both user apps and system apps

Windows has many bells and whistles, but for all that still doesn't support things that were standard on UNIX 10 years ago.

Many of the "new" features being added to Win98 and NT have been standard on UNIX systems for a long time.

Next section:
UNIX lineage and philosophy

The UNIX philosophy

UNIX lineage

Who owns UNIX?

Why Do I Care?

This is background material, to provide the basic understanding of what UNIX is, where it fits in with other operating systems, and some of its fundamental capabilities.

It is often useful to understand the history of UNIX to understand how things came to be the way they are today.

How much do I care?
Mildly to moderately.  This information is not necessary to be a UNIX user.

The UNIX philosophy
Small is beautiful

Small, simple, single-function buiding blocks

A programmer's OS

You Know What You Are Doing (little protection from yourself)

You are a Programmer, so everything is oriented towards programmers

No feedback on success  (It worked, so don't bother saying anything).

Terse (or numeric) error messages

No help per se; but reference manuals are available online

UNIX has a shell-like structure

(Diagram)

UNIX lineage
Developed by Ken Thomson and Dennis Ritchie at AT&T Bell Labs (now Lucent).

For an extremely detailed history of most UNIX versions, see 

http://www.unix.org/what_is_unix/history_timeline.html

For the ultimate timeline see:

http://www.levenez.com/unix/
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UNIX Today

Continues to evolve, although all variants (except BSD) are based on SVR4, and most follow all the modern standards for UNIX.

UNIX is available from many hardware vendors:

IBM

-
AIX

HP

-
HP/UX

Compaq
-
OSF/1

etc.

UNIX was never intended for PCs or workstations - there weren't such things!  But times have changed drastically.  Now there are several variants of UNIX available that run on a PC.

PC-based UNIXes available:

SUN
Solaris

http://www.sun.com/solaris/freesolaris.html
(SVR4)

SCO
Unixware
http://www.sco.com/offers/
(SVR4)

Red hat, others
Linux
http://www.linux.org/
(POSIX-compliant)




http://www.ssc.com/linux/




http://temp.redhat.com/

Who owns UNIX?

Nobody, everybody.

The original UNIX systems were developed and  marketed by AT&T Bell Labs (now Lucent).  

Rights to the  UNIX system were eventually sold off to UNIX System labs, which was later bought up by Novell.  

Novell had it for a couple of years, and then sold the whole unit to SCO.

So one could say that the UNIXware product from SCO is the "official" UNIX.  (But that doesn't mean anything significant).

SCO has since turned over the rights to the UNIX trademarks to a consortium called X/Open (www.xopen.org).  They are the caretakers of the UNIX standards and tests, and own the names.   They do not produce any UNIX operating systems, they merely administer the standards and licensing.  They make their money off of licensing fees.

Because the original source and the UNIX name must be licensed, any vendor that develops a UNIX system based on the original AT&T code must license the code and the UNIX name - for big bucks.

Sun, for example, did this years ago when AT&T still "owned" UNIX.

AT&T had also trademarked the name "UNIX".  In order for a product to legally have the name "UNIX", they must license the name.

This is why you used to see so many UNIX-like names: Ultrix (from DEC, now Compaq), AIX (IBM), Minix, Xenix, HP/UX (HP), AUX (Apple), etc.

As UNIX was developed using open standards freely available to anyone, anyone was free to develop an operating system from scratch that worked "just like" UNIX.  

In all senses except legal, such a system is UNIX.

This is precisely where Linux came from.  A fellow called Linus Torvalds did exactly that.

Most major companies have licensed the source code, and made extensive changes and additions, and market this "UNIX" as their own product under their own name.

BUT, in order to bear the UNIX trademark, such an operating system must meet a number of standards and tests administered by the X/Open group. These standards and tests are extensive, so that if a product meets these standards, it's extremely likely that it will work perfectly as a UNIX system.

These standards are open, not owned by anyone, and collectively maintained.  There is a well-defined process for making change to a standard, involving comment from all and sundry on the Internet.

Thus X/Open owns the rights to the name, and are caretakers of the standards, but that's about it.  Companies that want to produce and sell a "UNIX" build to the standards, then have their product certified by X/Open. Only then can a company call their product "UNIX", or "UNIX-compatible".

Next section:
Linux
The Free Software Foundation

Linux

Linux is adopted as the FSF's UNIX

Linux becomes commercially viable

Linux distributions

Supported Linux distributions

Why Do I Care?

This is background material, to provide the basic understanding of what Linux is, where it came from, who owns it, how it is 'sold', and how it has come to be a supported commercial OS.

It is often useful to understand the history of Linux to understand how things came to be the way they are today.
Sooner or later you will be wondering about or hearing about the things discussed in this section.
How much do I care?
Mildly to moderately.  This information is not necessary to be a UNIX user.

The Free Software Foundation

Richard Stallman, while a student at MIT, got frustrated and disillusioned with the propensity of all software vendors to copyright their work, and prevent anyone from getting access to the source code, or from seeing how the software worked.

He developed the idea that all software should be 'free' - as in 'free speech', not as in 'free of charge'.  He felt that the concept of hiding, trademarking, and copyrighting software severely stifled the creativity and free exchange of ideas that allow software to evolve into great products.

So, he started the Free Software Foundation (FSF).   http://www.fsf.org
Its purpose is to promote the ideas of free software, and promote free software.

The FSF folks needed tools such as compilers to develop their software.  At the time they were extremely expensive, and would only run on the vendor's OS.

Soon they realized that it was useless to have tools to build software when you still required big expensive hardware and big expensive proprietary operating systems on which to run the tools.

Thus they decided they needed to develop a complete operating system, too.  This OS had to be non-proprietary, and not tied to any particular hardware.

It quickly became obvious that they needed a UNIX system.  But all UNIX systems (at the time) were proprietary.  So they decided they had to write their own, from scratch, to avoid proprietary and copyright problems.

They also could not call it UNIX, as that name was trademarked by AT&T.  So they decided to call it "GNU" - for "GNU's Not UNIX".   http://www.gnu.org

It became traditional that all GNU project software program names start with a 'g', to identify them as part of the GNU project.

The leading 'g' in all GNU project products is always pronounced as a hard 'g':  Thus 'GNU' is pronounced "guh-noo".

The first set of tools they created was a C language compiler.  Commercial C compilers are invoked with the 'cc' command.  The GNU C compiler is started with the 'gcc' command.

So over the first few years the GNU project produced a lot of software development tools.  Over time these became generally superior to 'commercial' versions.

But little progress was made on developing a complete UNIX-like OS.  This is a huge amount of very complex work.

Linux
Meanwhile, a student named Linus Torvalds at the University of Helsinki took an operating systems course, and got very interested in the minature teaching OS that was used in the class (called "minix").

So he went home and wrote his own, to run on his PC.

And it grew, and grew, and grew.

Eventually he started distributing it to interested friends via the new electonic communication medium:  email and bulletin board systems.

Before that time the only way to send software from one person to another was to mail floppies, or more likely, magnetic tapes, via the postal service.

The system needed a name.  He couldn't call it UNIX (as that name was trademarked), but the system worked and acted just like UNIX.  So, somewhat whimsically, he named it "LINUX" - for "LINUX Is Not unIX".

Over time lots of other folks all over the world got interested in the project, and contributed to it.  This was now easily possible due to the fledgling intenational electronic networks that were coming into use at the time.

Eventually when UNIX standards settled down, Linux was modified to match all the UNIX standards.

But because it was changing drastically at a very rapid pace, it was definately a toy for hackers and computer people.  It was not mature enough nor stable enough for everyday use in a commecial environment.

Linux is adopted as the FSF's UNIX
Meanwhile the FSF was still struggling with building their own UNIX.

It wasn't long before Linux came to the attention of the FSF.

Not long after that Linus and the FSF came to an agreement, and Linux was officially adopted as its UNIX system.

It's officially known as GNU/Linux.

Linux was thus released under the terms of the FSF's special "free software" license, known as the "GNU Public License" ("GPL").  This license ensured that Linus remained the legal owner, while providing mecahnisms for anyone to contribute their changes, improvements, and new tools to Linux.

The GPL allows anyone to distrribute Linux - but they cannot 'sell' it, for Linus remains the owner.  In addition, anyone selling or distributing versions of Linux may charge for their work in so doing, but they must make all of the source code for Linux and any of their additions freely available to any buyer.

This was a drastic change from the normal operation at the time, where a software vendor would never sell or distribute their source code.  It was considered "intellectual property", and "trade secrets", etc.

With this coup, the FSF quickly became a powerful force in the software world, as they had a lot of excellent software tools, and a pretty good UNIX system that could potentially run on any hardware - all for FREE.

PCs were becoming extremely common at about the same time.  Now virtually anyone who wanted to could buy an affordable computer, and run an affordable complete development system and OS on it.
Linux becomes commercially viable
Linux was extremely interesting to programmers, and the commercial world started to take interest.

But Linux got nowhere commercially.  It was too hard to use, and too unreliable.  It required a full-time sophisticated software engineer to just keep it running, and even then it wasn't very reliable.

More importantly, who would fix it if it broke?  GNU software comes with expressly no warranty of any kind.  So if it broke, there was nobody you could reliably count on to come fix it.

So it remained a hobbyist's toy.

Over the following few years, however, Linux grew more and more stable and reliable.  Eventually it's reliability came to rival that of commercial UNIX systems.  Methods were evolved to control the evolution and updating of the system to minimize breakage.

But still there was the problem of no support.

Then, in 2001, IBM decided to embrace Linux, and factor it into their commerical systems.

More importantly, they committed to support it, as it was now their commercial product.

These two factors suddenly made Linux a viable commercial OS:

- Industrial-strength reliability

- Industrial-strength support - from the largest computer company on Earth.

IBM took Linux and polished it and added a few things to make it workable for their systems, but since Linux is issued under the GPL they are required to make all the source code for these enhancements freely available.

Linux distributions
With the clout of IBM support behind it, Linux suddenly became desirable commercially - not to mention that IBM was now pushing it with their systems.

One didn't have to pay IBM's price for Linux; you could download it off the 'net for free.

But setting up your own Linux system by collecting pieces from the Internet is very difficult, and requires a good deal of knowledge and expertise to get working.

So some enterprising companies decided to do all of that work, plus add a bunch of tools to make installation and maintenance much easier, and sell the whole package.

While such a package contains Linux, the consumer is not 'buying" Linux - it's available for free under the GPL.

But a company can charge for their work in creating an easily-usable distribution of Linux.

Source code for any changes they make or new tools they add must be made freely available, as part of the GPL.

This was a much better way to use Linux, so a lot of these companies got started doing this.  Many of them failed, but quite a few are still around.  Among them:

Red Hat

Debian

SuSE

and many others.

In addition, a few commerical hardware and software companies sell their own distributions of Linux:

IBM

Sun Microsystems

and others.

All of them sell Linux distibutions - they cannot 'sell' Linux itself.  It's free.

Supported Linux distributions
Now anyone can get a Linux distibution cheaply - but what if you want suppor t for it?

This became a problem for the companies selling Linux distributions.  Providing support is very expensive:

You must hire and maintain a knowledgable support staff.

You must carefully test your Linux distribution for any problems before you sell it.

Most Linux distributors couldn't afford to provide support without drastically raising their prices - which would drive their customers away.

This left Linux distribution companies with two options:

Stop providing any support.  This is guaranteed to annoy a lot of customers.

Provide only carefully tested distributions, and provide customer suppor t for them - and raise your prices substantially.

Most companies provide no support.

IBM sells only their supported version - which is expensive.

Red Hat decided to do both.

They had been selling their versions - with limited support and updates - for years.  The last release of this version was Red Hat 9.

After Red Hat 9, they split their distibution into two versions:

- The carefully tested, supported, infrequently updated, expensive version:  Red Hat Enterprise Server (ES),

- The minimally tested, unsupported, frequently updated and most complete version: Red Hat Fedora Core.

A few other companies are experimenting with various other solutions to this problem.  But Red Hat is the biggest Linux distributor in the United States.
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Next section:

UNIX command line syntax

Why Do I Care?

Almost all UNIX commands follow a particular syntax.

You must be familiar with that general syntax since it is used by the vast majority of commands.

How much do I care?
A lot.  This is fundamental to using UNIX.

What is 'syntax'?

The word 'syntax' is an English word.  Let's look it up in the online Compact Oxford English Dictionary:  (http://www.askoxford.com/concise_oed/)
syn' tax

• noun
1 the arrangement of words and phrases to create well-formed sentences.
2 a set of rules for or an analysis of this.
3 the structure of statements in a computer language. 

  — ORIGIN Greek suntaxis, from sun- ‘together’ + tassein ‘arrange’.

So, loosely, the UNIX command 'syntax' is the set of rules for forming valid UNIX commands.

UNIX commands must be structured according to its exact syntax rules, or the commands don't 'make sense'.  Only correctly-structured commands can be executed.

Fortunately the syntax of UNIX command is simple.

General UNIX command syntax:

* General command syntax:

command [ parameters ]
*The square brackets ("[" and "]") surrounding something in a syntax description indicate the thing is optional (not required).  This technique for identifying something as optional is widely used in the computer industry.
You never type these square brackets when entering the command.  They are only used in syntax descriptions to show you which parts are optional.
* The command is one of the UNIX commands.  There must be a command on the command line.

The command is always the first chunk of text on the command line.

Whatever you type as the leftmost chunk of the command line will be treated as the command to execute - even if that's not what you'd intended.

There is one exception, which we will talk about much later.
* The parameters are the various pieces of information the command needs to be able to do its job.

E.g., take the following command line:

rm foo

The command is "rm" (delete a file), and there is one paramter, "foo" (the name of the file to delete).

* Commands and parameters are seperated by space or tab characters.

There may be any number of space or tab characters seperating the command and/or the parameters.

The command interpreter (the "shell") actually strips out any groups of space or tab characters, and replaces each group with a single space character.
* You "run" a UNIX command by typing a command line starting with the command name, and hitting Enter (or Return).
Command parameters
The parameters for a command are split into two seperate pieces:

The options (also formerly called switches)

The arguments
So more preciesely the UNIX command line syntax is:
command [options] [arguments]

        |                   |

        ---------------------

                                  parameters
* The options must always come before the arguments.

* The options specify ("turn on") certain extra features or optional behavior the command is capable of.  Commands often have lots of options.
You can think of the options as specifying "how" or "in what way" the command will be executed.

Options will not change the major thing a command does, but they will change minor things about what the command does.
* The arguments specify what things the command will act upon.

You can think of the arguments as specifying "on what" the command will be executed.

In UNIX the command arguments are almost always the names of files to operate on.

E.g., this is the reference syntax for the 'ls' command:

ls [ -aAbcCdfFgilLmnopqrRstux1 ] [ file ... ]
Square brackets ([]) are used to surround parameters that are optional.  If a parameter is not surrounded with square brackets it is required.

"ls" is the command, which is required.

The next bunch of characters are a list of all the possible options.  No options are required, but any of them could be used.
The last bunch of characters specifiy the arguments.  In this case they consist of one or more filenames (signified by "file").

* Note the ellipsis ("...") used in the argument specification.  This is a standard grammatical symbol which indicates "and possibly more of the same" or "more of the preceding are possible".

This is sometimes equivalently represented as follows:

somecommand [ -abc ] [ file [ file ... ] ]



or

somecommand [ -abc ] [ file [ ... ] ]

* Most UNIX commands that operate on files can accept multipe filenames on which to operate.

In such a case the same command is performed on each file, from left to right.

Command arguments

Let's discuss the arguments before the options, because they are easier.

The arguments specify "what to do the command to".

For the vast majority of UNIX commands, the arguments are filenames.

Once again, almost all UNIX commands that take filenames as arguments can take multiple filenames, and do the same thing to each one.

Beginners often forget this, and make more work for themselves.

How does the command know where the options end and the arguments begin?

** The first string on the command line that does not begin with a dash( "-") IS the first argument.

Thus in the following command:

ls -a -tlr foo bar

"foo" is the first argument, and in:

ls me

"me" is the first argument, and there are no options.

* Some commands which expect arguments will "hang" when they don't get them.  (More about this in "Filters" section in the chapter on "Processes".  For now, just type "^c" to abort a command which does this.
Command options
Each and every option is represented by a unique single letter.

Uppercase and lowercase letters signify different options.  (Remember UNIX is case-sensitive).
The option letters can be listed in any order.  The man pages always list them in alphabetical order just for convenience.

* The string of option letters must begin with a "-" character.  This character is called minus, dash or hyphen, but the name doesn't matter because they are all generated by the same key on the keyboard.

The string of option letters does not have to be a single contiguous string of letters.  The options can be broken up into seperate strings as long as:
- Every string starts with a dash

- ALL the option strings are listed BEFORE the first argument string.

E.g., going back to the "ls" syntax:
ls [ -aAbcCdfFgilLmnopqrRstux1 ] [ file ... ]
we could write an example command  line as follows:

ls -alrt foo bar

We could write exactly equivalent command lines as follows:

ls -a -l -r -t foo bar

ls -at -lr foo bar

ls -a -rtl foo bar

and so on.

Options which take arguments
Some options themselves take arguments.

These arguments are completely seperate from the command's arguments.  These arguments belong to an option only.

E.g. the "lp" command (to print a file) has two options which require arguments.  Syntax:
lp [-c] [-m] [-p] [-s] [-w] [-d destination]  [-f form-name] [-H special-handling] [-n number] [-o option] [-P page-list] [-q priority-level] [-S character-set  |  print-wheel]   [-t title] [ -T content-type [-r]] [-y mode-list] [file...]
Note the -d, -f, -H, -n, -o, -P, -q, -S, -t, -T, and -Y options all require arguments.

The -n option takes the number of copies of the file to print as its option-argument.  E.g., to print 25 copies of file "foo":

ls -n 25 foo

The -d option takes the network name of the printer to print to as its option-argument.  E.g.:

ls -n 25 -d myprinter foo bar

"myprinter" is the option-argument for the "-d" option; "25" is the option-argument for the "-n" option.  "foo" and "bar" are the command arguments.

How does the command interpreter "know" which is which?  Simple.  If an option requires an argument the next string on the command line is taken as that argument.

If the next string looks like an option (begins with a "-"), an error is issued.

Let's say you use -d but forget to specifiy the name of the printer:

ls -n 25 -d foo bar

"foo" is taken as the name of the printer to print to - so "bar" is the only argument!  This situation will NOT generate an error, as the syntax is valid.

How do you know which command options take an argument?  You have to look at the documentation for the command, in its man page.  (See below).

Possible problems with options
- A null option (a dash followed immediately by a space or tab) is allowed, and does not cause an error.

So , a mistake like the following may not cause an error:

ls - al foo bar
The UNIX command syntax requires that any option letters follow immediately after the dash.  If you put a space between the dash and the option letters, the  option string becomes "" (an empty or null string).  The command interpreter just assumes there are no options specifiied.  "al" is the first argument, "foo" is the second, and so on.

You must not put a space between the dash and the following option letters.

- In UNIX, a string like "-l" is a legal filename.

So, a mistake like the following may not cause an error:

ls -a foo -l

The UNIX syntax is clear:

- "ls" is the command name

- "-a" is the (only) option string

- "foo" is the first argument

- "-l" is the second argument (!)

This is valid syntax - but probably will not do what you want.

Ensure all options are listed before the first argument.

- A filename such as "-l" can cause problems, as it looks like an option:

ls -alrt -l

Wrong result!
The workarounds are:

- Don't create filenames like this
- If you do, use the special "--" option-terminator string to tell the command interpreter "There are no more options after this point":

ls -alrt -- -l

Works!

Typical syntax errors
- Bad command name  Mistyping or misspelling the command name

If you enter the a string for the command which does not match one of the UNIX commands at the "$" prompt:

Using the Korn shell (on Solaris):

$ foo

ksh: foo: not found

$

Using the bash shell (on Linux):

$ foo

bash: foo: command not found

$

Both mesages indicate the system could not find a command with the name you entered.

Blank lines (containing no text) are acceptable - the system just ignores them.

- Bad argument name (incorrect filename, or non-existant file)

If you enter the a string for an argument which does not exist at the location you specified:

Using the Korn shell (on Solaris):

$ ls foo

foo: no such file or directory

$

Using the bash shell (on Linux):

$ ls foo

ls: foo: no such file or directory

$

Both mesages indicate the system could not find a file with the name you specified at the location you specified.

NOTE these two common errors produce similar but DIFFERENT error messages.  Each error message indicates EXACTLY what is wrong - if you read it!!  The most common error of all is not reading the error message.
Next section:

The UNIX online reference manual pages

Why Do I Care?

The online manual pages are the definitive reference for all UNIX commands and most UNIX features.  They are the ultimate reference for everything - and the only 'help' available online.

Thus you will need to get familiar with them, as you will need to use them sooner or later (probably sooner).

How much do I care?
A lot.  Knowing how to use the manual pages is fundamental to using UNIX.

The UNIX help facilities
There aren't any.  That's why this is a short chapter.


There are, however, innumerable books and Internet resources available.

'There are various add-on packages, utilities, and the like which your sysadmin could make available to you - but there is no standard or commonality among such software.  There are no standard UNIX utilities for 'help'.

In general UNIX assumes You Know What You Are Doing.

But, you might need just a quick look at a referencemanual, just to refresh your memory on some obscure option.  So the UNIX refereence manuals for all commands and many other things were put on disk, and a utility ("man", short for "manual") was written to access them.

These are affectionately known as the UNIX "man pages".

They are very dense and very technical and very scary to new users, but they are the definitive and most-used help resource in UNIX.

They just take some getting used to - much like UNIX.

The UNIX online reference manual pages
UNIX introduced the concept of having the system reference manuals available online.  Each documented item is fully described in its 'man page' (for 'manual page').  Each man page details one command or topic.  Collectively this documentation is referred to as the UNIX 'man pages'.

* A man page is the definitiive reference for a command (or function, or special file, etc.).

Note these are reference manuals.  They assume you already know all about the system, and just need a reminder on some small detail.  They make no concessions to non-experts.

A 'man page' can be (and often is) several physical pages long.

The UNIX online manuals are broken into several sections:

man(1)
- User commands

These are the commands you most commonly use, 

including the shells.

man(1M) - System administration
Commands usually used only by the sysadmin

man(2)
- System calls


Programmer's access to the kernel services

man(3)
- Library routines

Useful functions for programmers

man(4)
- File formats


Generally for system configuration files

man(5)
- Headers, tables, macros
More programming stuff

man(6)
- Demos


Often empty; usually graphical demo programs

man(7)
- Special files 


I.e. the interfaces to devices

man(9)
- DDI/DKI


(Device Driver Interface / Driver/Kernel Interface)

Device driver programmer's man pages.

There are a number of other subdivisions of the sections, but the main ones are listed above.  There are no other sections.  There is no section 8 any more (I suspect this was the section that used to be entitled "Games").

Each section contains a bunch of man pages, one for each command/topic in that section.

There can be any number of man pages for a particular word/command, potentially one in each section of the man pages.  E.g., there is a passwd command that users use to change their password - listed in section 1 of the man pages.  There is also an entry in section 4 with the same name, describing the system file passwd.

Each section contains a man page called intro which lists all the entries in that section, and a very brief description of each entry.

* A good way to find a command you suspect might exist but you don't know the name for is to browse the intro man page entry for the relevant section.

The "man" command (Solaris)
man pages are accessed via the 'man' command.  Syntax (on Solaris):

/usr/bin/man [-ksa] subject
* man will search through every section of the man pages, in order, until if finds the first man page whose name matches subject. 

man will display the man page found (if any) on the terminal.

To list all the subjects covered in section 1 of the man pages:

man intro

To list all the commands in section section_number:

man -s section_number intro

E.g.:

man -s 7 intro

To display the man page for the passwd file in section 4 of the man pages:

man -s 4 passwd
To search all sections of the man pages, and list every entry found (for command_name):

man -a [ command_name ]

If the entire man page scrolls by, you can view a page (screenful) at a time thus:

man [options] subject | more

You can dump a man page to a file, so you can look at it with an editor later:

man >myfile.man

To examine the man page for the man command:

man man
In UNIX literature, elements of UNIX are frequently referred to by listing the element's name, followed by the section of the man pages in which the element is documented.  For example, you can use the man(1) command to check the syntax of the ls(1) command.  The user changes his entry in the system file passwd(4) using the passwd(1) command.

The "man" command (Linux)
man pages are accessed via the 'man' command.  Syntax (on Linux):

/usr/bin/man [-ka] [section_number] subject
* man will search through every section of the man pages, in order, until if finds the first man page whose name matches subject. 

man will display the man page found (if any) on the terminal.

To list all the subjects covered in section 1 of the man pages:

man intro

To list all the commands in section section_number:

man section_number intro

E.g.:

man 7 intro

To display the man page for the passwd file in section 4 of the man pages:

man 4 passwd
To search all sections of the man pages, and list every entry found (for command_name):

man -a [ command_name ]

If the entire man page scrolls by, you can view a page (screenful) at a time thus:

man [options] subject | more

You can dump a man page to a file, so you can look at it with an editor later:

man >myfile.man

To examine the man page for the man command:

man man
Format of a man page

The UNIX manual pages are the definitive description of any element in the UNIX system.  As such, they are often so detailed and technical as to be almost unusable to non-experts.  (This is why users often have seperate references).

* However, knowing something about the format of the man pages makes it possible for a beginner to use them, without needing to understand all the technical details.  

* All man pages have a similar format:

$ man ls

Reformatting page.  Please Wait... done

User Commands                                          ls(1)

NAME

     ls - list contents of directory

The name of the element, and a one-sentence description of what it is/does.
SYNOPSIS

     /usr/bin/ls [ -aAbcCdfFgilLmnopqrRstux1 ]  [ file ... ]

     /usr/xpg4/bin/ls [ -aAbcCdfFgilLmnopqrRstux1 ] [ file ... ]

This lists the exact syntax of the command.

Note that sometimes there will be two versions of a command.  The one in /usr/bin (the default) conforms to UNIX usage before the merger of SVR4 and BSD versions.  The version in the xpg4 directory follows the current UNIX XPG4 standard.

There are small but sometimes significant differences between the default and xpg4 version.  The earlier version is the default to avoid breaking many older programs written using the earlier standard.

Note that the absolute path to the command is listed in the man page.  So if you need to know where a commnd lives (say, if it's not in you PATH) you can find out from the man page.

Format of a man page, cont'd

DESCRIPTION

     For each file that is a directory, ls lists the contents  of

     the  directory;  for  each file that is an ordinary file, ls

     ...

A complete description of the element, in complete detail.

Usually you can find out generally what the command does just from the first sentence, and almost always in the first paragraph.  After that the decription usually gets extremely detailed and technical.  You need to be a UNIX guru to understand every bit of it.  But you rarely need to.

This is usually where any differences between the 'old' and XPG4 version are detailed. 
OPTIONS

     The following options are supported:

     -a    Lists all entries, including those that begin  with  a

           dot (.), which are normally not listed.

     ...

This is where each option is described in detail.  There are usually far too many options, described in far too much technical detail.  But you can usually figure out what an option does from the first sentence of its description.

It's often useful to scan through the options a command supports.  A command will often have many more useful options that you might think at first.

OPERANDS

     The following operand is supported:

     file  A path name of a file  to  be  written.  If  the  file

           specified  is  not found, a diagnostic message will be

           output on standard error.

           ...

A description of the parameter(s) (filenames, etc.) a command takes.

Format of a man page, cont'd

USAGE

     See largefile(5) for the description of the behavior  of  ls

     when encountering files greater than or equal to 2 Gbyte

(2**31 bytes).

     ...

Notes about general usage of the command, but more often information about special cases, and how the command behaves in internationalized environments (non-US-English).

EXAMPLES

     Example 1: File permissions


...

ENVIRONMENT VARIABLES

     See environ(5) for descriptions of the following environment

     variables  that  affect  the  execution  of  ls: LC_COLLATE,

     LC_CTYPE, LC_TIME, LC_MESSAGES, NLSPATH, and TZ.

Shell environment variables that the command uses or that affect its operation.  Sometimes if a command is not behaving the way the man page says it should, it's because some environment variable is set in your environment.


...

EXIT STATUS

     0     All information was written successfully.

     >0    An error occurred.

Every UNIX command returns an exit status when it completes.  The UNIX standard is 0=Success/No error, nonzero=Failure/error.

Note that not all commands are very helpful about telling you exactly how/why they failed.

FILES

     /etc/group

           group IDs for ls -l and ls -g

A list of every file the command uses, touches, or looks at.

Format of a man page, cont'd

ATTRIBUTES

     See attributes(5) for descriptions of the  following  attri-

This section deals solely with how the command deals with/is affected by running in a non-US-English environment.

SEE ALSO

     chmod(1),  cp(1),  setfacl(1),  terminfo(4),  attributes(5),

     environ(5), largefile(5), XPG4(5)

A list of related commands, files, etc.

This can be very useful for learning more about how something works, or tracing down how to do something when you don't know of a command to do it.

...

NOTES ( "BUGS" in Linux)
     Unprintable characters in file names may confuse the  colum-

     nar output options.

Various notes about how the command does (or doesn't) work.  Any gotchas are listed here.  You should always check this section.

This section was originally entitled "Bugs".

Exercise:
Enter man ls.  Scan through the man page and learn what you can about it.  Try some of the options and see what happens.

Using man intro, find a UNIX command that looks interesting.  Then call up the man page for that command.

If the man page is incomprehensible, try another command.

Do this until you feel comfortable with using the man pages.

How UNIX commands are listed in documentation
UNIX documentation frequently refers to various commands or concepts documented in the man pages.  But a particular command or keyword may have multiple entries in the man pages, causing confusion about which one is meant.

So, it is universal practice to include the section of the man pages in which the command or subject is described, to eliminate any ambiguity.

Thus you would say you use the ls(1) to list the files in a directory, the mkdir(1) command to rmake a new directory, and the rm(1) command to delete files.

You never type the parentheses or the number in the parentheses on the command line.

But to change your password you use the passwd(1) command, which changes the system's passwd(4) file for you.

To find out about the passwd(1) command you would type "man passwd", or "man -s1 passwd", which does the same thing.

To find out about the format of the passwd(4) file, enter "man -s 4 passwd".
The remainder of this text follows this convention.

The GNU "info" System
The GNU project was not happy with the standard UNIX man pages for documentation, so they invented a hypertext-like way to represent documentation, called "info pages", and a command to display and navigate them, called "info".

The "info" system was an attempt turn the UNIX man pages into a hypertext-based system of documents.

hypertext basically means text that can some 'action' associated with it.  For example, clicking on a word might bring up a definition of that word, or bring up another document with information about the subject, and so on.

Web pages are one type of hypertext.  Certain strings or 'spots' can have an action associated with them.  Such text or 'spots' are called "hot spots".  On a web page the action associated with a hot spot is usually to bring up another web page in the current window.

When the GNU info system was written, there were no GUIs or mice; everything was text on a  terminal screen.  So in info(1) the only hot spots are chunks of text,  and the only way you can activate them is to move the cursor onto them and press the right key.  The mouse will (usually) not work.  (Mice were invented much later.)

The info pages

The info pages are not the same as the man pages even though they contain much of the same information..
The info pages (generally) contain all the same information as the man pages;

However, they frequently contain more information than the corresponding man pages.  Sometimes man pages have no place to put certain information, so it is just left out.  Such information will be in the info page.

info pages are often easier to read than man pages.

The man pages are just a collection of individual man pages;

The info pages are a single entity, containing within it 'pages' for every UNIX command or subject.

While the info pages are broken into a bunch of individual files, they are still considered a single entity.

For the man pages, exactly one man page is contained in exactly one file; Many info pages may be contained in the same file.

When a man page refers to another command, you have to manually call up the (entire) man page for the command, and find the relevant part.

Using info(1), you can press a key to see the relevant information only for the other command, and return to where you were by pressing another key.

For any given command (or subject), there will probably be a man page, but there may or may not be an info page.  It depends on who wrote the command (or manpage).

Info pages are the standard and preferred form for documenting GNU software.  This means GNU software usually has info pages; non-GNU software usually does not.

Linux is GNU software.

GNU software packages can be installed on non-GNU UNIX systems.  So there may be info pages for the GNU package but not for anything else.

The info pages: structure

In info(1), each set of documentation 'pages' for a particular part of a subject is called a node.  A node may consist of several physical pages ("screenfuls").  Each node deals with exactly one aspect of the subject.

The complete set of nodes to describe a particular command or subject is called its "info page".  An info page consists of one or more nodes.

Often a complete info page (with all its nodes) is contained in a single file.  Sometimes the info pages for several subjects are kept in the same file.

Such files usually are named "some_name.info".

The info pages are often easier to read than the man pages.  However, it is more difficult to find what you are looking for in an info page, because you may have to look through several nodes instead of one man page.

The nodes for an info page are organized in a hierachical (tree-like) structure.  The topmost node is called the root node.
Each node can have a node above it, an node below it, and a node to the left and right.

The node "above" a node contains more general information than the original node.  It contains "higher level" information.

E.g., running 

info ls
displays the top level node for the ls(1) command.  The next node "up" is the node for "directory listings" of any kind; the next node up from that is the node for UNIX "core utilities" (lots of different UNIX commands), the next node up from that is "top-level" node, with links to all the major subjects in the info system.

The info(1) command
You invoke the info command similarly to the man(1) command:

info command_or_subject_name

E.g., type:

info ls

and the main node for the ls(1) command is displayed in the info(1) reader window.  It should look like this:

File: coreutils.info,  Node: ls invocation,  Next: dir invocation,  Up: Directo\

ry listing

`ls': List directory contents

=============================

   The `ls' program lists information about files (of any type,

including directories).  Options and file arguments can be intermixed

arbitrarily, as usual.

   For non-option command-line arguments that are directories, by

default `ls' lists the contents of directories, not recursively, and

omitting files with names beginning with `.'.  For other non-option

arguments, by default `ls' lists just the file name.  If no non-option

argument is specified, `ls' operates on the current directory, acting

as if it had been invoked with a single argument of `.'.

   By default, the output is sorted alphabetically, according to the

locale settings in effect. (1) If standard output is a terminal, the

output is in columns (sorted vertically) and control characters are

output as question marks; otherwise, the output is listed one per line

and control characters are output as-is.

--zz-Info: (coreutils.info.gz)ls invocation, 48 lines --Top---------------------

Welcome to Info version 4.5. Type ? for help, m for menu item.

The top line (called the "header") gives the following pieces of information:

· The name of the info page this node was extracted from

· The name of the node being displayed ("ls invocation")

· The name of the "next" node in the tree ("dir invocation")

· The name of the "previous" node in the tree (nothing listed, so no previous node available)

· The name of the node "above" this node ("Directory listing")

The second-to-last line (called the "mode line") gives the following information:

· The info node cannot be changed (edited) ("--zz-")

· The file from which this node was extracted ("(coreutils.info.gz)")

· The name of this node ("ls invocation")

· The total number of lines in this node ("48 lines")

· The percentage of lines in this node which are 'above' the top of this window ("Top" - which means the top of the node page is being displayed)
Navigating within a node
A node page may be longer than will fit completely within the terminal scrren (or window) you are using.  The following commands allow you to move through the node page.

- Move the cursor down one line ("next line"):

^n
"Down-arrow" may work.

- Move the cursor up one line ("previous line"):

^p








"Up-arrow" may work.

- Move the cursor one character to the right ("forward"):
^f








"Right-arrow" may work. 

- Move the cursor one character to the left ("backward"):
^b








"Left-arrow" may work.

- Move the cursor to the beginning of the line:

^a








"Home" may work.

- Move the cursor to the end of the line:


^e








"End" may work.

- Scroll forward to the next screenful of text:


space









"Page Down" may work.

- Scroll backwards to the previous screeenful of text:
Del (Key marked "Delete").









"Page Up" may work.

- Reposition to the top of the node page text ("beginning"):
b
Navigating across nodes

A node may have other nodes "at the same level", all of which give information about the same general topic.  Such nodes are labeled "previous" ("to the left"), and "next" ("to the right").

Generally the "leftmost" node at a given level is the "first" one (the one you start on at that level).

- Move to the "next" node:



n
Note the "space" (scroll forward one page) command given at the end of the node page will act like a "next" command.

- Move to the "previous" node:


p
Note the "Del" (scroll back one page) at the beginning of a node page will act like a "previous" command.

A node will have a node "above" it, giving more general info, or providing links to a variety of other nodes.

- Move "up" to the "next level up" node:

u
A node may have many 'child' nodes, but only one 'parent'.  So the "u" command will always 'know' where to go.

Since there are many possible nodes to go to "one level down", you have to specify which one you want to go to.  You do this with a menu selection (see below).

- Move up to the topmost node in the tree ("top"):
t
The "u" ("up") command moves up through the node hierarchy.  Menu selections move down through the node hierarchy.
Info menus

A node may hyperlink to other node trees "below" it.  The only way to get to such nodes is via a "menu selection".

An example of a menu in an info node:

Every menu begins with a line beginning with "* Menu:".

Every menu entry begins with a "*".  The menu entries are often listed at the left edge of the screen, but may also be embedded in the text.

Each menu entry is always on a seperate line.

Each menu entry consists of six pieces, left to right:

· The "*"

· A human-friendly name of the node

· A ":"

· A computer-friendly name of the node (blank if it is the same as the human-friendly name)

· A ":"

· A brief textual description of what the node describes.

Each menu line is a hyperlink.

Selecting Info menu items

Menus are usually on the last 'page' of text in a node.  However, there may be more than one menu in a node.

There are multiple ways to select a menu item:

· Move the cursor onto the line containing the menu item.  Then hit Return (or Enter).

· Hit the Tab key until the cursor moves to the menu item you want.  Then hit Return (or Enter).

· Type "m".  The prompt "Menu item: " will appear on the last line (which is called the "minibuffer").  At this prompt type either:

· The human-freindly name of the node to go to, or

· The computer-friendly name of the node to go to, or

· Return (or Enter) which will select the default entry (which is always the first entry), or

· ^g which aborts selecting a menu entry.

The list of nodes in a menu are usually all "at the same level" - which is "one level down" from the current level.  They provide more detailed information about the topic of the current node.

Note when using "space" to page down through a node, hitting "space" on the last page of a node is the same as selecting the first entry on the menu (if there is a menu at the bottom of the page).

Also hitting "Tab" will move forward to the first (or next) menu entry in the node.

Hitting "?" will display a list of keystrokes and a description of what they do in info(1).
info(1) has many more features than are listed here.  Type the command:

info info

for more info.
Online documentation
- Sun has put all of its documentation on line at:

http://docs.sun.com/

- The Free Software Foundation ( the GNU people) have all of their latest documentation online at:

http://www.gnu.org/doc/doc.html

- Similarly Red Hat has put all of their Linux documentation online at:

http://www.redhat.com/docs/

- There are tons and tons and tons of UNIX resources online.
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Why Do I Care?

vi is the standard UNIX editor, the best editor shipped with every UNIX system, and is still very widely used.  Anyone claiming to be versed in UNIX must be able to use vi.

We'll be using vi extensively for the remainder of the class.
How much do I care?
A lot.  vi is the UNIX editor, even though there are better ones available.

You'll be expected to know how to use vi after this section.  In fact, you'll need to know how because you'll be using it frequently throughout the rest of the class.

What is text?
Text is just ordinary characters, typically from a single language encoding (such as ASCII).

It contains no fonts, no italics, no bolding, no superscript, no colors, links, or anything else.  Just simple characters, such as can be typed on a typewriter.

What is a "line" of text?
(Define "newline" in class)
UNIX Text Editing
Once upon a time: computers, cards.

Then teletypes. 50 baud.  Sloooooooow  But phone links were possible (evolved for press  wire services)

By the way - 'baud' officially means 'bit transistions per second'.  It does not mean the same as 'bits per second'.  On a seial link, it usually takes at least 9 bit transistions to transfer one 8-bit byte.

Then 110.  Then 300.  Fast enough to be usable.

But 300/9=33.3 chars/sec.  Average page 40chars x 60 lines = 2400 chars; -> 72 seconds/page.  Over a minute to refresh every time you page up or down.

So it was a Good Thing to minimize the number of characters you had to send back and forth.

(Arrow keys, ESC, and the commands that tell the terminal to move the cursor one line up/down, or one character right/left are three bytes each)

Card editing -> line editing (one line at a time)

* The 'ed' editor was written for this environment.  Best there was.  Alternative was cards.

The DOS 'edln' editor was derived from this.

Then faster lines, better terminals evolved.  But all terminals were different, sometimes very different!

* 'ex' editor is written.  A rewrite of ed, making it more consistent and more capable.  It also was written to minimize the differences between terminals as much as possible.

'ex' for 'ed extended'.

* Bill Joy (later cofounder of Sun) went to Berkeley on sabbatical, worked on UNIX more, wrote vi.  It was revolutionary.

'vi' stands for 'visual'.  Note it's pronounced "vee eye".

vi is an extension to the ex editor.  vi is in fact sort of a 'special mode' of ex.

* Note that vi is based on ex, which is based on ed.  A lot of why vi is the way it is is because of this heritage.

The vi editor:  Startup
vi is the standard UNIX editor.  vi, ex, and ed are the only editors shipped as part of all UNIX systems.  This is why vi is still widely used, even though there are much better editors available from third parties.  It's the 'lowest common denominator".  If you're a UNIX user, sooner or later you will have to use vi.  We'll be using it extensively in this class.

vi can be invoked as follows:

vi

vi filename

vi filename1 filename2 ...

In the first case vi starts with an empty buffer (signified by the tilde (~) character all down the left column).  It asks you if you want to save your work if you attempt to exit.

In the second case vi opens the file, reads it into its memory buffer, displays the first part of the file (as much as will fit on the screen), and awaits commands.  If the file doesn't exist, vi just opens up with an empty buffer, as above.  vi will silently create the file for you if it doesn't exist.

In the third case vi opens up the first file and lets you edit it.  Once you're done with that file you can save it, then enter :n to close that file and automatically open the next, and so on.

Once invoked, vi responds to keystrokes for entering text and executing editing commands.

Note that in general vi will only understand the keys that exist on a normal typewriter keyboard.  Specifically, it may not understand the arrow keys, function keys, or any of the keys to the right of the normal typewriter keys.

* You cannot count on having the arrow keys work.  If they do it was because the system administrator was nice enough to set them up for you.  Thus you should become comfortable with vi's cursor manipulation keys and not depend on the arrow keys.

vi is a full-screen editor, which means that the entire terminal screen is used to display a chunk of the file you're working on.  You can see changes as you make them.

But vi was written before mice were invented, and even before arrow keys were generally available on terminals.  Thus vi does not  know anything about the mouse or arrow keys.

Specifically, you cannot cut and paste or move the cursor with the mouse in vi.

The vi editor:  Modes
The biggest fundamental you need to know about vi is that it is a modal editor.  This means that what happens when you hit a certain key depends on what mode the editor is currently in.  Most people (including me) hate this.  This is also very confusing to beginners.  Hang in there; it sounds worse than it is.

The book says it has two modes, but I really think it's better understood as having three:

Command mode
All keystrokes are interpreted as editing commands, not text entry.

You can move the cursor around, delete stuff, move stuff around, etc. in this mode.

Insert mode
All keystrokes are taken to be input, and put directly into the file.

You can only input text into the file in this mode.

'ex' mode
(My name).  All keystrokes are taken to be commands to the underlying ex editor.

You can only use ex commands in this mode.

You're normally switching among these three modes often while you're working.

vi always starts up in command mode.

The vi editor:  Modes, cont'd
This is how you switch among the modes:

From command mode:

To switch to insert mode

Type any of the text-insertion commands: a, A, i, I, o, O, R

vi normally gives no indication that you are now in command mode.  Apparently nothing happens.  But any key you now type will result in characters inserted into the file.

To switch to ex mode

Type a single colon key (:).  A single colon will appear at the lower left of the screen.  Now type any ex command.  The command you type will appear following the colon.  When you hit return, vi executes the command and (always) returns to command mode.

From insert mode:

To switch to command mode

Hit the escape key (marked Esc, upper left of the keyboard).  vi gives you no indication that you are now in command mode.  Apparently nothing happens.  But any key you type now will be interpreted as a vi command.  Most commands will execute and leave vi in command mode.

To switch directly from insert mode to ex mode is not possible.  You must go from insert mode to command mode, then from command mode to ex mode.

From ex mode:

To switch to command mode

As soon as you enter an ex command, vi executes it, and returns immediately to command mode.

To switch directly from ex mode to insert mode is not possible.  As soon as the ex command completes, you are automatically back in command mode.  You can then go from command mode to insert mode.

The vi editor:  showmode
showmode

Here's a helpful feature built into vi.  When you enter the ex command 'set showmode' and hit return, vi will display the words "INSERT MODE" on the bottom right of the screen whenever you're inserting text, and "APPEND MODE whenever you're appending (inserting) text.  In either case vi is in insert mode.

Unfortunately vi displays nothing when in command mode; it only diplays the message when you're in insert mode.

You can always tell when vi is in ex mode - there's a single colon displayed in the lower left corner.

So when using this feature, if you see nothing on the bottom line of the screen, you're in command mode.

The vi editor:  Example
Example:
Start up vi.  vi starts up in command mode, so you're in command mode.  If the file is empty, vi displays a column of tildes (~) down the left column.

Let's turn on the showmode feature.

Type a single colon character (:).  This puts vi in ex mode, and a single colon will appear at the lower left corner of the screen.

Type "set showmode" (no quotes) and hit return.  The text should appear after the colon and disappear when you hit return.

Since you just executed an ex command, you are automatically put back into command mode.  Note that there is no indication on the screen that you're in command mode.

Now insert some text.

Put vi into insert mode.

In this case let's use the 'i' (for insert) command.  This command says to go to insert mode, and start inserting text into the file wherever the cursor is.

Type a single i character.  As we've turned on the showmode feature, the words "INSERT MODE" should appear in the lower right of the screen.

Type in about ten lines of text.

Note vi does not do any automatic breaking of lines by default.  When your text approaches the right edge of the screen, you must manually hit return to go the next line (unless you turn on the wrapmargin=n option).

vi does do autowrapping of lines -  which can be confusing.  This means that if vi sees a line that is too long to display on the (terminal) screen, it can automatically display what would normally be beyond the edge of the screen on the next line.  This is an option; it may not be turned on.

Remember that even if vi displays your lines autowrapped, they're still overlong lines in the file.  You will have problems with any files which contain overlong lines.  So make sure to always hit return at the end of each line of text.

The vi editor:  Example, cont'd
Return to command mode.

Hit the escape key.  Note that the words ”INSERT MODE" disappear.  vi is now in command mode.

Use the cursor control keys to move around.

* The arrow keys on the keyboard may or may not work correctly at any UNIX site.  So you should get used to vi's 'generic' arrow keys.  These correspond to modern arrow keys as follows:

h
Left arrow

j
Down arrow

k
Up arrow

l
Right arrow

These were considered 'convenient' keys to use, as one didn't have to move one's fingers off the 'home' keys on the keyboard to move the cursor around.

Practice using thsse until you're comfortable with them.

Note that you can only use these to move the cursor when you're in command mode, as they are 'commands'.

Do some actual editing - insertion.

Move the cursor somewhere where you want to insert a word.

Tell vi you want to insert text starting where the cursor is.  Enter the 'i' command.  Note vi tells you you're in insert mode.

Type in a word or two.  Notice that vi inserts into the file starting where the cursor is, and shifts everything over appropriately.

Note that if this makes any lines overlong, you'll have to come back and manually put returns at the end of the lines to reformat them.

Exit insert mode and return to command mode by hitting escape.

The vi editor:  Example, cont'd
Do some actual editing - deletion.

Move the cursor to something you want to delete.  Note that since you're in command mode, you can now use hjkl keys to move arround.

Delete the character under the cursor by hitting the 'x' key.  Note vi shuffles everything to the left as necessary.

Note the x command deletes one character, but remains in command mode.  You can use the x command as many times as you want and never leave command mode.

Repeat till you're comfortable with this.

Save the file.

Anything having to do with files is done with ex commands.  So you must put vi in ex mode.  Type a single colon character.  A colon should appear in the lower left of the screen, indicating vi is awaiting an ex command.

Write the current contents of vi's buffer (what you're editing) back to the disk file.  Use the 'w' command (just hit a w and hit return).

Note vi gives no acknowledgement.  The command and colon disappear, and vi reverts to command mode.

Verify that vi is in command mode by using the arrow keys to move the cursor around.

Quit vi.

Quit is an ex command.  Issue the ex command 'q'.

If you have made changes since you last saved, vi will tell you so and refuse to quit.

If you want to throw away your changes (since you last saved), tell vi you insist.  Issue the following ex command: 'q!'.  This tells vi to discard any changes since the last save and quit.

The vi program exits, the shell resumes control, and issues the next prompt.

The vi editor:  Objects
vi has the concept of 'objects'.  Commands operate on objects.  For most commands, you need to tell it what type of object to operate on.  Some special format commands imply the type of object it will operate on.  E.g., the dd command will always delete lines.

Objects are always defined relative to the current cursor position.

The objects vi knows about are:

character

h
Character to the left of the cursor

j
Character to the right of the cursor

k
From the current cursor position to the corresponding one on the next line above

l
From the current cursor position to the corresponding one on the next line below

word (a string of characters surrounded by whitespace)

w
Word consisting of the characters from the cursor position to the next whitespace or end-of-line

W
Word consisting of the characters from the cursor position to the next whitespace or end-of-line, including any following punctuation

b
('back')  Word consisting of the characters from the cursor position to the preceding whitespace or beginning-of-line

B
Word consisting of the characters from the cursor position to the preceding whitespace or beginning-of-line, including any following punctuation

sentence (a string of words ending with ., !, ?, followed by end-of-line or two spaces)

)
String of words from the cursor to the next end-of-sentence

(
String of words from the cursor back to the previous end-of-sentence

paragraph (a group of sentences surrounded by two consecutive carriage returns)

}
Cursor to next end-of-paragraph

{
Cursor to preceding end-of-paragraph

There are others which we won't go into.  Consult the vi(1) man page for more info.

* Note that using one of the object specifiers as a command (e.g., just typing 'w') implies move to the next/previous object of that type.

The vi editor:  Command format
vi commands have a general format.  vi evolved towards this format, so not all commands are consistent with it.  But most are.  The format is:

"buffer_name repeat_count command object_type
buffer_name is the name of an optional buffer.  Any text altered by the command will be placed in the buffer.  Buffer names can only be a single character (a-z, A-Z, or 0-9).  The " is required to identify that the following character is a buffer name.

repeat_count is the number of times to execute the command.  E.g., 3x deletes three characters.

command is the vi command.  Most vi commands are single-character.

object_type names the type of object to act on.  E.g., for the 'd' command, 5dw deletes 5 words, 2d) deletes 2 sentences.

Most (but not all) vi commands follow this syntax.

The vi editor:  Commands
Here's a list and brief description of most vi (command mode) commands.

Inserting text:

a
Append text starting to the right of the cursor

A
Append text starting at the end of the current line

i
Insert text starting under the cursor

I
Insert text starting at the beginning of the current line

o
Insert an empty line just below the current line, move the cursor there, enter insert mode

O
Insert an empty line just above the current line, move the cursor there, enter insert mode

Moving the cursor (note these are object types):

Characters

h
Once character left

j
One character down

k
One character up

l
One character right

Words

w/b
Move one 'word' to the right/left

e/E
Move to the End of the current word (E: including punctuation)

Sentences

( )
Move to the end of the current/previous sentence

Paragraphs

{ }
Move to the end of the current/previous paragraph

Other movement

0/$
Move to the beginning/end of the current line

G
Move to the end of the file

nG
Move to line number n

H
Move to the top of the screen

M
Move to the middle of the screen

L
Move to the bottom of the screen

^d/^u
Scroll down/up one half 'screen'

^f/^b
Scroll down/up one full screen

The vi editor:  Commands, cont'd
Editing:

x

Delete the character under the cursor

X

Delete the character to the left of the cursor

dobject
Delete the object starting at the cursor, to the right

dw
Deletes a word

d{
Deletes a paragraph, etc.

dd
Delete the line the cursor is on (dd is a special format command)

D
Delete from the cursor to the end of the current line (special format command)

r
Replace the character under the cursor with the next single character you type

R
Start replacing (overwriting) characters starting with the character under the cursor, until you hit ESC.

Searching:

/string
Searches for the string you type.  (Note the string can actually be any Regular Expression.  We'll talk about regular expressions in a later class.)

?string
Same a /, except searches backwards from the current cursor position.

n
Searches for the (n)ext occurance of the string you just searched for.

N
Searches for the (N)ext occurance of the string you just searched for, but searches in the opposite direction from the previous search.

Cutting/Pasting

yobject
Yank a copy of object into the buffer

Y

Yank a copy of the current line into the buffer

p

Paste the contents of the buffer after the cursor

P

Paste the contents of the buffer before the cursor

The vi editor:  Commands, cont'd
Miscellaneous

u


Undo last command.(only)

U


Undo changes to the current line

J
"Join" the next line to the current one.  (This is the only way to merge two lines into one).

^g
(Control-G)  Show the name, total number of lines, and current line number of the file you're editing.

^l
(Control-L)  Refresh the vi window.  This will clean up the window if a system message or notification has messed it up.  Such a message might garble the screen, but vi doesn't care.  Doing ^l tells vi to redraw the screen with what it thinks are the current contents of the file.

The vi editor:  ex Commands
ex commands:

w
Write (save) the current main buffer contents to the file

q


Quit

q!
Quit without saving any changes made since the last save

r


Read in a file (at the cursor)

e filename
Close the current file; then edit filename

set


Show vi's most commonly used settings

set all

Show all of vi's current settings

set option=value
Set vi option option to value value

!shell_commnd
Execute the UNIX command without leaving the editor.

There is a list of vi commands on page 278 and following in the text.

The vi editor:  Commands, cont'd
Exercise:
Start up vi.

Enter a half-page or so of  text.

Try every one of the commands listed on the last three pages while you're doing this.

Print the result.  (Do you have any overlong lines in your file?)

The vi editor:  Editing buffers
A buffer (in this sense) is just a temporary place to store data.

The main buffer in vi is the one that's displayed on the screen.  You can read a file into the main buffer, and write the main buffer to a file.  You cannot do this to any of the other buffers.

vi also has two sets of built-in buffers available for use.  These are useful, mainly for moving around or reorganizing text.  Think of them as places to temporarily store chunks of text.

Any buffer can hold any amount of text, from a single character to an entire file (just like the main buffer).

All these buffers have single-character names.

The lettered buffers are named a through z.  They are for general use.

The numbered buffers are named 0 through 9.  They are special purpose, have some different characteristics, and are useful mainly for undoing mistakes.

You cannot display the contents of or 'switch to' any buffer.  vi only displays the contents of the main buffer.  Buffers are not like individual 'windows' in MS Word or similar products.  They are more like multiple 'clipboards', that only exist in vi.

If you want to see what's in another buffer, all you can do is paste its contents into the main buffer to see it.  If you want you can then press u to 'undo' the paste.

Buffers are temporary.  When you quit vi, the contents of all buffers are lost forever.

While vi is running, the contents of the lettered buffers remain unchanged, until you explicitly overwrite them, append to them, or quit vi.

The vi editor:  Cut, Copy, and Paste
You cut, copy, and paste in vi using buffers.

The cut, copy, and paste commands follow the vi command standard, so they can take a buffer name prepended to the command.

For the cut (delete) commands  (x, dobject, dd), the text is copied into the buffer before it is deleted from the main buffer.

For the copy commands (y, Y) the buffer is the place the text gets copied to.

For the paste commands (p, P), the buffer is the place to get the text to paste.

E.g.:

"fyw

Yank (copy) the word to the right of the cursor into buffer f
"qdd

Copy the current line into buffer q, then delete it.

"aP

Paste the contents of buffer a after the cursor in the main buffer

"g15P
Paste the contents of buffer g into the main buffer 15 times.

(NOTE: this doesn't work, as the p command does not accept a repeat count. Only one copy will be pasted in).

Note that when you use any of these commands without specifying a buffer name, vi still uses a buffer.  It uses the unnamed buffer (actually buffer 0) as the default buffer.

Exercise:
Start up vi.

Enter about five lines of text into the main buffer.

Move the cursor to a word on the third line.

Cut (delete) the word, leaving a copy in buffer c.

Move the cursor to the end of the first line.

Paste the word from buffer c back at the end of the line.

Move the cursor  to the beginning of the last line.

Paste the contents of buffer c into the main buffer here.

Move the cursor to the beginning of the first line, and paste the contents of buffer c here.

The vi editor:  The numbered buffers
The numbered buffers are special-purpose, and act a bit differently than the letter buffers.

Whenever you use a command that can use a buffer, but you don't specify a buffer name to use, vi uses the unnamed bufer (actually buffer 0).

Before it writes anything to buffer 0, vi automatically writes the contents of buffer 0 to buffer 1 (destroying whatever was there).

Before it writes anything to buffer 1, vi automatically writes the contents of buffer 0 to buffer 2 (destroying whatever was there). 

Before it writes anything to buffer 2, vi automatically writes the contents of buffer 0 to buffer 3 (destroying whatever was there). 

Before it writes anything to buffer 3, vi automatically writes the contents of buffer 0 to buffer 4 (destroying whatever was there). 

Before it writes anything to buffer 4, vi automatically writes the contents of buffer 0 to buffer 5 (destroying whatever was there). 

Before it writes anything to buffer 5, vi automatically writes the contents of buffer 0 to buffer 6 (destroying whatever was there). 

Before it writes anything to buffer 6, vi automatically writes the contents of buffer 0 to buffer 7 (destroying whatever was there). 

Before it writes anything to buffer 7, vi automatically writes the contents of buffer 0 to buffer 8 (destroying whatever was there). 

Before it writes anything to buffer 8, vi automatically writes the contents of buffer 0 to buffer 9 (destroying whatever was there).

Before it writes anything to buffer 9, vi automatically throws away whatever's already in it.

So you can think of the numbered buffers as a cascade. When you write something to buffer 0, it causes the contents of buffer 8 to be copied to buffer 9, buffer 7 to buffer 8, etc. until the contents of buffer 0 is written to buffer 1.  Then the stuff you wanted to write to buffer 0 is actually written.

You can use this as a crude way to undo multiple mistakes if you're careful.

The vi editor:  The numbered buffers, cont'd
Exercise:
Start up vi.

Enter ten lines of text, each numbered in some way. ("This is line 1/This is line 2/ or something similar).

Move the cursor to the first line.

Delete the first line.  Do not specify a buffer to receive the deleted line; let vi default to using the default buffer (0).

Delete the second line.  (Which buffer now contains this line?  Which buffer now contains the first line?)

Continue until you've deleted all the lines.

Now paste the contents of buffer 9 into the main buffer.

Then paste the contents of buffer 8, 7, ... until you've pasted the contents of buffer

zero back into the main buffer.

The vi editor:  Initialization techniques
- The .exrc file

- The environment variable EXINIT
Next section:

Review of text editing concepts and commands you should know.

Why Do I Care?

These are things you should  be comfortable with at this point.

How much do I care?
A lot. We've done mostly fundamental stuff so far, which you should be able to handle.  If you're having prolems with these commands, you should go back and get them cleared up.

Review of UNIX Text Editing concepts you should know
What is text?

What is a line (of text)?

What is a "newline"?

What is "ed"?
What is "ex"?
What is "vi"?

What are vi's modes?

What commands allow you to insert text?

What commands allow you to delete text?

What commands allow you to move text from one place to another?

What commands allow you to save the current state of the file?

What is the main buffer?

What are the letter buffers?

What are the number buffers?

What are the vi text objects?

How do you move the cursor in vi up/down/left/right?

How do you change an option in vi?

What is "emacs"?
Review of text editing commands you should know
GUI text editiors

CDE

Linux

vi

Changing to command mode

Changing to insert mode

Changing to ex command mode

Moving the cursor

Inserting text

Deleting text

Saving text in a buffer

Recovering text from a buffer

Saving the file

Exiting vi

Chapter 5:
The UNIX file system

The UNIX file system - Basics

Aside: The ASCII character set

File names

Directories

Filename wildcards

Paths to a file

Hardware concepts:

Disk controllers

IDE and SCSI characteristics

Disk filenames

Disks, partitions, and slices:

UNIX disk partitions

PC disk partitions

UNIX comes to the PC

How the filesystem works:

inodes

Directory entries

How the filesystem uses inodes

Hard links

Symbolic links

Files and the filesystem

File details

Listing file details

Users

Groups

File permissions

Setting file permissions

Directory (file) permissions

Basic UNIX file system commands

The umask command

The file command

The find command

Next section:

The UNIX file system - Basics

Aside: The ASCII character set

File names

Directories

Filename wildcards

Paths to a file

Why Do I Care?

These concepts are essential to using a UNIX system.

How much do I care?
A lot. 

The UNIX file system - Basics
* What is a file?

A collection of bytes that you can read or write.  

Something that can receive, contain, or produce bytes.

Everything on a UNIX system that meets this description is a file.

This includes all hardware devices on the system.  These files live under /dev.  E.g., keyboard (/dev/kbd), mouse (/dev/ms), memory (/dev/mem), etc.

The UNIX file system is hierarchical.

Files can be grouped into directories (much like "folders" in Win98, and very like "directories" in DOS).

Directories can contain files or other directories (known as "subdirectories"), ad infinitum.

* The top of the directory structure is always the directory "/", known as the "root" directory.  All files in the UNIX file system can be gotten to starting from the root directory - no matter where they are.

There are no "devices" or "drives", or "drive letters" as there are in all variants of MS Windows.

The system administrator sets up the file system so that the user never needs to know what's on what physical disk - or even which machine the file physically resides on.

* Every file, no matter where it is, can be accessed by specifying the full path to the file starting from the root directory.  E.g.:

/usr/bin/vi
The vi editor program

/usr/dt
The directory containing all the CDE programs

/net/solaris/export/home/unex/unix


The directory containing all the student's home directories.

(Point of interest: the last directory above is not physically on your system, but actually on the server in the back room.)

The UNIX file system - Basics
* The UNIX file system looks to a user like one big virtual file system, starting at the root directory on your system, and branching out to (potentially) include any file anywhere.

Thus UNIX has a 'virtual' file system:  Every file and directory, no matter where it's physically located, is accessible via a path starting from the root directory.  E.g.:

The ls command (/usr/bin/ls) is located on the disk inside your workstation

My home directory (/export/home/unex/faculty/theis) is located on a disk in the server in the back room.

Your home directories are all located on the server in the back room.  Thus you can log into any workstation in the lab, and still get to your files easily and transparently.

In general, files are always accessed via a path from the root directory, no matter where they physically are.

It's called a virtual file system, because the way you address any file is independent of where it is physically located.  It's virtually the same as if it were physically constructed the way it looks to a user (even though it's actually not).

A user need never know the  physical location of a file, just its logical location in the filesystem - the path to the file starting from the root directory.

* Under UNIX, you generally don't need to know or care about what's on what disk, and what the disks are called.  Everything is accessible via some path starting from the root.directory.

This includes files/disks available to you over the network.  A disk can be 'hooked in' to the virtual directory hierarchy with system administrator commands, and thereafter files on it can be available to anyone, potentially anywhere.

Side note:
The ASCII character set
People use characters like a-z, A-Z, 0-9, !@#$% and so on.

Computers, ultimately, only use binary numbers, consisting of 0s and 1s.

After a lot of different approaches, the computer world settled down to a system that grouped 8 binary bits (the smallest unit of information that can be stored) into a chunk, called a 'byte' (an intentional pun on the word 'bite').

* To oversimplify - all computers today deal with information in bytes.  That is the most-used size of a piece of information.

Bytes can only contain 8 bits, consisting of 0s and 1s.  E.g.:
11001101


It's inconvenient to display information in binary (0s and 1s), so programmers generally display information in a different numbering scheme which represents the same thing.  These schemes are called "octal" (base 8) or "hexadecimal" or "hex" (base 16).

We won't be going into these numbering schemes.  Suffice it to say that programmers usually use these schemes when they're displaying information.

A byte can only contain 256 different combinations of 0s and 1s.  Thus a byte can only represent 256 different numbers, in the range 0-255.

For technical reasons, for a long time only 7 of the 8 bits were actually used to store information.  Most of the standards for representing information evolved while only 7 bits were being used.  Thus generally only the numbers in the range 0-127 are usually used for representing human-readable information in computers today.

Programmers needed a way to store characters that people use in a way that computers could deal with.  So they came up with a 'code', where each number in the range 0-127 would correspond to a single character commonly used in the American English language.

Two standards for encoding characters into binary numbers eventually developed.  

EBCDIC (Extended Binary Coded Decimal Interchange Code) was standardized and used by IBM, and is still used by them today.

* ASCII (American Standard Code for Information Interchange)  became the universal standard, and is the standard that UNIX uses.

Exercise:  You can view the table listing every character in the ASCII set and its corresponding value, by issuing the command man ascii.  Do this now.

File names
File names must be comprised of ASCII characters.

They are limited in length - but the limit is very large (255 characters?)

They can be a string of any ASCII characters that makes a unique filename in the current directory.

* BUT there are a bunch of characters the shell considers 'special', and will automatically do special things with.  These are known as "shell metacharacters".  We'll talk a lot more about these later, but for now just know to avoid using any shell metacharacter in a filename.  You can make legal filenames using these characters, but you'll have all sorts of bizarre problems trying to use them.

* Characters to avoid (listed on page 58 in the text):

! @ # $ ^ & * ( ) \ | [ ] ; " ' < > ? /

Also, even though it's not a metacharacter, don't start a filename with a dash (-).

You can create and use a filename containing the space character (or even all spaces), but doing so will create obvious (and unobvious) problems.

Files whose names begin with a period (.) are considered to be "hidden" files.  This means that the ls(1) command will not list these files by default.  To list such files you must use the -a switch with ls(1).  E.g.:

$ ls

Mail

$ ls -a

.                 .dt               .login.sav        Mail

..                .dtprofile        .sh_history

.Xauthority       .fm               .solregis

.desksetdefaults  .hotjava          .wastebasket

$

Hidden files are not protected in any way from being listed or used by you or anyone else.  It just means ls(1) won't list them by default.

UNIX per se does not do anything special with or even look at a filename's 'extension' (terminal period followed by up to three characters).

However, many programs that run under UNIX both generate files with specific filename extensions, and expect to see and use such files.  Commonly used extensions are listed on page 60 in the text.

Directories
** A directory is a special kind of file, but it is a file.  It contains a list of the filenames contained in the directory.

In the path /usr/bin/vi, the file "/" is a directory file, as is "usr", and "bin". (The root direcotory is a special case, having the name "/").

Directories in  UNIX are analogous to directories (folders) in Win9x.

Since a directory is a file, it has a file name.  Such names follow all the guidelines for file names listed above.

There is an old convention that directory files have the filename extension ".d".  You can see this in the directories /etc/init.d, /etc/rc0.d, and so on.  The convention was used for some system directories, never really caught on.

Directories of interest:

- The current directory (exists in every directory, having the name ".").

- The parent of the current directory (exists in every directory, having the name "..").  Try the following:

cd .

pwd

cd ..

pwd

cd ../../..

pwd

- Your home directory (the current directory when you log in).  The variable $HOME is set to the value of the path to your home directory by the shell when you log in.

- The root directory "/".  This is the top of the directory hierarchy.

- Subdirectories.  Any directory file in the current directory is a subdirectory of the current directory.

- The standard directory hierarchy (listed on page 74 in the text)

Directories, cont'd

Two directories are of particular interest:

- The 'current directory':

This is the directory you are 'currently in'.

This is also referred to as the 'working directory'.

It can be referred to as '.' (dot).

So 'cd .' is a valid UNIX command.  It changes the current directory to the current directory (accomplishing nothing).

* Any time you try to manipulate a file without giving the full path from the root directory, UNIX looks in the 'current directory' to find the file.

E.g.:  If you type ls foo, UNIX looks in your current directory for the file called 'foo'.

If you type ls /export/home/unex/unix/unix01/foo, UNIX looks in the directory /export/home/unex/unix/unix01 for the file 'foo'.

Use the command pwd to find out what your current directory is.

Use the command cd somedirectory to change your current directory to the directory somedirectory.

- Your 'home directory':

* This is your 'default' directory.  UNIX sets your current directory to your home directory automatically when you log in.

You can always get back to your home directory by typing cd followed by the return key.

Directories, cont'd

Commands for moving around in the directory tree:

pwd

(Print Working Directory)  Displays the current directory

cd newdir
(Change Directory)  Changes your current directory to the directory newdir
ls
(LiSt directory)  Lists all the files present in the current directory

ls dir
(LiSt directory)  Lists all the files present in directory dir.  dir must be a subdirectory of the current directory.

ls /dir1/dir2/dir3
Lists all the files present in directory dir3.  dir3 is located in directory /dir1/dir2.

Directories, cont'd

Exercise:
(Log in, get into a terminal window)

Change your current directory to /etc.

Find out what the current directory is.

List all the files in the current directory.

Change your current directory to your home directory.

List all the files in the current directory (now your home directory).

Change your working directory to the root directory (/).

List all the files in the working directory.

List all the files in your home directory without cd'ing to it first.

Many of the UNIX commands are program files.  Many UNIX program files live in the directory /usr/bin.  Check to see if the file for the 'ls' command is there.

Filename wildcards
UNIX shells treat certain characters specially.  Such characters are called shell metacharacters.  

The shell allows the user to use certain of these special characters to represent a filename pattern,  which the shell will expand to a set of one or more longer filenames.  

These special characters are called filename wildcards.  (These are discussed on page 117 in the text.)

In general, what a filename wildcard does is allow you to specify a pattern of filenames to match.  The shell then takes this pattern and matches it against every filename in the directory, one at a time.  The shell generates a list of filenames, seperated by spaces, that match the pattern.  The shell then removes the pattern you specified from the command line, and replaces it with the expanded list of matching filenames.  It does all this silently, normally never showing you the list of filenames it generated.  

The shell then executes the expanded command line.

There are three filename expansion wildcard characters: *, ?, and the [] pair.

The asterisk (*) wildcard:

* This wildcard means "all filenames in the directory".  So, given the following command:

ls *
The  shell replaces the "*" with a list of all the filenames in the current directory, with a space between each name.

ls /usr/*

Does the same thing, but with respect to files in the directory /usr.

ls foo*

The shell replaces the string "foo*" with a list of all filenames in the current directory that start with the string "foo".  Each consecutive filename is seperated by a space.  If there's a file called "foo", it too will be listed.

You can use as many "*"s anywhere you want:

ls *foo*

ls *s*foo

ls *s*f*

Filename wildcards, cont'd
* The question mark (?) wildcard:

Each occurence of the ? wildcard replaces exactly one character to match filenames:

ls report?

could list filenames report1, report2, ..., reporta, reportb, ... report~, report. , ...

Note the in the above example, the shell modifies the command line you typed, before executing it, so that it looks like the following (assuming all the files listed above existed in the current directory):

ls report1 report2 reporta reportb report~ report. 

The shell then executes this new, expanded command line (which you never see).

You can use multiple ? wildcards, or you can mix and match the filename expansion  wildcards however you want.  E.g.:

ls ??report??

would list filenames abreport01, ddreportxx, and so on, but would not list report01, abreport6, and so on.

Filename wildcards, cont'd
* The [] wildcards:

Each occurance of the [] syntax represents a single character position.  The shell will substitute a number of ASCII characters, one at a time, for the [] syntax, each time looking for filenames matching the resultant string.

The shell successively substitues each ASCII character listed, one at a time, for characters  or range_of_characters.  For each substitution, it looks for filenames that match the current pattern.  Each filename that matches is added to the expanded command line.

Syntax:

[characters]
[range_of_characters]

Examples:

ls [D]ilbert

Matches (and thus lists) the filename Dilbert.  Trivial case.

ls [Dd]ilbert

Matches the filenames Dilbert and dilbert.  Does not match the name Ddilbert only because it has too many characters.

ls [abcABC09]ilbert

Matches the filenames ailbert, bilbert, cilbert, Ailbert, Bilbert, ... 0ilbert, 9ilbert.  Does not match the names abcilbert, C09ilbert, etc.

ls [a-z]ilbert

Matches the filenames ailbert, bilbert, cilbert, .... zilbert.  Does not match the names aailbert, etc.

ls [a-zA-Z0-9]ilbert

Matches the filenames ailbert, Ailbert, 0ilbert, 2ilbert, etc.  Does not match the names aA9ilbert, aAilbert, z0ilbert, etc.

Filename wildcards, cont'd
The [] wildcards (cont'd):

ls [0-10]ilbert

Matches the filenames 0ilbert and 1ilbert.  That's all it matches.  It does not match the names 2ilbert, 3ilbert, 4ilbert, ...

* NOTE that the sequence of charaters substitued in this case is 0, 1, 0; NOT 0, 1, 2, 3, ..., 10.  This is a common misunderstanding.

ls "[1-9 a-zA-Z]"

(Quotes needed here for reasons we'll discuss in a later class).

Matches any single-charater filenames, consisting of any of the digits 1-9, or a space character, or any of the upper or lower case alpha characters in the range a-z or A-Z.  

NOTE that the space character, along with Tab, Return, et cetera are all valid characters and are used in looking for matches.  Normally you shouldn't have filenames that contain these characters, though.

Filename wildcards, cont'd
Reversed syntax:

[!characters]

[!range_of_characters]

The ! (exclamation point character, aka "bang") means "match any ASCII characters except the following characters".  This is true only if the "!" is the first character following the [; otherwise the ! is treated as just another character to match..

ls [!d]ilbert

Matches (and thus lists) any 7-character filename ending in "ilbert" that is not "dilbert".  In other words, match any filename of the form cilbert, where c is any character except lower-case 'd'.

ls [!dD]ilbert

Matches all 7-character filenames ending in "ilbert", except the names "dilbert" and "Dilbert"

ls [!abcABC09]ilbert

Matches all 7-character filenames ending in "ilbert", except ailbert, bilbert, cilbert, Ailbert, Bilbert, ... 0ilbert, 9ilbert.

ls [!a-z]ilbert

Matches all 7-character filenames ending in "ilbert", except ailbert, bilbert, cilbert, .... zilbert.

ls [!a-zA-Z0-9]ilbert

Matches all 7-character filenames ending in "ilbert", except ailbert, ..., Ailbert, ..., 0ilbert, ..., 9ilbert.

ls [!0-10]lbert

Matches all 7-character filenames ending in "ilbert", except 0ilbert and 1ilbert. 

Exercise:
Create some files with various names, and play with the wildcards to see what set of wildcards match what names.

Paths to a file

All files have a "location" in the virtual file system, which is in some directory somewhere on some machine.  The path to a file is the string of directory names that get you to the directory containing the file.

The term "path" has more than one meaning in UNIX.  It can mean the value of the variable PATH, as discussed earlier.

Or it can mean the hierarchical specification of directories that unambiguously identify the location of a file in the UNIX filesystem.  This is what we're talking about here.

We've already seen some examples of file paths:

/usr/bin/vi

is the full path to the vi program file.

UNIX has two kinds of paths to a file: Absolute paths, and relative paths.

Absolute paths:

The absolute path to a file is the complete path through the filesystem from the root directory to the file.  It always starts with the root directory, so the leftmost character will always be "/".

You can always use an absolute path to refer to a file.  The path to vi listed above is an absolute path.

Relative paths:

The relative path to a file is the complete path through the filesystem from the current directory to the file.  It is always relative to the current directory.

If you specify just a filename, with no preceding path, UNIX assumes you are referring to a file in the current directory.

To specify a file in any directory other than the current directory, you can supply a relative path, which uses the . and .. special files that exist in every directory.

Examples of relative paths:

../../../usr/bin/vi

../../home/john/phonelist

./myscript

Paths to a file, cont'd

Example:

$ pwd

/export/home/unex/faculty/theis

$ ls ../theis

Mail

$ ls /export/home/unex/faculty/theis

Mail

$
$ ls /export/home

TT_DB       lost+found  unex

$ ls ../../..

TT_DB       lost+found  unex

$ ls /export/home/unex/faculty

drhal      drhal.tar  jahan      jahan.tar  theis

$ ls ..

drhal      drhal.tar  jahan      jahan.tar  theis

Exercise:
Experiment with using both absolute and relative paths to access the following files.  Use the ls(1) command.  Make sure you're in your home directory when you start this exercise.

Hint: You'll need to know the absolute path to your home directory.

/usr/bin/vi

/net/solaris/export/home/unex/unix/<your_username>
/etc/passwd

Next section:

Hardware concepts:

Disk controllers

IDE and SCSI characteristics

Disk filenames

Why Do I Care?

This material is background, covering the naming scheme for various types of disks on a UNIX system.

How much do I care?
Mildly.  System administrators will need to know this material.  Users generally don't.

Disk controllers

The ways that computer systems store and retrieve information have gone through many drastic changes over time, but for small systems (like PCs and workstations) they have pretty much stabilized.

In a modern PC, the CPU (processor) can talk directly to the system's memory – and that's all.

If the CPU wants to talk to I/O devices, it needs some special electronics that let it talk to a 'bus' inside the system box.

This is a 'bus' in the electronics sense.  It's kind of like a long wire.  Once you connect to it, anywhere along the wire, you can talk to any other thing connected to it, anywhere else along the wire.  An analogy would be the phone wiring in your house, where you might have multiple access points (jacks), all of which connect to the same circuit.

The type of bus commonly used in modern PCs is called the PCI bus.  The are several other types of buses in use for other purposes.

You can connect any kind of device to the PCI bus – as long as it is designed to talk on a PCI bus.

However, disks developed seperately from computer buses, so they developed their own buses.  A disk can only talk to a device that talks the same way as the disk..

There are two types of  disk buses in common use for PCs and workstations today:

IDE
(Integrated Drive Electronics)

SCSI
(Small Computer System Interface)

So in order to be able to transfer data from the CPU to the disk (and vice versa), you need to connect your CPU (via the PCI bus) to the disk (which uses the IDE or SCSI bus).

There are devices, called controllers, which connect two different types of buses.  A PCI/IDE controller would plug into the system's PCI bus (thus talking PCI over those connections) and have connections for an IDE bus (thus talking IDE over those connections).  In effect, such a device is a translator, from one kind of communication to another.

To connect your IDE disk to your computer (which uses the PCI bus), you need a PCI/IDE controller.  To connect a SCSI disk to a PCI bus, you need a PCI/SCSI controller.

Such devices are often (somewhat incorrectly) called disk controllers.

IDE and SCSI characteristics

IDE

When the IDE bus was first designed (by IBM, for the PC), it assumed that only disks would ever be connected to it, and that there would never need to be more than two disks connected to a controller.  In the extremely rare case where you'd need more disks, you could add another controller to the system, allowing two more disks.

IDE has evolved over time, but these restrictions remain.

IDE disks are cheaper than SCSI disks, but generally slower (although the gap is narrowing).

SCSI

SCSI was originally designed to be a 'universal' interface for small computer peripheral devices.  The original specification explicitly allowed for disks, tapes, scanners, network devices, and all sorts of other things.  It's fast and flexible.

The original design allowed for up to eight peripherals to connect to a SCSI bus (but the controller counts as one peripheral).  The peripherals are referred to as 'target's.  Each target could potentially have a small number of  'devices' – allowing for multifunction targets (like a CDROM/CD-rewritable drive).

SCSI has evolved too, but the basic design remains.

SCSI disks are generally faster than equivalent IDE disks, although they're generally twice as expensive.  Also, the design if SCSI is such that it is inherently faster (uses less CPU) than the IDE interface.  It is possible to connect a wide variety of devices, not just disks, to a SCSI bus.

Large or server systems typically have SCSI disks.

Until very recently, scanners and tape drives typically had only SCSI interfaces.

Disk filenames

UNIX was designed to be independent of hardware (including disks and controllers) as much as possible.  But as every hardware device is treated as a file, UNIX needed a consistent and flexible way to name any kind of device that could be connected to any kind of bus.

All device files under UNIX exist under the /dev directory.

All disk devices exist under the /dev/dsk directory.

Specifically for disk devices, the following format evolved.  Every disk has:

controller number, one for each seperate disk controller on the system (of whatever type)

target number, listing which target the disk is

device number, listing which sub-device within the target is being referenced

partition number / slice number, referring to which partition / slice on the disk is being referenced.  (More about partitions and slices later).

So a typical filename for the first slice on the first (SCSI) disk (target) on the first disk controller in the system would be:

/dev/dsk/c0t0d0s0

This refers to slice 0, on device 0, on target 0, on controller 0.

There is an seperate filename for each partition or slice on a disk.

Originally IDE devices were referred to in the exact same way.  Since the IDE bus has no concept of 'targets', the target field was always zero.

Eventually the target field was dropped for IDE devices, so that a typical filename for slice zero of the only IDE disk on a system would be:

/dev/dsk/c0d0s0

Whether or not the target field is present is now a crude way to tell if the disk being referred to is an IDE or SCSI disk.

A system can easily have both types of disk, controllers, etc.

Note that CD drives of all types, Zip drives, floppies – any kind of data storage device (that's not a tape) is treated as a disk.

Next section:

Disks, partitions, and slices:

UNIX disk partitions

PC disk partitions

UNIX comes to the PC

Why Do I Care?

This material is background, covering the naming scheme for various types of disk partitions on a PC UNIX system.

How much do I care?
Mildly.  System administrators will need to know this material.  Users generally don't.

UNIX disk partitions

In the beginning – disk were horribly expensive, and very small, and very slow (by today's standards), and not terrbly reliable.  You could expect to have a catastrophic disk crash or two a year.

Systems usually could only run one operating system, so there was no need to consider loading more than one different operating system onto a system.

There was all kinds of trickery in use to try to increase the throughput of a disk drive.  One technique involved grouping frequently-used files together in the middle of the disk, and less-frequently-used files towards the edges. This gave better access times for the frequently-used files.

A fundamental of the UNIX design was the idea of keeping things small, single-purpose, and modular.

Given all these factors, the disk format for UNIX disks evolved so that it was not one big data area, but broken up into sections, called partitions.  Over time various partitions ended up being nearly always used for the certain purposes, and this evolved into conventions that continue today:

Partition 0:
The 'root' partition:  all the files necessary to boot the system must live here.  Usually only system files are allowed on this partition; no user files.

Partition 1:
The system swap partition.  Equivalent to Win9x's 'swapfile'.

Partition 2:
A special partition.  This 'partition' actually encompasses the entire disk.  It's only used for special purposes (like making a byte-by-byte image copy of the entire disk).

Partition 7:
The "home" partition.  This is typically where user files are kept.

Except for partitions 0, 1, and 2, the layout of the partitions is optional, and may vary from the above, particularly if the system has multiple disks in it.  But the above is the usual layout for the system (first) disk.

PC disk partitions

PCs came along much later than UNIX.  By the time PCs started to catch on, there were at least three different general-purpose operating systems available for them.

Disks were still very expensive and small.  Worse, there were people who wanted to be able to run more than one operating system on their (very expensive) computer.

All operating systems were still pretty overbearing; they always assumed they had the entire disk to themselves, and ususally took it all when they were installed.

Enter a guy named Bill.  He was a young hacker, who managed to cut a deal with a company called IBM to provide them an operating system for their brand-new 'personal computer'.

Bill came up with the 'new' operating system.  One of the things he did along the way was come up with the disk format for this OS.  He divided the disk into partitions, like everybody else.  He decided that no one would ever need more than 4 partitions on a single disk.  So he hard-coded his OS to work that way, including creating a table (the fdisk table) during the disk format that can only accept 4 entries for partitions.

Bill's OS was so small and simple it could be installed into only one partition – leaving the other three available.

It wasn't too long before other people were porting other OSes to the new PC platform.  But by now IBM PC DOS was so common, that most everybody wanted to keep it on their computer, even if they also installed another OS in another partition.  

So when other operating systems were ported to run on the PC, they did not require a complete reformat, and taking over the entire disk, but they were written in such a way that the entire OS would live completely within one of these PC partitions, without disturbing or even knowing about what's in the other partitions.  Now it was possible with a couple of reboots to change from one OS to another on the same computer.  High-tech!

UNIX comes to the PC

It wasn't long before UNIX was one of the OSes being ported to the PC.

But UNIX already had a well-established practice of taking over the entire disk, and subdividing it into UNIX 'partitions'.  PC disks generally already had been formatted for IBM PC DOS, and the users usually weren't willing to give up running DOS no matter how hard sensible people tried to convince them otherwise.

So the folks that ported UNIX to the PC did several things:

- Ported UNIX to the PC so that it nstalls all of the UNIX system completely within one of these PC 'partitions'

- Preserved the way UNIX laid out a disk, including its partition scheme.  This was necessary as ttis was the standard UNIX structure.

So you could install UNIX in a PC completely within an (fdisk) partition.  Within the UNIX (fdisk) partition, UNIX created its own (UNIX) 'partitions', just as it always did.

But now they had a nomenclature problem.  Even though UNIX and other systems had used the term 'partitions' for many years, there were so many folks around that were used to PCs that most people thought you meant "a PC DOS format disk (fdisk) partition" when you said 'partition'.

* Eventually the PC folks won.  UNIX partitions were renamed throughout the system and documentation to be called 'slices'.

Now when you install UNIX on a PC, you create an fdisk partition on the PC disk for it, then install UNIX.  UNIX, in turn carves up its fdisk partitiion into slices.  Thus a PC disk now contains an fdisk table and up to four partitions, and the UNIX partition is subdivided into UNIX slices.

Next section:

How the filesystem works:

inodes

Directory entries

How the filesystem uses inodes

Hard links

Symbolic links

Why Do I Care?

This material is technical background on how certain aspects of the filesystem work.  It is presented here only because it is necessary to understand certain of these concepts before some of the later concepts will fully make sense.

However, this background is essential to fully understanding links, and how permissions work on directories.  Both topics will be very confusing without this background.

How much do I care?
Moderately.  System administrators will need to know this material.  Users generally don't, but must understand it to be able to work with links and direectory permissions..

inodes

In order to understand certain features of the UNIX filesystem fully, you need to know a bit about how it works.

In Win9x, a directory (folder) file contains the name of the file, some information about it (like last date modified), and a pointer to where the file's data is actually stored on disk.

UNIX doesn't work like that.

On a UNIX filesystem (slice), there is a big table that's created when the slice is formatted.  Each entry in this table is called an inode; the table is called the inode table.  There is one inode entry for every possible file on the system; when all the inodes are used, you cnnot create any more files in that slice.  inodes are referenced by their index into the table, which is called an inode number.

* Each inode entry contains almost all the information about a file:

File type

Size

Owner

Group

Time stamps:

Last modification time

Last access (read) time

Last time the inode info was updated

Permissions

inode link count (described below)

Pointer to the where the file's data is stored on disk

* Note the inode does not contain the name or location of the file in the virtual filesystem.  It also does not contain any information about whether the file is a link to another file (described below).

When a new file is created, the filesystem allocates an available (unused) inode, and fills in all the information about the file.

When a file is deleted, the system releases the space the file's data was using on disk, and marks the inode as unused, thus freeing it for use for creating another file.

Directory entries

Directory files contain an arbitrary number of entries, where each entry (or 'line') is of the following form:

filename
inode_number

That's all that's in a directory file.  Every directory file contains only this data.

How the filesystem uses inodes

Files can only be accessed via their inode.  There is no 'direct' way to get to the file's data.

If we wanted to read a file called "foo" in the root directory, we must:

- Open the directory file "/" for execution (more about this when we get to permissions)

- Read through the directory file looking for the filename "foo"

- Once we find the entry for filename "foo", we get the inode number associated with it (say 53)

- Read inode entry number 53 from the slice's inode table

- From the inode entry, get the pointer to the file's data on disk

- Go get the file's data.

The sequence for writing to a file is the same, except that in the last step you write data, rather than reading it.

How the filesystem uses inodes, cont'd

If we wanted to create a new file called 'bar" in the directory "/", we must:

- Open the directory file "/" for writing (as we need to modifiy it)

- Get a new inode (say, inode number 42), and fill it in

- Add the following new entry to the diretory file "/":

foo
42

- Increment the link count in the inode

- Allocate some disk space for data, and set the data pointer in the inode to point to it

- Write the file's data to where the data pointer points.

If we wanted to delete a file called "me" in the directory "/", we must:

- Open the directory file "/" for writing (as we need to modify it)

- Read through the directory file looking for the filename "me"

- Once we find the entry for the filename "me", we get the inode number associated with it (say 200)

- Read inode entry number 200 from the slice's inode table

- Decrement the link count in the inode

- If the link count is now zero:

- Free the space on the disk the data pointer points to

- Mark the inode as unused (and thus available)

- Delete the following line from directory file "/":

me
200

That's it

Hard links
An entry in a directory "foo" such as

bar
458

means there is a file in directory "foo", and all other information about that file and the data for that file can be gotten via inode 458.  

Thus there is a hard link between the filename "bar" in directory "foo" to inode number 458.

You could say that any filename in any directory is a hard link to some inode.

It is possible to create another hard link in some directory that points to the same inode.

Thus if in directory "me" I created the following entry:

bef
458

I've created another hard link to the same inode.  This is perfectly legal.

Note that file "bef" in directory "me" and file "bar" in directory "foo" point to the same inode, and thus are the same file.  The inode points to the same data, regardless of how you got to the inode.

Essentially, two different filenames, potentially in different directories, can point to the same inode, and thus the same file.

Note both directories must be in the same slice, as each inode has its own inode table.

Thus two differenent filenames in two different directories essentially name the same file.  One can think of it as giving a file an additional name.

* Whenever the filesystem creates a new link to an inode, it increments the link count in the inode.  Conversely, whenever the filesystem removes a link to an inode, it decrements the link count.  When the link count reaches zero, the inode and the files data are released back to the system for reuse.

A file is not actually deleted when a directory entry for it is removed, unless it was the last directory entry pointing to that inode.

In fact, the rm(1) command used to be called "unlink", because it mainly just removed a link to an inode.  Not an intuitive name to new users.

Hard links, cont'd
You create links with the ln(1) command.  Syntax:

ln [path1/]existing_filename [path2/]new_filename

This creates a new hard link from the filename new_filename in path2 to the existing file existing_filename in path2.

Use the ls(1) command with the –i switch to list the inode number associated with each file listed:

$ ls –i 

708853 foo

708904 bar

708853 me

Note in this example that the filenames me and foo point to the same inode, and thus the same file.

You can use the ls(1) command with the l and i switches together to see both the inode numbers and link counts for each file:

$ ls -li

708853 -rw-------   2 theis    1011           0 May  2 20:27 foo

708904 -r--------   1 theis    1011           0 May  2 20:27 bar

708853 -rw-------   2 theis    1011           0 May  2 20:27 me

Notice that the link count for both files foo and me are 2.  This is expected, as they share the same inode.

Exercise:
Create a file in your home directory.

Now create a hard link to it.  Verify that the two filenames actually use the same inode.

Now create a subdirectory, and cd into it.

Create a link from a filename in this subdirectory to original file you created.   Use a relative path to the existing file.

Symbolic links
Hard links have the limitation that the multiple names for the file must all be on the same slice.  They also have the property of not being very obvious to anyone.

To get around these limitations, the concept of a symbolic (or soft) link was introduced.

A soft link has a different directory entry than a hard link.  Instead of a filename and inode number, a soft link has a filename and a path to the file.  The path can be relative or absolute.

E.g., if I had an existing file foo and I created a soft link called bar to the same file in the same directory, the relevant portion of the directory file would look like this:

foo
291

bar
./foo

Note that foo is a normal hard link to inode 291, but bar is a soft link to the file ./foo.  Soft links do not reference inodes; they reference the file via a path in the virtual file system.

When the filesystem tries to access the file bar, it notices that it is a hard link to the file ./foo.  So the filesystem basically starts all over again, this time trying to access the file ./foo.

In almost all ways soft links act exactly link a normal hard link.

There is a caveat with symbolic links that you don't have with hard links:  If the file the link points to is deleted, the filesystem and the user will have no way of knowing that the link now points to a non-existent file.  Attempts to access the link will produce a "file not found" message.

Symbolic links, cont'd

As with hard links, you create soft links with the ln(1) command.  The syntax is the same, except that the –s switch specifies a soft link:

ln –s [path1/]existing_filename [path2/]new_filename

This creates a soft link from the filename new_filename in path2 to the existing file existing_filename in path2.

Use the ls(1) command with the –l switch to find out if a file is a soft link, and what it's pointng to:

$ ls

foo

$ ln –s ./foo bar

$ ls -l

-rw-------   1 theis    1011       0 May  2 20:27 foo

lr--------   1 theis    1011       0 May  2 20:27 bar -> ./foo

$

Note that with ls –l the display shows an 'l' in the leftmost column if the file is a soft link, and the filename followed by an arrow followed by the file the link points to on the right.

Exercise:
Issue the command ls –l /, and see if there are any soft links in the root directory.

Create a file in your home directory.

Create a soft link to the same file.  Use a relative path.  Verify that it worked, and that you can access the file using the new name.

Create a soft link to the file /etc/services.  Verify that it worked, and that you can access the file using the filename in your home directory.

Remove the soft links from your directory.

Next section:

Files and the filesystem

File details

Listing file details

Why Do I Care?

This material is technical background on how certain aspects of the filesystem work.  It is presented here only because it is necessary to understand certain of these concepts before some of the later concepts will fully make sense.

However, this background is essential to fully understanding links, and how permissions work on directories.  Both topics will be very confusing without this background.

How much do I care?
Moderately.  System administrators will need to know this material.  Users generally don't, but must understand it to be able to work with links and direectory permissions.

Files and file systems
What is a file?

A stream of bytes, that can be read from or written to.

* EVERYTHING IN UNIX IS A FILE.  There are no 'special' other types of things to talk to (like 'channels' on a mainframe, or 'devices' (COM1, etc.) or 'drives' on a PC).

Text, programs, data, keyboard, mouse, modem, memory, display card - all are files.

Even network resources are considered files and treated as such.

What is a 'file system'?

Definitions:

1) The organization of information on a (single) UNIX disk  Loosely, the 'disk format';

2) The organization of information across several UNIX disks;

3) The O/S software that creates and maintains the information on a UNIX disk;

4) All of the above.  Everything to do with manipulating and maintaining files, collectively.

File details

Name

Normal

Consists of ASCII characters

Certain characters have special meaning to the shell (listed on page 58); avoid using them in filenames.

Hidden

Starts with a '.' character

Usually used for configuration or initialization files.

Location

Absolute path (starts from the root directory (/))

Relative path (relative to the current working directory)

Type

ordinary

All ordinary files are considered to be the same type.

(Except... in practice it became necessary to distinguish between different types of ordinary files.  Nonetheless they're still the same type).

link

hard link

At least one directory entry points to an inode; another can too

soft link (also known as a symbolic link)

The directory entry contains the name of the file and a path to another directory entry somewhere else (instead of the inode number).

directory

Contains only entries like the following:

filename
inode number

(for hard links)


or
filename
path to another file

(for soft/symbolic links)

fifo
(for First-In, First-Out; used by programmers)

special 
(devices)

Size (in bytes)

Owner (uid)

Group (gid)

Time stamps

Last modification time (what ls -l gives)

Last access time

Last inode update

Permissions (Pg. 92)

inode number

(inode) link count

Listing file details

To see the details about a particular file, use the following command:

ls -al filename
E.g.:

theis@partha: ls -l .profile

-rw-r--r--   1 theis    staff       1183 Jul 18  1997 .profile

The fields, from left to right, are as follows:

- (First character) File type.  Valid type characters:

-:
Ordinary file

d:
Directory file

l:
Symbolic link (not a 'hard' link)

c:
Character-special file (device)

b:
Block-special file (device)

There are others.  For more info see the ls(1) man page.

- (Next 9 characters) File permissions

- First three characters:
user permissions to the file

- Next three characters:
group permissions tothe file

- Next three characters:
others permissions to the file

- (Next field) Link count.

- Owner (aka user) of the file

- Group the owner belongs to

- Size of the file in bytes

- Last modification time of the file

- File name

Listing file details, cont'd

theis@partha: pwd

/home/theis/personal/UCLA/example

theis@partha: ls
RESUME35.txt  Unixhwk6.txt  Unixhwk7.txt  word_files

theis@partha: ls -a
.             .profile      Unixhwk6.txt  word_files

..            RESUME35.txt  Unixhwk7.txt

theis@partha: ls -F
RESUME35.txt*  Unixhwk6.txt*  Unixhwk7.txt*  word_files/

theis@partha: ls -l
total 28

-rwxr-xr-x   1 theis    staff       9836 Apr 27 09:47 RESUME35.txt

-rwxr-xr-x   1 theis    staff        836 Apr 27 09:47 Unixhwk6.txt

-rwxr-xr-x   1 theis    staff       1027 Apr 27 09:47 Unixhwk7.txt

drwxr-xr-x   2 theis    staff        512 Apr 27 09:47 word_files

theis@partha: ls -l word_files
total 122

-rwxr-xr-x   1 theis    staff       7680 Apr 27 09:47 Unixhwk6.doc

-rwxr-xr-x   1 theis    staff      32256 Apr 27 09:47 Unixhwk7.doc

-rwxr-xr-x   1 theis    staff      20992 Apr 27 09:47 Unixhwkn.doc

theis@partha: ls -ld word_files
drwxr-xr-x   2 theis    staff        512 Apr 27 09:47 word_files

theis@partha: ls -alF
total 36

drwxr-xr-x   3 theis    staff        512 Apr 27 09:48 ./

drwxr-xr-x   3 theis    staff        512 Apr 27 09:46 ../

-rw-r--r--   1 theis    staff       1183 Apr 27 09:48 .profile

-rwxr-xr-x   1 theis    staff       9836 Apr 27 09:47 RESUME35.txt*

-rwxr-xr-x   1 theis    staff        836 Apr 27 09:47 Unixhwk6.txt*

-rwxr-xr-x   1 theis    staff       1027 Apr 27 09:47 Unixhwk7.txt*

drwxr-xr-x   2 theis    staff        512 Apr 27 09:47 word_files/

Next section:

Users

Groups

File permissions

Setting file permissions

Directory (file) permissions

Why Do I Care?

Permissions are the primary way of controlling access to files under UNIX.

How much do I care?
Moderately.  Most users and sites don't use permissions much.  But you will run into these, and they can be pretty confusing if you don't understand what's going on.

Users

Understanding file Owner, Group, and Permissions requires understanding Users and Groups.

User(s):

Anyone (or any thing) that can log into the system is a user.

A user has a username, also known as their login name, login id, or user id.

Every file has exactly one owner.

Special users

The superuser

All users have more or less the same privileges - except one: the superuser.

The superuser's username is always "root".  The superuser account is often referred to as "root", or "the root account".

The superuser can do anything.  Period.

In general, none of the protections or permission checking that is done for normal users is done for the superuser account.  Thus a mistake while using the superuser account can be disastrous.

Thus  the password to the superuser account (also called the "root password") is usually a closely guarded secret, known only to the system administrator.

root is the owner of many system files

bin

A 'fake' user.  This account used to exist, but nobody could log into it.  It's just a placeholder, so that system 'binaries' (programs) can be owned by somebody who is not a user and not the superuser.

wheel

Another 'fake' user. 'wheel' as in 'big wheel', or 'important person'.  Another fake account, just so that system files can be owned by somebody.  Obsolete now.

Groups

A group is just a group of users.  More exactly, it's a group of usernames.

Groups are created for administrative convenience.  The system administrator generally creates groups to make it easier to control access to files.

E.g., the system administrator could give everyone in a group read/write access to a file (or group of files) with a single command.

The system administrator could give everyone in a group read-only access to a file with a single command.

Every file belongs to exactly one user. 

A file also belongs to exactly one group.

By default it belongs to the same group the creator  (and usually owner)  does.

Thus a file is also associated with a group.

Every file belongs to exactly one group.  This is a limitation of the original UNIX filesystem design.   This means that you cannot specify 'group" access to a file for more than one group.  You can only do it for the (one) group the file belongs to.

The owner can have control over the file, and (using group permissions) anyone in the file's group can (potentially) have control over the file.

Common groups:

staff
Catch-all for everybody.  Used in modern systems, usually when the sysadmin isn't keeping files and users seperated into groups.

other
Catch-all, often used for everybody that isn't in some other group.

root
Another catch-all for system and kernel files.  Used for files only someone with system administrator privileges should be able to modify.

bin
Another catch-all group.  This is for 'system binaries' – that is, any programs installed on the system.

prog
Short for 'programmers'.  Often used by sysadmins using primitive grouping.

File permissions

Permissions work the same on all files (except directories).  This includes special files (devices).

Permissions on a (non-directoy) file control who can read and write the file.  Period.

** Thus they only control who can read and modify the file.

** Not who can create the file

** Not who can delete the file

** These are controlled by permissions on the directory file.

Permissions are applied to three catagories of people:

The user (u)  (owner, generally the creator) of the file

The group (g) of people the file is associated with

others (o), everybody else in the universe

 File permissions, cont'd

Permissions control three things about a file:

Whether it can be read (r)

Whether it can be written (and thus modified) (w)

Whether it can be executed (x)

Any file can be executed (run as a program) under UNIX.  

What happens when you attempt this varies.  More about that in a later class.

In general, only these permissions are of interest.  There are a few special cases where up to three addtional permissions can be set for a file (the sticky bit, the setuid bit, the setgid bit), but these are special, and nearly always used only by the system administrator.  We won't be discussing them.

For each category of people, we can set each of the three things.  So we have a matrix:

	
	user
	group
	others

	read
	Y
	Y
	N

	write
	Y
	Y
	N

	execute
	N
	N
	N


These are typical permissions for a new file you create.

File permissions, cont'd

For example:

theis@partha: ls -l .profile

-rw-r--r--   1 theis    staff       1183 Jul 18  1997 .profile

- The first letter is the file type.  A '-' means it is an ordinary file.

- The next three letters specify the user's permissions to read, write, and execute the file

The read permission is given as a 'r', meaning read permission granted

The write permission is given as a 'w', meaning write permission granted

The execute permsission is given as a '-' meaning execute permission is not granted.

In general a '-' is used when a permission is not granted, and some other letter (usually corresponding to the permssion name) is used when the permission is granted.

I.e., 'r' for read access, 'w' for write access, 'x' for execute access.

- The next three letters specify the group's permissions, to read, write, and execte the file.

In this case members of the file's group can only read the file.

- The next three letters spceify other's permissions to read, write, and execute the file.

In this case everyone else (other than the owner, or member's of the file's group) can only read the file.

No one can execute this file as a program.

Setting file permissions

To set file permissions use the chmod(1) command:

chmod [-fR] permissions  file ...
permissions can be specified one of two ways.

Absolute, using an octal number

E.g., 664, for user: read, write; group: read, write; others: read

This is the original way permissions were used, as 'everyone' knew octal numbering.

This requires understanding the octal numbering system, so we won't be going into it.  (Real UNIX buffs use octal, though.  See page 94 in the text.)

Symbolic, using characters to switch on and off permissons.

Developed because not 'everyone' knew octal numbering.

Characters for the class of people you're specifying permssions for:

u
- for user

g
- for group

o
- for others

a
- for all of the above at once

Characters for the permissions you're setting:

r
- for read permission

w
- for write permission

x
- for execute permission

Characters you use to assign permissions:

=
means set the permissions to exactly the setting specified

+
means add the specified permission to the existing permissions

-
means remove the specified permission from the existing permissions

Setting file permissions, cont'd

Examples:

chmod u+w myfile
Adds write permission for the user to myfile.

chmod g+w myfile
Adds write permission for the group to myfile.

Does not affect user's or others' permissions.

chmod o-rw myfile
Removes read and write permission for the others to myfile.

It's legal to combine permission specifiers.

chmod uo-rwx myfile
Removes all permission for the user and others to myfile.

It's also legal to combine access class specifiers.

chmod =w myfile
Sets write permission, and removes read and execute permissions for the user, group, and others to myfile.

When you don't specify the user class, all (a) is assumed.

Setting file permissions, cont'd

Exercise:
Create a file using vi(1).  Put some text in it.  Write it out and exit vi(1).

Check its permissions.  If you don't have read, write, and execute permission, give them to yourself.

Display the file on the terminal.  (Use cat(1)).

Remove read permission for yourself only from the file.

Display the file again.  What happens?

Remove all read permssions from the file.  Display the file again.  What happens?

Restore your read permissions.

Remove write permission to the file.  Start up vi(1) on the file, change it, write out the changes.  What happens?

Restore your write permissions.

Try executing your file.  (Just type "./" followed immediately by its name at the command prompt.  E.g., if your file is named "foo", enter "./foo").  What happens?

Now remove execute permission on the file.  Try executing it again.  Now what happens?

Directory (file) permissions

** These are the permissions regarding the actual directory file itself, not any of the files in the directory.

* Remember, every file is listed in a directory file somewhere.  Directory files have permissions too, and they control what things you can do with the directory file.

A file must appear in a directory somewhere.  

If it's not in a directory, there's no way to get to it.  Such a file is called a 'lost' file.

The disk recovery utility fsck(1M) automatically checks for lost files, and if any are found they are placed in a special directory /lost+found on the disk.

Turning off a UNIX system without properly shutting down the system can cause files to become lost (among other problems).

Directory (file) permissions, cont'd

Directory files have the same permissions as any other file: Read, Write, Execute.  But they mean somewhat different things.  Briefly:

* Read permission allows you to perform an ls(1) on the directory.  All ls(1) actually does is read and display the contents of the directory file.

* Write permission allows you to change (write to) the directory file.

Adding a line to the directory file means you're created a file.  (touch(1), vi(1), etc.)

Changing a line in the directory file means you've renamed a file. (mv(1))

Deleting a line in the directory file means you've deleted a file. (rm(1))

** Note that none of these action affects the contents of the file affected.

** Thus the permissions on a file itself have no effect on whether the file can be listed, renamed, or deleted.

Permissions on an ordinary file affect only whether the file can be:

Read
- thus displayed, printed, loaded into vi, or loaded into memory for execution

Written
- thus modified; or written back to the disk from vi

Executed
- thus treated as an 'executable' entity.

* Execute permission allows you to "use" the directory file, meaning:

* You can lookup filenames in the directory

This means you can search the directory file for a filename, and once you have the filename get the inode number associated with the file.  Effectively this means you can "use this directory in a path".

* You can cd to the directory.

Think of execute permission on a directory as allowing you to 'use' the directory file - but not alter it, nor display its contents.

Directory (file) permissions, cont'd

Restated:

Read permission allows you to list the contents of a directory.

Without this you cannot list the contents of the directory, no matter what other permissions you may have.

It is possible to set up a directory so that no one can see what files are in the directory.  But if they know the name of a file in the directory, they can still use it.

This is a crude way to 'hide' files.

Write permission allows you to create or remove files in the directory.

That's all it allows you to do.

It does NOT control whether a file in the directory can be read or changed (which means written).  Only the permissions on the file (not the directory file) control read and write access to the file.

Permissions 

Thus you can have permission to read or write the file, but without permission to modify the directory file (which is write permission on the directory file) you cannot remove the file.  Nor can you create new files in that directory.

This is the only way to protect a file from being deleted.  Removing write permssion on a file only prevents it from being changed.  Note the distinction; it's important.

Execute permission (loosely) allows you to "use" the directory.

More precisely, it allows you to use the directory in a path, and it allows you to cd(1) to the directory.

If you try to use a path to a file, and there is a directory in that path on which you do not have execute permission, the filessytem with traverse down the path, directory by directory, until it hits the one on which you have no execute permission.  The file system stops there, and issues a "permission denied" message.

Note if you're trying to execute the file, the file itself must also have execute permission or you'll also get 'permission denied'.

Directory (file) permissions

Exercise:
Execute the following command in your home directory:

rm -fr restricted_files

Create a directory called restricted_files.

Use vi to create a file in the directory, called secrets.  (Do not cd(1)into restricted_files).

Check the permissions on the directory file, and the secrets file.

List the contents of restricted_files.  cd to restricted_files and do another ls.  Use vi to try to change the file secrets.  Try creating and then deleting a new file.  What happens?

cd to the parent of restricted_files.

Remove read permission from the directory file restricted_files.

List the contents of restricted_files.  cd to restricted_files and do another ls.  Use vi to try to change the file secrets.  Try creating and then deleting a new file.  What happens?

cd to the parent of restricted_files.  Restore read permission to the directory file restricted_files.  Verify that you can now read the directory file.

Remove write permission from the directory file restricted_files.

List the contents of restricted_files.  cd to restricted_files and do another ls.  Use vi to try to change the file secrets.  Try creating and then deleting a new file.  What happens?

cd to the parent of restricted_files.  Restore write permission to the directory file restricted_files.  Verify that you can now write the directory file.

Remove execute permission from the directory file restricted_files.

List the contents of restricted_files.  cd to restricted_files and do another ls.  Use vi to try to change the file secrets.  Try creating and then deleting a new file.  What happens?

cd to the parent of restricted_files.  Restore execute permission to the directory file restricted_files.  Verify that you can now 'execute' the directory file.

Next section:

Review of file system concepts and commands you should know.

Why Do I Care?

These are things you should  be comfortable with at this point.

How much do I care?
A lot. We've done mostly fundamental stuff so far, which you should be able to handle.  If you're having prolems with these commands, you should go back and get them cleared up.

Review of UNIX filesystem concepts you should know
What is a file?

What is a directory?

What is a path?

What is an absolute path?

What is a relative path?  Why are they useful?

What the current directory?

What is a home directory?

What is the "." directory?

What is the ".." directory?

What is a partition?

What is a slice?

What is a filesystem?

What is a virtual filesystem?

What is a physical filesystem?

What is a mount?

What are all the properties of a file?

What is a hard link?

What is a soft link?

Review of file system commands you should know
vi

pwd

cd

touch

rm

mkdir

rmdir

ls

-a

-l

-t

-r

-d

-i

-F

-1 (numeral 'one')

*

chmod

-R

chown

-R

chgrp

-R

ln

-s

Next section:

Basic UNIX file system commands

Basic UNIX file system commands

The umask command

The file command

The find command

Why Do I Care?

These are the basic file manipulation commands, plus some of the more powerful ones.

How much do I care?
A lot.  Manipulating files is what you'll do the most of in a UNIX system.  The find command, for example, is enormously powerful.

Basic UNIX file system commands

pwd

cd

touch

The umask(1) command

This command confuses lots of people.because it's not intuitive (unless you're a UNIX file system programmer).

When you log in, the system assigns your account a default permissions of 666 octal (read and write access to everyone).  These default permissions are assigned to any new file that you create while you are logged in.

The system administrator usually doesn't want everyone (others) to be able to modifiy anybody's files.  So they want to remove certain permissions from the system default permissions.  Think of it as 'masking out' permissions from what's already there.

He does this with the umask(1) command.

The umask command is only used to remove default permissions which are assigned to new files.

It cannot be used to change the permissions on any file.  It can only alter the default permissions assigned to any new file that you create.

It can only be used to remove default permissions, never to add them.  It can only 'mask out' permissions.

If you want to create files that have more permissions than the system administrator's umask allows, you must first create the files, then change the files' permissions to what you want.  This is the only way to do this.

You specify the permissions you want 'masked out' (removed) with the octal permissions format.  Unfortunately you cannot use the symbolic format.

E.g.:

umask 022
022 corresponds to the following permissions: --- -w- -w-

This says: "From now on, until I log out, remove the write permission for group and others from any files I create."

cat

chown

chgrp

cp

-r

-p

mv

move syntax

rename syntax

Printing a file

lp

(BSD: lpr)

lpstat
(BSD: lpq)

cancel
(BSD: lprm)

Printing multiple copies

Printing to a specific printer

rm

-r

-f

The file command

UNIX has several file types.  Most files are ordinary files.

By design, all ordinary files are treated exactly alike.

But in practice, this causes problems.

As UNIX developed, they came up with a 'trick' for figuring out what kind of file an ordinary file is.

Somewhere near the beginning of a file of a given type there are usually two or more btyes which always have the same value for that type of file.  These bytes are considered to comprise a 'number', and this number is called the 'magic number' (really).  The location of these bytes varied, as did the values they have, and how many bytes are used to recognize a file type.  This is a very ad hoc mechanism, but it usually works.  

There's a list of magic numbers in the file /etc/magic.  See magic(4).

By comparing the magic number in a file with the set of known magic numbers, UNIX can figure out exactly what kind of file a file is in most cases.

The file(1) command is used to tell you what kind of file an ordinary file is, by looking at the file's magic number and comparing it to the list in /etc/magic.

But the file(1) command does not always give accurate results on text files.  It may think a text file is 'data'.  It's generally not reliable for figuring out exactly what kind of text file it's looking at.  It's reliable for figuring out what's a program and what's a shell script, though, which is what is most important.  

More about the usefulness of magic numbers in a later class.

Exercise:
Run file(1) on some files in your home directory, on the vi program file, and the ls program file.

The find command

The find(1) command is used to locate files in the file system.

It starts searching for files in the path (directory) it's given.  It always looks at all files in the directory, then looks at all files in all directories below the starting directory, and so on.  It always searches down through the entire directory tree, looking at every file, starting from the path it's given.

Unfortunately find(1) has a unique syntax, and one of the least intuitive for beginners.  But it's worth learning, as find(1) is one of the most powerful commands in the UNIX system.

find(1) can find all files, or all files that match certain criteria (all files named "summary"), or all files that match a set of criteria (all files that have names containing the string "Jan" but NOT called "Jan99").

Best of all, find(1) can do all of the above and execute any UNIX command on each file it finds that matches a certain criteria.  For example, it could find all files named "core" and delete them in a single command.

Syntax:

find dir_to_start_search_in [...] [ predicate ]
path_to_start_search_in is just that.  find starts looking at files in that directory, and looks at every single file in that directory and all directories below it.   More than one starting directory can be listed; find searches the first one to the bottom first, then the second, etc.

predicate is more complicated.  predicate is a logical expression, using special operators unique to the find command.  It takes practice to get the hang of them.

find(1) always looks at all files, one at a time.  For each file it looks at, it evaluates the predicate.  If the predicate evaluates to "true", find(1) does something with the file.  Otherwise find(1) does nothing, proceeds to the next file, and evaluates the predicate for that file.  And so on, until it has looked at every file below where it was told to start, and evaluated the predicate for every file it looked at.

In short, if the entire predicate expression evaluates to "true", the find(1) command does something with the file it's currently looking at.  If the predicate expression evaluates to "false", find(1) does nothing with the file it's currently looking at, and goes on to look at the next file.

The find command, cont'd

Examples of predicate expressions:

-print
Always true.  Means just print the name of the file is currently looking at.

-name name_to_match
True if the filename find is currently looking at matches name_to_match.  False otherwise.

-mtime n
True if the modification time on the file is n days ago or longer.

-exec cmd {} \;
(Syntax must be exactly like this!)

True if cmd succeeds.  cmd is any UNIX command, including options, switches, etc., but not including any filenames.  find executes the UNIX command, subsituting the current filename for the {}.  Thus, cmd is executed for each filename that find locates.

Examples:

$ find / -print

/

/export

/var

/var/sadm

/var/sadm/install

/var/sadm/install/admin

/var/sadm/install/admin/default

/var/sadm/install/logs

/var/sadm/install/contents

/var/sadm/install/.lockfile

/var/sadm/install/.pkg.lock

/var/sadm/pkg

/var/sadm/pkg/SUNWxwrtl

/var/sadm/pkg/SUNWxwrtl/install

/var/sadm/pkg/SUNWxwrtl/install/copyright

...(every file in the entire filesystem!)...

Note that for every file find looks at, -print is true, so find will print the path and name of every file it looks at.

The find command, cont'd

You can specify more than one directory to look in.  find(1) looks in the first one first (all the way to the bottom), then the second one, and so on.

$ find /home/theis/scratch /home/theis/work -print

/home/theis/scratch

/home/theis/scratch/webrev

/home/theis/scratch/quality_metrics.ps

/home/theis/scratch/bug

/home/theis/scratch/bug2

/home/theis/scratch/courses

...(all files in /home/theis/scratch and below)...

/home/theis/scratch/uhci.debug

/home/theis/work

/home/theis/work/status

/home/theis/work/status/dolist

/home/theis/work/status/statuslog

/home/theis/work/status/mydolist

/home/theis/work/status/done

...(all files in /home/theis/work and below)...

The find command, cont'd

You can combine predicate expressions with find(1) to arbitrary complexity:

$ find / -name "core" -print

This will list all files named "core" found anywhere in the filesystem.  Note that when two or more expressions are used together, it is assumed that you mean that the first one is true AND the second one is true.

If that's not what you want, you must explicitly use the -o (that's O, not zero) expression, which means "or":

$ find / -name "core" -o -mtime 20 -print

This means starting in the root directory, find all files that are named "core" OR modified 20 or more days ago, and print the path and name for any of these files.

It is possible to use filename wildcards for a name (but use quotes):

$ find /home/me -name "*.txt" -print

This finds and prints the name/path of all files with the characters ".txt" at the end of their names.

$ find / -name "*status*log" -print

This finds the name/path of all files whose filenames contain the string "status", with the string "log" at the end of the filename.

Finally, it's possilble to both locate files and do something with them in a single command:

$ find / -name "core" -exec rm {} \;

This command finds all files named "core", AND for each runs the rm command on the filename.  Thus, it finds and removes all files named "core" anywhere, with one command.

This is the most powerful capability of the find command.

The find command, cont'd

Things to watch out for with find(1):

- find(1) does not follow soft links.  For example:

find /usr/bin -name vi 
Will work, and find vi

find /bin -name vi
Will NOT work, even though /bin is a soft link to /usr/bin

- Impossible predicate expressions are not checked for.  If you write an impossible predicate, find(1) will check it against every file, and it will never succeed.

- Note that if you're using find(1) from the command line, and you don't supply -print, recent versions of UNIX will automatically put the -print option at the end of the line.  Thus the following two commands are equivalent:

$ find /

(output)

$ find / -print

(output)

This is to alleviate a common error with find(1): people would enter complicted expressions, and forget to stick the -print on the end so they could see the output.  find(1) would go off and search huge filesystems, look at every file, perform the complicated expression on every filename, sometimes taking hours - and because there was no -print, it would produce no output!  This was so common an error they made find(1) have a default -print on the end when you're running it from the command line.

du

df

pack / unpack

compress

gzip / gunzip

fdformat

unix2dos / dos2unix

tar

gtar
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Next section:

UNIX processes

How-To: Getting information about processes

Why Do I Care?

The concept and implementation of processes is one of the most fundamental concepts in the UNIX system.  Processes are the fundamental entities that run all programs in the system.

The concept of processes is essential to understanding what's happening when commands are run, either from the command line or from a script.

As all programs are run in a process, it's necessary to understand the basics of processes to understand the environment in which programs run.

How much do I care?
A good deal, as this is an important basic concept.  Much of what comes later will depend on understanding the basics of processes.

Also, it's essential in many cases to understand processes to understand what happens when a command is executed.

UNIX Processes

Definition:  The object in which a program runs in the UNIX system.

The kernel creates a process, and the process runs a program.  The process is not a program.  Think of a process as the memory image of a program plus all the system resources and information necessary to execute the program.

The actual program it's running is only part of a process.  A process consists of the memory image of the program being run, plus all of the other things the system needs to keep track of that program, what it's doing, what resources it's using, etc.

When UNIX is shuffling tasks around, it's actually shuffling processes.

Examples of processes:

The process which monitors a terminal, and which generates the "login: " prompt

Your login process, which runs a shell which produces your command prompt and accepts your input

'Daemon' processes, that take care of certain things for the system

The lpd process, which dequeues print jobs and sends them to the printer

The sendmail process, which takes care of routing incoming and outgoing mail to the right mailbox files

* (Almost) any command you type starts a process, which runs the command.  Thus while using UNIX you are constantly creating and destroying processes.

UNIX processes, continued

In the UNIX system, everything is a process

The only exceptions are

When the system is booting (which is a very special case)

The kernel (including all device drivers)

The kernel underlies all processes, and controls all processes.  It itself is not actually a process.

Processes can create other processes, ad infinitum
The process created is (usually) a child process of the original process

Child processes inherit the environment of their parent process (see below)

The init process (process id 1) is the ultimate parent of all processes.  There cannot be a process that is not ultimately owned by init.

Thus there is a hierarchy of processes, and inheritance from  parent processes.

A process has a number of characteristics:

Process ID number (PID)

Parent process id number (PPID)

Memory allocated/used

Processor time used

Environment

Terminal associated for I/O

Owner (user)

Group (as in process groups, NOT user groups)

Program running in it.

The process' environment generally consists of:

The 'terminal' the process is attached to

The user associated with the process (and thus his permissions)

The group the user belongs to (and thus his group permissions)

Any exported environment variables (discussed below) in the environment

Unfortunately, there is no command to display (another) process' environment.

HOW-TO:  Getting information about processes (the ps command)

The ps(1) command shows you information about processes.  

ps with no options lists the processes owned by the process invoking ps (and is usually not interesting)

The ps -ef command lists a lot of useful info about all processes on the system.

ps -ef (-e for every process, -f for full listing of each process) lists all the processes on the system

There's usually a lot, especially if you're logged in via the X Window system (such as via OpenWindows or CDE).  There will be quite a lot if you're logged into a server.

ps -ef  lists a handy header at the top of the list of processes:

UID
The User ID of the owner of the process. Generally this is translated into the login name of the user.

PID
The process id number of the process.

PPID
The process id number of the parent of the this process (Parent Process ID)

C
An obsolete field.

STIME
The starting time of the process

TTY
The controlling terminal for the process.

If the process is associated with a terminal, that terminal is considered to be 'controlling' that process.  A lot of processes (mostly daemons) will not have a controlling terminal.

TIME
The cumulative execution time for the process.

CMD
The command line the process is running.  Loosely, this is the program the process is running.

Nnte that ps chops this field to a maximum of 80 characters.  Your terminal may chop the entire ps output line to 80 characters.

The following pages have an example of ps -ef output.

$ ps -ef | more

     UID   PID  PPID  C    STIME TTY      TIME CMD

    root     0     0  0 17:56:58 ?        0:00 sched

    root     1     0  0 17:56:58 ?        0:01 /etc/init -

    root     2     0  0 17:56:58 ?        0:00 pageout

    root     3     0  1 17:56:58 ?        1:24 fsflush

    root   308     1  0 17:57:46 ?        0:00 /usr/sbin/vold

    root   154     1  0 17:57:23 ?        0:00 /usr/sbin/in.named

    root   379     1  0 17:57:56 ?        0:00 /usr/lib/saf/sac -t 300

    root   125     1  0 17:57:15 ?        0:00 /usr/sbin/rpcbind

    root   296     1  0 17:57:46 ?        0:00 /usr/lib/sendmail -bd -q1h

    root   127     1  0 17:57:15 ?        0:00 /usr/sbin/keyserv

    root   136     1  0 17:57:15 ?        0:01 /usr/lib/netsvc/yp/ypserv -d

    root   165     1  0 17:57:33 ?        0:00 /usr/sbin/inetd -s

    root   138   136  0 17:57:16 ?        0:00 rpc.nisd_resolv -F -C 8 -p 1073741824 -t udp

    root   184     1  0 17:57:38 ?        0:00 /usr/lib/nfs/statd

    root   143     1  0 17:57:17 ?        0:00 /usr/lib/netsvc/yp/ypbind

    root   186     1  0 17:57:38 ?        0:00 /usr/lib/nfs/lockd

    root   201     1  0 17:57:39 ?        0:01 /usr/lib/autofs/automountd

    root   225     1  0 17:57:41 ?        0:01 /usr/sbin/nscd

    root   205     1  0 17:57:39 ?        0:00 /usr/sbin/syslogd

    root   219     1  0 17:57:41 ?        0:00 /usr/sbin/cron

    root   378   355  0 17:57:56 ?        0:00 mibiisa -p 22912

  nobody   386   375  0 17:57:57 ?        0:00 /usr/local/apache/sbin/httpd

  nobody   388   375  0 17:57:57 ?        0:00 /usr/local/apache/sbin/httpd

    root   341     1  0 17:57:48 ?        0:00 /usr/lib/nfs/mountd

    root   306     1  0 17:57:46 ?        0:00 /usr/lib/utmpd

    root  3553     1  0 21:57:20 ?        0:00 /usr/openwin/bin/fbconsole -d :0

  nobody   384   375  0 17:57:57 ?        0:00 /usr/local/apache/sbin/httpd

    root   359     1  0 17:57:51 ?        0:01 /usr/dt/bin/dtlogin -daemon

    root   350     1  0 17:57:49 ?        0:00 /usr/sbin/in.rarpd -a

    root   344     1  0 17:57:48 ?        0:00 /usr/lib/nfs/nfsd -a 16

    root   348     1  0 17:57:49 ?        0:00 /usr/sbin/rpld -a

    root   276     1  0 17:57:45 ?        0:00 /usr/lib/lpsched

    root   380     1  0 17:57:56 console  0:00 /usr/lib/saf/ttymon -g -h -p solaris.lab.ph.ucla.edu console login:  -T AT386 -

    root   352     1  0 17:57:49 ?        0:00 /usr/sbin/rpc.bootparamd

    root   368     1  0 17:57:52 ?        0:00 /usr/lib/dmi/dmispd

  nobody   391   375  0 17:57:57 ?        0:00 /usr/local/apache/sbin/httpd

    root   369     1  0 17:57:53 ?        0:00 /usr/lib/dmi/snmpXdmid -s solaris.lab.ph.ucla.edu

    root   390   379  0 17:57:57 ?        0:00 /usr/lib/saf/ttymon

  nobody   382   375  0 17:57:57 ?        0:00 /usr/local/apache/sbin/httpd

    root   293     1  0 17:57:45 ?        0:00 /usr/lib/power/powerd

    root   375     1  0 17:57:56 ?        0:00 /usr/local/apache/sbin/httpd

    root   355     1  0 17:57:50 ?        0:00 /usr/lib/snmp/snmpdx -y -c /etc/snmp/conf

    root  4195   165  0 11:14:33 ?        0:00 in.telnetd

    root  3550   359  0 21:57:18 vt01     0:01 /usr/openwin/bin/Xsun :0 -nobanner -auth /var/dt/A:0-T9IyY_

  nobody  3655   375  0 22:58:03 ?        0:00 /usr/local/apache/sbin/httpd

    root  4221  4210  0 11:32:03 pts/2    0:00 ps -ef

    root  3565  3551  0 21:57:20 ?        0:00 dtgreet -display :0

    root   483   165  0 17:58:19 ?        0:00 /usr/dt/bin/rpc.ttdbserverd

   theis  4211  4202  0 11:15:37 pts/1    0:00 man ps

   theis  4197  4195  0 11:14:35 pts/1    0:00 -csh

    root  3551   359  0 21:57:18 ?        0:00 /usr/dt/bin/dtlogin -daemon

  nobody   537   375  0 18:04:12 ?        0:00 /usr/local/apache/sbin/httpd

  nobody   539   375  0 18:04:16 ?        0:00 /usr/local/apache/sbin/httpd

  nobody  3657   375  0 22:58:04 ?        0:00 /usr/local/apache/sbin/httpd

   theis  4205  4203  0 11:15:12 pts/2    0:00 -csh

   theis  4210  4205  0 11:15:19 pts/2    0:00 ksh

   theis  4202  4197  0 11:14:59 pts/1    0:00 ksh

    root  4203   165  0 11:15:10 ?        0:00 in.telnetd

   theis  4218  4211  0 11:15:38 pts/1    0:00 sh -c more -s /tmp/mp0dfhFD

  nobody  3659   375  0 22:58:04 ?        0:00 /usr/local/apache/sbin/httpd

   theis  4219  4218  0 11:15:38 pts/1    0:00 more -s /tmp/mp0dfhFD

Note the processes owned by theis.

When I logged in (via telnet) process 4195 intecepted the login attempt, logged me in, and created a process to run my login shell csh (4197).  Note process 4195 is a daemon process, thus running all the time.

I don't like csh, so I started up a subprocess to run ksh (4202), which I like better.  Now I'm interacting with ksh.

At the ksh I'm interacting with (process 4202).  I typed "man ps | more", which spawned the subprocesses 4211, 4218, 4219.

You can trace the lineage of process 4195 back to the init process (1) by following back up the parent/child hierarchy.

There are many daemon processes running: sendmail, ypbind, httpd, dtlogin, Xsun (the X Windows server process), etc.

Exercise:
Run the ps command in a dtterm window.  Note the process id of the shell process running in the window.

Run ps -ef in the same window.  Find the shell process from the above, and trace back through its parents all the way to the init(1M)process.
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Why Do I Care?

Signals are a fundamental way processes communicate with each other.  Signals are the primary mechanism used to kill a process, suspend a process, abort a process, and perform many other actions.

Various commands actually use signals to do what they need to do.  Some explicitly require the user to supply a signal name or number.  Some don't, but their man pages are incomprehensible without knowing about signals.

How much do I care?
Moderately.  Understanding the concept of signals makes it much easier to understand some commonly-used features, but is not essential to it.

Anyone with aspirations towards UNIX programming or system administration must know about these.

Signals
Processes often need to communicate with one another.  Signals are one way a process (or the kernel) can notify another process of some event.  They are central to the design of UNIX, very useful, and used throughout the system.

There are 32 signals in common use.  More are defined, but they're generally used for special purposes.

In practice, there's only one or two you ever need to know about as a user, so this isn't as nasty as it sounds.

The signals and their purposes are defined in signal(5).  An excerpt of the man page is on the next slide.

Each signal has a well-defined purpose.

For example, SIGSEGV indicates that the process receiving it has attempted to access memory it's not allowed to use.  When this happens the kernel detects the attempt, blocks it, and sends a SIGSEGV signal to the offending process.  (Usually this causes the process to abort with a 'segmentation violation' error).

A process can send signals to other processes, which may take some action when they receive them, or ignore them.  

Thus when a process receives a signal, it can take action based on the signal received - or not.  It is up to the process to decide what it wants to do.

Each process has a table of all the possible signals, and the action the process will take when it receives a given signal.  This table is referred to as the process' signal table.

This table is initialized with a set of default actions when the process is initialized.

For example, when a signal is received, a process can stop execution temporarily (not abort), or abort, or exit cleanly, or ignore the signal entirely - or take some other action (such as starting another process).

The default action to take when a certain signal is received is listed under 'Default' in the table of signals in the signal(5) man page.  Unless the process has been programmed otherwise, when a process receives a signal, it will take the default action listed.

Signals are generally referred to by their name (SIGKILL, SIGTERM), while the system uses them by number.  Each signal name has an associated number.  Unfortunately all the user commands for dealing with signals also require that you give the number of the signal, not its name.  So remember where the signal(5) man page is.

Default signal table: Solaris
$ man -s 3head signal

...

The signals currently defined by  <signal.h> are as follows:

     Name             Value   Default    Event

     SIGHUP           1       Exit       Hangup (see termio(7I))

     SIGINT           2       Exit       Interrupt (see termio(7I))

     SIGQUIT          3       Core       Quit (see termio(7I))

     SIGILL           4       Core       Illegal Instruction

     SIGTRAP          5       Core       Trace or Breakpoint Trap

     SIGABRT          6       Core       Abort

     SIGEMT           7       Core       Emulation Trap

     SIGFPE           8       Core       Arithmetic Exception

     SIGKILL          9       Exit       Killed

     SIGBUS           10      Core       Bus Error

     SIGSEGV          11      Core       Segmentation Fault

     SIGSYS           12      Core       Bad System Call

     SIGPIPE          13      Exit       Broken Pipe

     SIGALRM          14      Exit       Alarm Clock

     SIGTERM          15      Exit       Terminated

     SIGUSR1          16      Exit       User Signal 1

     SIGUSR2          17      Exit       User Signal 2

     SIGCHLD          18      Ignore     Child Status Changed

     SIGPWR           19      Ignore     Power Fail or Restart

     SIGWINCH         20      Ignore     Window Size Change

     SIGURG           21      Ignore     Urgent Socket Condition

     SIGPOLL          22      Exit       Pollable Event (see streamio(7I))

     SIGSTOP          23      Stop       Stopped (signal)

     SIGTSTP          24      Stop       Stopped (user) (see termio(7I))

     SIGCONT          25      Ignore     Continued

     SIGTTIN          26      Stop       Stopped (tty input) (see termio(7I))

     SIGTTOU          27      Stop       Stopped (tty output) (see termio(7I))

     SIGVTALRM        28      Exit       Virtual Timer Expired

     SIGPROF          29      Exit       Profiling Timer Expired

     SIGXCPU          30      Core       CPU   time   limit   exceeded    (see

                                         getrlimit(2))

     SIGXFSZ          31      Core       File   size   limit   exceeded   (see

                                         getrlimit(2))

     SIGWAITING       32      Ignore     Concurrency   signal   reserved    by

                                         threads library

     SIGLWP           33      Ignore     Inter-LWP signal reserved by  threads

                                         library

     SIGFREEZE        34      Ignore     Check point Freeze

     SIGTHAW          35      Ignore     Check point Thaw

     SIGCANCEL        36      Ignore     Cancellation   signal   reserved   by threads library

There's more, but this is all that's of interest now.

Default signal table: Linux
$ man 7 signal

...

SIGNAL(7)                  Linux ProgrammerΓÇÖs Manual                 SIGNAL(7)

NAME

       signal - list of available signals

DESCRIPTION

       Linux  supports both POSIX reliable signals (hereinafter "standard sig-

       nals") and POSIX real-time signals.

   Standard Signals

       Linux supports the standard signals listed below. Several  signal  num-

       bers  are  architecture  dependent, as indicated in the "Value" column.

       (Where three values are given, the first one is usually valid for alpha

       and  sparc,  the  middle one for i386, ppc and sh, and the last one for

       mips.  A - denotes that a signal is absent on the corresponding  archi-

       tecture.)

       The  entries  in  the  "Action" column of the table specify the default

       action for the signal, as follows:

       Term   Default action is to terminate the process.

       Ign    Default action is to ignore the signal.

       Core   Default action is to terminate the process and dump core.

       Stop   Default action is to stop the process.

       First the signals described in the original POSIX.1 standard.

       Signal     Value     Action   Comment

       -------------------------------------------------------------------------

       SIGHUP        1       Term    Hangup detected on controlling terminal

                                     or death of controlling process

       SIGINT        2       Term    Interrupt from keyboard

       SIGQUIT       3       Core    Quit from keyboard

       SIGILL        4       Core    Illegal Instruction

       SIGABRT       6       Core    Abort signal from abort(3)

       SIGFPE        8       Core    Floating point exception

       SIGKILL       9       Term    Kill signal

       SIGSEGV      11       Core    Invalid memory reference

       SIGPIPE      13       Term    Broken pipe: write to pipe with no readers

       SIGALRM      14       Term    Timer signal from alarm(2)

       SIGTERM      15       Term    Termination signal

       SIGUSR1   30,10,16    Term    User-defined signal 1

       SIGUSR2   31,12,17    Term    User-defined signal 2

       SIGCHLD   20,17,18    Ign     Child stopped or terminated

       SIGCONT   19,18,25            Continue if stopped

       SIGSTOP   17,19,23    Stop    Stop process

       SIGTSTP   18,20,24    Stop    Stop typed at tty

       SIGTTIN   21,21,26    Stop    tty input for background process

       SIGTTOU   22,22,27    Stop    tty output for background process

       The signals SIGKILL and SIGSTOP cannot be caught, blocked, or  ignored.

       Next the signals not in the POSIX.1 standard but described in SUSv2 and

       SUSv3 / POSIX 1003.1-2001.

       Signal       Value     Action   Comment

       -------------------------------------------------------------------------

       SIGBUS      10,7,10     Core    Bus error (bad memory access)

       SIGPOLL                 Term    Pollable event (Sys V). Synonym of SIGIO

       SIGPROF     27,27,29    Term    Profiling timer expired

       SIGSYS      12,-,12     Core    Bad argument to routine (SVID)

       SIGTRAP        5        Core    Trace/breakpoint trap

       SIGURG      16,23,21    Ign     Urgent condition on socket (4.2 BSD)

       SIGVTALRM   26,26,28    Term    Virtual alarm clock (4.2 BSD)

       SIGXCPU     24,24,30    Core    CPU time limit exceeded (4.2 BSD)

       SIGXFSZ     25,25,31    Core    File size limit exceeded (4.2 BSD)

...
       Next various other signals.

       Signal       Value     Action   Comment
       --------------------------------------------------------------------

       SIGIOT         6        Core    IOT trap. A synonym for SIGABRT

       SIGEMT       7,-,7      Term

       SIGSTKFLT    -,16,-     Term    Stack fault on coprocessor (unused)

       SIGIO       23,29,22    Term    I/O now possible (4.2 BSD)

       SIGCLD       -,-,18     Ign     A synonym for SIGCHLD

       SIGPWR      29,30,19    Term    Power failure (System V)

       SIGINFO      29,-,-             A synonym for SIGPWR

       SIGLOST      -,-,-      Term    File lock lost

       SIGWINCH    28,28,20    Ign     Window resize signal (4.3 BSD, Sun)

       SIGUNUSED    -,31,-     Term    Unused signal (will be SIGSYS)

       (Signal 29 is SIGINFO / SIGPWR on an alpha but SIGLOST on a sparc.)

       SIGEMT is not specified in POSIX 1003.1-2001, but  neverthless  appears

       on  most  other Unices, where its default action is typically to termi-

       nate the process with a core dump.

       SIGPWR (which is not  specified  in  POSIX  1003.1-2001)  is  typically

       ignored by default on those other Unices where it appears.

       SIGIO  (which  is  not  specified  in  POSIX 1003.1-2001) is ignored by

       default on several other Unices.
There's more, but this is all that's of interest now.

A process' signal table

However, a process has the option of modifying its signal table, thus changing the actions to take when a signal is received.  

This is one way processes can communicate with one another.  It also provides a mechanism for processes to recover from errors.

While we won't cover this in this class, there is a way to do this in scripts or at the command line.  (See trap(1)).

A process can modify all of its signal table, so that it ignores all signals.  So now it's an unstoppable juggernaut, unaffected by anything the system can do it it ...

... except for signal SIGKILL (signal #9).  To prevent a rogue process from ignoring all signals and becoming unstoppable, UNIX designed in a signal that no process can ignore or change the action of: SIGKILL.

SIGKILL is the Terminator of signals:  It will -always- kill the process it's sent to.  Period.  Brutally, without letting the process clean up any open files or the like.

(There is one minor exeception, but it's very technical so I won't go into it here.  Suffice it to say that if kill -9 <pid> doesn't kill the process, there's a bug somewhere in the process or (more likely) its parent).

SIGKILL is one to remember.  You'll need it sooner or later.

The kill(1) command
Some UNIX books say the kill(1) command kills a process.  This is not strictly true.

* kill(1) just sends a signal to a process.  That's ALL it does.

That signal, when received by the process, may cause the process to terminate.

Or not.  It depends on the receiving process' signal table what action the process will take when the signal is received.

 Syntax:

/usr/bin/kill -s signal_name  pid ...

/usr/bin/kill [ -signal_number ]  pid ...

/usr/bin/kill -l

pid is the process id(s) of the process(es) to be signaled.

In the first form, 'signal' is the symbolic name of the signal (e.g., SIGKILL, SIGINT, etc.) without the "SIG" part.  E.g.: kill -s KILL 123.

In the second (more commonly used) form, the 'signal' must be the numeric value of the signal (1, 9, etc.).

* Note that in the second form, the signal argument is optional.

* When you don't specify the signal to send, kill(1) sends the signal SIGTERM.  

If you look at signal(5), you'll see that the default action processes take when they receive SIGTERM is to exit.

Thus using 'kill 123' will usually cause process 123 to exit....

... unless process 123 modified its signal table so that it ignores SIGTERM.  

It's also possible that the process could be seriously messed up – but (unless you're doing programming) that's pretty rare.

In this case, 'kill -9 123' will definitely cause it to abort.

The third form just lists all the signals, in numerical order, by name (without the "SIG" prefix).

The kill(1) command, cont'd
Note that SIGTERM causes a process to terminate 'normally' and nicely.  

SIGKILL just nukes it, not allowing the process to close any files, do any cleanup, etc.  This can cause problems in some circumstances.  It depends on the program that was running.  It can cause some programs to not run any more until their files are cleaned up

(usually by an expert).

So if you need to terminate a process, send SIGTERM first.  Give it a while to respond to the signal (it sometimes doesn't happen immediately).  Only if it refuses to respond should you then send it a SIGKILL.

You must own the process to signal it.  Only root can signal (and thus terminate) any process.

The kill(1) command, cont'd
Exercise:


Start up another terminal window.

Figure out  what its process id is.

Kill it!

The nohup(1) command
When a user logs out, one of the things that happens is that SIGHUP is sent to all the processes created by the user since he logged in.

Incidentally, the same thing happens when you're working away and the modem disconnects.  The system eventually notices the disconnection, and then sends a SIGHUP to all your processes.  They die a normal death, and everything gets cleaned up.

This is why it's called SIGHUP: the user just 'hung up'.

Sometimes this is not what you want.  You may have a long-running job that you want to run overnight, and don't want to have to stay connected the whole time.  Or you may have a flaky connection, and want to prevent the system from killing off all your processes if you lose the connection for a while.

UNIX provides a mechanism for this situation: nohup(1).  ("no hangup").

When a command is executed with nohup, everything works normally except that the processs' signal table is modified.

* The default action to take when the SIGHUP signal is received is changed from 'exit' to 'ignore'.

* Thus when the process thereafter receives SIGHUP, it will ignore it.

Note that the process is not made immune to SIGTERM.

Just precede the command you want immune to SIGHUP with nohup.

Example:

$ mybigcommand param1 param2

  ...mybigcommand is running ...

$ nohup mybigcommand param1 param2

Sending output to nohup.out

  ...mybigcommand is running and will ignore SIGHUP...

Now you can log off and mybigcommand will continue to run.

Exercise:
Take a look at the man page for nohup(1).  Note what it says about the nohup.out file.  Why is a nohup.out file needed?

Why do you think nohup(1) doesn't also make processes immune to SIGTERM?

Terminals and signals
* A user can send certain signals by typing certain keystrokes on his terminal.

* These are typically used to suspend a process, abort a process, and so on.

There are a number of these, although in practice most are rarely used.

But it's very useful to know about these.  Unfortunately they're not documented in a very clear way, so the following pages contain excerpts of the relevant man pages.  I've highlighted the most useful and/or important bits.

Terminals and signals cont'd
$ man termio

Ioctl Requests                                         termio(7I)

NAME

     termio - general terminal interface

SYNOPSIS

     #include <termio.h>

     ioctl(int fildes, int request, struct termio *arg);

     ioctl(int fildes, int request, int arg);

     #include <termios.h>

     ioctl(int fildes, int request, struct termios *arg);

DESCRIPTION

     This release supports a general interface  for  asynchronous

     communications  ports that is hardware-independent. 

...

  Special Characters

     Certain characters have special functions  on  input.  These

     functions  and their default character values are summarized

     as follows:

     INTR  (Control-c or ASCII ETX) generates a   SIGINT  signal.

           SIGINT  is sent to all foreground processes associated

           with the controlling  terminal.  Normally,  each  such

           process  is  forced to terminate, but arrangements may

           be made either to ignore the signal or  to  receive  a

           trap to an agreed upon location. (See  signal(3HEAD)).

     QUIT  (Control-\ or ASCII FS) generates a   SIGQUIT  signal.

           Its  treatment  is  identical  to the interrupt signal

           except that, unless a receiving process has made other

           arrangements,  it  will  not  only be terminated but a

           core image file (called  core) will be created in  the

           current working directory.

     ERASE (DEL) erases the  preceding  character.  It  does  not

           erase  beyond  the  start of a line, as delimited by a

           NL, EOF, EOL, or EOL2 character.

     WERASE

           (Control-w or ASCII ETX) erases the preceding  "word".

           It  does not erase beyond the start of a line, as del-

           imited by a NL, EOF, EOL, or EOL2 character.

     KILL  (Control-u or ASCII NAK) deletes the entire  line,  as

           delimited by a  NL, EOF, EOL, or EOL2 character.

     REPRINT

           (Control-r or ASCII DC2) reprints all characters, pre-

           ceded by a newline,  that have not been read.

     EOF   (Control-d or ASCII EOT) may be used  to  generate  an

           end-of-file   from  a terminal. When received, all the

           characters waiting to be read are  immediately  passed

           to the program, without waiting for a newline, and the

           EOF is discarded.  Thus, if no characters are  waiting

           (that is, the EOF occurred at the beginning of a line)

           zero characters are passed back, which is the standard

           end-of-file  indication. Unless escaped, the EOF char-

           acter is not echoed. Because EOT is  the  default  EOF

           character, this prevents terminals that respond to EOT

           from hanging up.

     NL    (ASCII LF) is the normal line delimiter. It cannot  be

           changed or escaped.

     EOL   (ASCII NULL) is an additional line delimiter, like  NL

           . It is not normally used.

     EOL2  is another additional line delimiter.

     SWTCH (Control-z or ASCII EM) is used only when  shl  layers

           is invoked.

     SUSP  (Control-z or ASCII SUB) generates a  SIGTSTP  signal.

           SIGTSTP  stops all processes in the foreground process

           group for that terminal.

     DSUSP (Control-y or ASCII EM). It generates a  SIGTSTP  sig-

           nal  as  SUSP does, but the signal is sent when a pro-

           cess in the foreground process group attempts to  read

           the DSUSP character, rather than when it is typed.

     STOP  (Control-s or ASCII DC3) can be used to suspend output

           temporarily.  It  is  useful  with  CRT  terminals  to

           prevent output from  disappearing  before  it  can  be

           read.   While output is suspended, STOP characters are

           ignored and not read.

     START (Control-q or ASCII DC1) is  used  to  resume  output.

           Output  has been suspended by a STOP character.  While

           output is not suspended, START characters are  ignored

           and not read.

     DISCARD

           (Control-o or ASCII SI) causes subsequent output to be

           discarded.  Output  is discarded until another DISCARD

           character is typed, more input  arrives, or the condi-

           tion is cleared by a program.

     LNEXT (Control-v or ASCII SYN) causes the special meaning of

           the next character to be ignored.

            This works for all the special  characters  mentioned

           above.  It  allows  characters  to be input that would

           otherwise be interpreted by the  system  (for  example

           KILL, QUIT ).

            The character values for INTR, QUIT,  ERASE,  WERASE,

           KILL,  REPRINT,  EOF,  EOL,  EOL2, SWTCH, SUSP, DSUSP,

           STOP, START, DISCARD, and LNEXT may be changed to suit

           individual  tastes.  If the value of a special control

           character is _POSIX_VDISABLE (0), the function of that

           special  control  character  is disabled.  The  ERASE,

           KILL, and EOF characters may be escaped by a preceding

           backslash  (`  \') character, in which case no special

           function is done. Any of the special characters may be

           preceded by the LNEXT character, in which case no spe-

           cial function is done.

Note the symbolic names for the functions: INTR, QUIT, etc.  We'll need these names soon.

Note INTR.  This is what happens when you enter a ^c.  The terminal causes the kernel to send a SIGINT to the process, which by default causes the process to exit.  This is how ^c works.

Note EOF (which stands for End Of File), which is generated by ^d.  This essentially tells the receiving process : "There's no more data for you, and there never will be".  Thus the receiving process terminates.  This is a 'stronger' way to abort a process than ^c, but not as strong at kill -9.  In general you only want to use it if a process doesn't respond to ^c.

The stty(1) command

As terminals and the ways to connect them grew and changed over the years, so did the ways to configure them and the number of options possible.  There are now far too many, and configuring terminals is far too complicated.  This is a legacy stemming from the tremendous evolution of terminals and communications.

If you have insommnia, you can look at termio(7I) and stty(1) to see most of the possible options.  There's far too many, especially since things stabilized some years ago and most of these options are not used any more.  But they're part of the UNIX standards, so they can't be removed.

We'll take a brief look at a useful bit of stty(1).  (stty stands for 'set tty' - in other words, setting various options affecting the way the system interacts with the terminal).

$ man stty

User Commands                                             stty(1)

NAME

     stty - set the options for a terminal

SYNOPSIS

     /usr/bin/stty [ -a ]  [ -g ]

     /usr/bin/stty [ modes ]

     /usr/xpg4/bin/stty [ -a | -g ]

     /usr/xpg4/bin/stty [ modes ]

DESCRIPTION

     The stty command sets certain terminal I/O options  for  the

     device  that  is  the  current standard input; without argu-

     ments, it reports the settings of certain options.

     In this report, if a character is preceded by a  caret  (^),

     then  the  value of that option is the corresponding control

     character (for example, "^h" is CTRL-H; in this case, recall

     that  CTRL-H  is  the  same  as the ``back-space'' key.) The

     sequence "^" means that an option has a null value.

...

OPTIONS

     The following options are supported:

     -a    Write to standard output all of  the  option  settings

           for the terminal.

...

Running stty

The interesting bit is highlighted:

theis@partha: stty -a

speed 38400 baud;

eucw 1:0:0:0, scrw 1:0:0:0

intr = ^c; quit = ^\; erase = ^h; kill = ^u;

eof = ^d; eol = <undef>; eol2 = <undef>; swtch = <undef>;

start = ^q; stop = ^s; susp = ^z; dsusp = ^y;

rprnt = ^r; flush = ^o; werase = ^w; lnext = ^v;

-parenb -parodd cs8 -cstopb -hupcl cread -clocal -loblk -crtscts -crtsxoff -pare

xt

-ignbrk brkint ignpar -parmrk -inpck -istrip -inlcr -igncr icrnl -iuclc

ixon -ixany -ixoff imaxbel

isig icanon -xcase echo echoe echok -echonl -noflsh

-tostop echoctl -echoprt echoke -defecho -flusho -pendin iexten

opost -olcuc onlcr -ocrnl -onocr -onlret -ofill -ofdel tab3

theis@partha:

Note the names intr, quit, etc.  These are the same functions that were listed on the termio(7I) page as INTR, QUIT, etc.

What stty(1) is telling you is that for this terminal, the key sequence ^c (hold down the Control key and press c) will generate the INTR function as listed in termio(7I).

And so on for QUIT, etc.

Running stty, cont'd

Note that my terminal has all of the functions attached to standard key sequences, except EOL, EOL2, SWTCH.

* This may not be the case when you use some other UNIX system.  It depends on how the system administrator set things up.

For example, I usually have a couple students that tell me that ^z doesn't work on their systems at work, but it does work here.  The reason is often that ^z isn't set up to invoke the SUSP function on their work system.  Using stty(1), you can now find out if this is the case.

I've also had students tell me ^c doesn't work, on their system at work, perhaps.  If they have an inexperienced system administrator, ^c may not be set up to invoke the INTR function.  But you can set it up yourself as follows:

$ stty intr ^c



(Hold down the Control key and hit c; don't type 'caret c'.)

This works for any of the terminal functions.

* Note the standard backspace key on UNIX systems is the DEL key (to the right of the typewriter keys).  Most people aren't used to this, and want to change it to the Backspace (BS) key (the one with the left-pointing arrow just above the Enter key on all modern keyboards).  You can do this as follows:

$ stty erase ^h

(Hit the BS key ('left arrow' key above the Enter key), don't type 'caret h').

People often put this in their .profile files.

Note that wherever I said 'terminal' it also applies to any terminal window in the GUI environment.

Be aware that each terminal window is independent and like a seperate physical terminal.  Settings you make in one terminal window will not affect another terminal window.

Next section:

Processes: Standard input, standard output, standard error

Redirection

Filters

Pipes

Job control

Using Job Control

Why Do I Care?
This is all about standard I/O, which is used throughout the UNIX system and is so useful the concept has migrated to many other systems.  Understanding it and its uses gives one powerful tools.

How much do I care?
A lot.  Controlling and redirecting standard I/O is one of the most powerful aspects of the UNIX user interface and programming environment.

Standard Input, Output, Error
The process is the fundamental unit of the UNIX architecture.

Whenever you enter commands, you're creating processes which run your commands, return the results, and exit.

Before UNIX, setting up even simple input and output for a program was a big chore, often most of the work of writing the program.  Worse, you ended up doing very much the same thing in lots of different programs.  Worse yet, if you had problems with I/O it often meant you couldn't see what what going on in the program - making it very hard to debug.

So the designers of UNIX decided to standardize how I/O was done in programs, so it was done the same way in every program.

They went a step further, and made it so that programs talk to any file anywhere in exactly the same way.

They went a step further, and made it so that programs talk to any device on the system in the same way.

They also realized that all processes need to do at least one of the following, and usually all three:

Get input

Produce output

Produce error messages (preferably always where the user can see them)

Standard Input, Output, Error, con't
So they set things up so that when a process was created it always had a default way set up to do input and output, and a way to generate error messages that was likely to work.

So now, every process always has a standard default mechanism to get input (known as stdin, defaults to the keyboard), produce output (stdout, defaults to the terminal screen), and produce error messages (stderr, defaults to the terminal screen).

So just by creating a process you instantly know where it does I/O to.  stdin, stdout, and stderr are always set up whenever a new process is created.  They normally have the default settings listed above.

Parameters passed to a command on the command line are not considered 'input'.  They are just parameters passed to the program that affect its operation.  A program cannot use stdin, stdout, and sterr until it has started running.  Thus parameters aren't considered 'input' in this sense.

Note that not all commands, when run, will use all of stdin, stdout, stderr.  For example, the ls command always takes its arguments from the command line, and never looks at stdin for any other input from the user.

Child processes can (and usually do) inherit these I/O locations from their parent process.

stdin, stdout, and stderr can be redirected from their default locations to any other location.

Finally, with this mechanism it became easy to hook the output of one command to the input of another.  (Believe it or not, this was very difficult or impossible to do before then).  Now it was possible to makes chains of commands, each one taking its input from the preceding process, and sending its output to the subsequent process.  Thus very complex actions can be built up from a set of simple commands.

This is one of the most powerful aspects of the UNIX user and programming interface.

Redirection
Redirection simply means changing any of a process' stdin, stdout, sterr to get/put their data from somewhere other than the default location.

Thus you can tell a process to get its input from anywhere, send its output anywhere, and to display its error messages anywhere.  Or nowhere.

Redirects should appear at the end of the command line.

Note that redirects are shell metacharacters, and are handled completely before the program actually starts running.  Thus the program will never actually see the redirects, and they cannot be interpreted as part of the arguments to the command.  They are literally removed from the command line before the command program is started.  They only affect how the process environment is set up before the program starts to run.

Redirection, con'd
Output redirection:

This is redirecting stdout.  You use the '>' symbol.  (Think of it as a funnel, as the data goes from left to right it's 'funneled' into a file).  E.g.:

ls foo >ls_output
No (normal) output of the ls appears on the console; it's all redirected and written into the file ls_output.  Note that if the file ls_output does not exist, it is automatically and silently created.

If the file ls_output does exist, and error message will be generated and the command will fail.  As stderr was not redirected, the error message will appear on the terminal screen (by default).

Input redirection:

Use the '<' symbol.   E.g.:


cat < ls_output

This tells the cat command to get its input from the file ls_output.  Whitespace between redirect symbols and the filenames doesn't matter.

Error redirection:

Use the characters '2>'.  (The '2' is because stderr is file descriptor number 2; stdin is 0, stdout is 1).

ls foo 2>error_log

The ls output will appear on the terminal, but any error messages won't; they'll go into the file error_log..

There's a special case here which is very useful.  Often you want the output of a command AND any error messages to go to the same file.  While you can explicitly redirect stdout and stderr to the same file, there's a shorthand which is handy:


ls foo >ls_output 2>&1

This says, "redirect stdout to the file ls_output, AND redirect stderr to the same place that stdout is currently going.  Order is important here; the 2>&1 MUST follow the output redirect or it won't work right.

Redirection, con'd
There is a special symbol for causing stdout redirects to append to the output file.  This allows you to collect output from several commands into one file.


For stdout, use a double '>' symbol for 'append to the end of''.  E.g.:

ls foo >>ls_cumulative  2>&1

This will also silently create the file ls_cumulative if it doesn't exist.

Pipes
Since all processes have a default stdin, stdout, stderr, it becomes possible to chain them together so that the output of one command gets sent to the input of the next, and so on.

Use the vertical bar character '|' to indicate that two commands should be hooked together this way.  E.g.:


ps | sort


ls | sort | tail

There are actually three different commands being executed in the last line.  The shell knows to create the three processess in such a way that the ouput of the first is sent to the input of the second, and so on.

There is no (theoretical) limit on the number of processes that can be chained together this way.

With the "small is beautiful" philosophy of UNIX, many small single-purpose commands exist that read from stdin and write to stdout.  These can be piped together in a multitude of ways to provide all sorts of custom capabilities, as needed.  This is another of the fundamental strengths of the UNIX environment.

Filters

All processes by default use the keyboard for stdin, terminal (window) for stdout, and terminal (window) for stderr.  But they don't have to.  A process can override the default assignments, and explicitly use whatever data stream they choose.

* Some commands do not use the default settings for stdin, stdout, or stderr.  Thus you cannot redirect the data stream for any of the streams for a process that doesn't use stdin, stdout, or stderr.

Thus you cannot redirect stdin for ls(1) and have it actually work.

For example, the ls command insists that all of its parameters be given on the command line.  It won't look at stdin for any parameters.  The find command is the same way.

* But many commands on the UNIX system do use the default stdin, stdout, and stderr

locations.  These commands can be used 'in the middle' of a pipeline, as they get their input from stdin and write their output to stdout.

Such commands are known as 'filters'.  You can think of them as 'filtering' the data stream in some way or other.  The sort(1) command is a classic example.

<some command that generates data> | sort | <some other command>

The output from the first command is passed to the sort command, which sorts all the output and then passes the sorted output on to the next command.

Exercise:
Create a file filelist containing the names of two files in your current directory.

Then try this:

$ cat filelist | ls

What's happening?

Filters, cont'd

Some commands that are filters:

cat

lp / lpr

pr

head

tail

sort

uniq

Some commands that are NOT filters

rm

find

ls

cd

pws

chown

chgrp

chmod

echo

cp

mv

file

kill

ps

rmdir

cmp

Filters, cont'd

A quick way to tell if it's a filter is to just type the command.  If it hangs awaiting input, stdin has defaulted to the terminal.  This means that the command can be used as a filter.  E.g.:


$ sort

The command will appear to hang.  It's actually just awaiting input, which it expects on stdin (the keyboard).  Hit ^c to cause it to abort.

Try this with cat(1).

Exercise:
Find a command that looks interesting in the man pages, and figure out if it's a filter from the man page.

Test it with the quick test given above.

Job control
(Job control is described on page 134 in the text).

The concept of a 'suspended' process derived from a simple problem:

I want to have a process running, but 'out of the way';  that is, not tying up my terminal (since, in the early days, I'd only have one terminal).

So they invented a way to start a process and then 'put it in the background'.  The terminal is now free for other uses.

But there are potential problems:

What happens when the process running in the background needs some input?  Where does it get it?

If the user has not explicitly redirected standard input to come from somewhere else, the input must come from the terminal.

But if you just grab the terminal and demand input when you need it, the user will get very confused.  (Which program am I talking to?)

So they decided that such a program cannot proceed until it gets input.  So they 'suspend' it, until such time as it can receive input again.  It won't do anything (except respond to signals) until it's explicitly reconnected to a source of input.

* Thus (by default) processes running in the background do not have their standard input connected to the controlling terminal.

* Similarly, processes running in the background can no longer run once they require input.  So they remain in the background, but become 'suspended' (not running).

Job control , cont'd
What happens when the process in the background needs to produce some output (like an error message)?  Where does it put it?

If the user has not explicitly redirected standard output (or standard error) to go to somewhere else, the output must go to the terminal.

But if it just dumps its output to the screen whenever it wants to, that will confuse the user.

So they decided - just dump output onto the terminal screen!  The user is a Programmer; he'll figure out what's happening.

* Thus processes running in the background still have their stdout and stderr connected to the terminal.

I think the idea was so that you'd always see any error messages generated.

So if a process is in the 'background', it can produce output to the terminal whenever it likes, but if it wants any input it gets suspended.

Job control , cont'd
So only one process at a time can be receiving input from the terminal.  All processes associated with the terminal can produce output whenever they want.

This leads to a simple definition of "foreground' and 'background':

* The foreground process is the process that is receiving input from the terminal.  Its stdin is connected directly to the terminal.

* A background process is any other process associated with that terminal.  Their stdins are not connected to the terminal (or anything else).

A background process that wants input can't get it, so it becomes suspended.

* So job control revolves entirely around which process has its stdin connected to the terminal.

Mechanisms were developed in later shells to be able to shuffle which process is the foreground process (which is basically just reconnecting stdin to a different process, and possibly resuming it), and to suspend or resume background processes at will.  

These mechanisms capitalize on the concepts of stdin, stdout, and stderr, and signals.

Note the literature is ambiguous about calling a suspended background process sleeping or suspended.  I've seen both used interchangably, and have never found any distinction between the terms (and I've looked).

Using Job control
To use job control, you must first be running a shell that supports it.

All shells except sh(1) support job control.  Note that your system administrator may have disabled job control on your system.

Job control consists only of 

suspending (stopping but not terminating) a process (with ^z)

Making a process run in the background (thus running, but not having its stdin connected to the terminal (using bg)

Making a process run in the foreground (thus running, and having its stdin connected to the terminal) (using fg)

Killing a running job (using kill(1)).

To suspend the current foreground process, type ^z (control-z).  If job control is enabled, the current process is suspended, and its stdin is disconnected from the terminal.  The controlling (parent) process' stdin is reconnected to the terminal, and started running again (it was suspended while your process was running).

Technically, the ^z is caught by the terminal software, which responds with the SUSP function.  This in turn issues a SIGTSTP signal to the current foreground process, suspending it.

To start a suspended process running again, you can do one of two things:

Put the suspended process in the background.   This disconnnects stdin of the process from the terminal, and starts it running again.

It will run to completion, or until it needs some input from stdin.  If that happens, the process gets suspended (stopped) again.  You can bring the process into the foreground, supply the input, and put the process back into the background again (with ^z (which suspends it), then 'bg process_id'(which starts it running in the background)).

Put the suspended process back into the foreground (running, and stdin connected to the terminal).  See below.

To put a suspended process back into the foreground (running, and stdin connected to the terminal), issue the command 'fg process_id'.

To kill a process, use the kill(1) command.

Chapter 7:
UNIX utilities

Next section:

Instant UNIX - commands

UNIX utilities

Why Do I Care?

These are basic utilities you will be using a LOT.

How much do I care?

As you'll be using these a lot, you care a lot.

Common UNIX utilites

Process manipulation

ps


kill

Job control

fg

bg

& (as last character of a command line)

jobs

^z

nohup

sleep

crontab

at



 cron/at homework

Filter utilities

head

tail

cut

paste

join

more

wc

tee

uniq

od

fold

xargs

sort

Next section:

The sort command

Why Do I Care?

There's only one way to sort anything in UNIX - the sort command.

How much do I care?

Moderately, at least.  Sooner or later you're going to need to sort something.  The man page for sort is really hard to understand, so learning it on your own will be really difficult.  Hopefully this section isn't.

Sort

TBD

Non-filter utilities

comm

diff

cmp

expr

arithmetic expressions

logical expressions

pattern-matching expressions

basename

dirname

dircmp
(not all systems; Solaris; not Linux)

spell

Miscellaneous commands

cal

who

finger

date

passwd

exit

Shells

sh

csh

ksh

bash

zsh

echo

Echoing without a newline

Echoing non-printing characters

print
(ksh only)

talk

wall

write

id

true / false

: (No-op command)


Utilities homework

Networking-related commands

telnet

rlogin

ping

Next section:

Searching for strings in files

Regular Expressions

Regular Expressions: Simple

Basic Regular Expressions

Basic Regular Expressions:  Metacharacters

Basic Regular Expressions:  Examples

Basic Regular Expressions:  Limitations

Extended Regular Expressions

Extended Regular Expressions:  Additional metacharacters

Extended Regular Expressions:  Examples

Regular Expressions metacharacters versus shell metacharacters

grep, egrep, and fgrep

Why Do I Care?
Regular Expressions (REs) are a fundamental of the UNIX system.  They are so pervasive that programming libraries have been written for them, so that it is trivial for programs to incorporate complex and sophisticated pattern matching.

So, almost all UNIX commands that allow pattern matching use and understand REs.  Any new ones that have a need for pattern matching will certainly use REs.

These capabilities are so useful that they have migrated to other systems.

How much do I care?
A lot.  REs are very powerful, and virtually any UNIX utility that supports searching or pattern matching of any kind uses REs.  Conversely, not understanding REs can be limiting.

Searching for strings in files

Situations often come up where it is useful to search through a file (or set of files) for a certain string of characters (such as a name, Social Security number, account number, etc.).

Since such searching is essentially just looking for patterns (sequences) of characters, the general name for such a capability is 'pattern matching'.

Since the UNIX philosophy is "small is beautiful", such capabilities are not generally built into each command that might need them (which would make them "big and ugly").  

Instead, a general purpose command was written to do any and all kinds of searches for patterns of characters.  

** This command is called grep(1).

** It uses a sort of 'language' to describe the string to search for.  A statement in this language is called a "Regular Expression" (RE for short).  Much more about these soon.

** grep checks each line in file to see if the RE matches any string in that line.  If it finds a match, it (by default) prints the entire line containing the matching string to stdout.  It checks every line in file, then every line in file2, etc.  It finds all matches; it does not quit when it finds a match.

grep always looks at a single line at a time.

grep is a filter.

Syntax:

grep [-options] RE [ file ... ]

** If the RE contains any shell metacharacters it must be properly quoted.

Otherwise the shell will expand the shell metacharacters (such as *) in the RE – destroying the RE.  Since you usually won't see this happen, the results can be bizzare and confusing if you don't quote properly.

When in doubt, single-quote your REs.

Regular Expressions

Specifying specific patterns to search for is easy: Just use the exact character string you wish to find (match).
Any string of ASCII characters can be a valid Regular Expression.  E.g.:  "Joe", "123-45-5678", and so on.

* To be really useful, one needs to be able to specify general patterns to search for.  E.g.:

Any Social Security number: Any group of three contiguous digits, followed immediately by a dash, followed immediately by a group of two contiguous digits, followed immediately by a dash, followed immediately by a string of four contiguous digits.

Any phone number: (How could you specify this precisely, allowing for an optional area code?)

Any name: First name (or initial), middle name or initial (optional), last name, seperated by whitespace; two consecutive whitespace characters following the first name indicates an empty middle name field.

As you can see, specifying arbitrarily complex strings to match can be very complex.  In fact, an exact syntax for specifying such strings can be a whole language in itself.  We can describe the syntax for a given pattern match in English (laboriously), but that is not something a computer can easily be made to understand.

What was needed was some compact, unambiguous, symbolic way of describing any conceivable pattern of characters – a 'language' - that was easy for a computer to understand.

** The early UNIX developers – being very interested in mathematics and the formal mathematical description of languages – took this very seriously.  They came up with such a language.  It's called "Regular Expressions" (REs for short).  A statement in this language is known as a "Regular Expression".

* You tell grep(1) what string(s) to search for using an RE.

* Thus you must be familiar with regular expressions to use grep(1).

Regular Expressions, cont'd

The term 'regular expression' has a formal, mathematical, language definition.

But it's pretty complex. and you don't need to know it to use REs under UNIX.

Think of an RE as just a string of characters that specify what sort of string of characters to match.  An RE  tells grep(1) "these are the sorts of strings I want you to find in each line in this file".

* grep(1) works by checking each line in the file for a pattern satisfying the RE.  If such a line is found, grep(1) outputs the entire line on stdout.

A simple example helps here:

grep a datafile

Here the RE is 'a'.  It contains no shell metacharacters, so needs no quoting.  The file to search is datafile.

This command causes grep to check every line of datafile for the character 'a' (without quotes).  For every line it finds containing 'a' (the RE), it writes the line to stdout.

Simple Regular Expressions

Simple REs are the simplest kind of REs.  They consist of a string of (any) ASCII characters. These REs will match lines that contain that exact string of characters, in order (and thus grep(1) would write such lines to stdout).  Example REs:

Fred

555-1212

If we run grep(1)against a phonelist file containing an entry for Fred Jones:

$ grep Fred datafile

Fred Jones 123-4567

$

grep(1) found a match for the RE 'Fred', and dumped the line containing the match to stdout.

Examples:

ypcat passwd >file

grep username file


or

ypcat passwd | grep username

man ls | grep 'output'

man -s 3head signal | grep SIGTERM

Simple Regular Expressions, cont'd

If the string you want to search for contains whitespace characters, you must put them in exactly the way you want them to match:

Fred Jones

But this will fail:

$ grep Fred Jones phonelist

grep: can't open Jones

phonelist:Fred Jones 123-4567

$

Here the shell assumed the RE ended with the first whitespace, so it then assumed there were two filename arguments to grep(1): "Jones" and "phonelist".  Note that since grep(1) believed there were two files to search, it told you which file it found the match in ("phonelist:").

* To avoid the whitespace problem you must quote any RE containing whitespace:

$ grep "Fred Jones" phonelist

Fred Jones 123-4567

$
** You must quote appropriately any RE that contains any shell metacharacters that you don't want the shell to expand.

Failure to do so may lead to bizzare behavior – or worse, failures that won't be obvious at first (or ever!).

Exercise:

Create a file containing the following lines:

$100 bill

$50 bill

$20 bill

$10 bill

$5 bill

$1 bill

This is the end of the billing statement.

grep to match the third line only.  grep to match the last line only.
grep with an RE that matches none of the lines.  

Experiment and find the smallest RE that will match the first line only.

Simple Regular Expressions, cont'd

Note that REs are case sensitive.  'fred' will not match 'Fred'.

Note that an RE will match any sequence of characters that matches the RE, even if the sequence is embedded in another word.
Thus the RE 'red' will match 'red', ' red ', 'transferred', 'Mildred', '123-67qred34'.

Matches only occur on a given line, not across adjacent lines.
Thus a line ending with 'r' followed by a line beginning with 'ed' will not be a match.

Whitespace, since it is generated by characters, is significant.
Note that the space character and the tab charaacter are distinct even though they may appear the same in certain situations.

If the RE matches multiple strings on a line, it is considered to have matched only the first one it finds.

Don't assume that if you got a line with a match that the string you want is the first such string in a line.  It may actually be the second or later such string in the same line.  You should look at the line further with another tool to see if multiple occurences of the string of interest exist in the line.  grep cannot distinguish among multiple matches on the same line.

* The simplest RE is a single character.
Thus, when REs are being broken down into their smallest pieces, the smallest piece is a single ASCII character.  (This will be important soon).

Basic Regular Expressions

There are two major classes of REs: Basic REs (BREs) and Extended REs (EREs).

BREs are simple REs with some features (RE metacharacters) added.
BREs include all variants of the simple REs described above.

BREs also include certain Regular Expression metacharacters.

EREs are BREs with a few more features (discussed later).

** RE metacharacters are not the same as shell metacharacters.  Unfortuanately both the shell and REs use the same characters for similar (not identical) purposes.  Be aware of this.  (See table of shell, RE, and ERE metacharactes later in this section).

You must be cognizant of what is seeing and acting on the metacharacter:

- If it's not quoted (so the shell won't see it), the shell will act on it.

- If it's in an RE and is quoted so the shell won't see it, grep(1) will act on it as part of a regular expression.

Metacharacters add a great deal of power to BREs.  Metacharacters extend REs to specify general patterns, rather than just exact patterns.

Basic Regular Expressions:  Metacharacters

** Following is a list of BRE metacharacters, with exact definitions of what they do.

Wildcard metacharacters for matching single characters:

.
(period)

Matches any single ASCII character – exactly one character.

[characters]
Matches any single ASCII character from the group of single characters.  Matches exactly one character.

[^characters]

Matches any single ASCII character except those from the group of single characters.  Matches exactly one character.

The caret must be the first character after the open square bracket.  In any other position it is treated as an ordinary ASCII character to match.

Wildcards for matching multiple characters:

*
Matches zero or more occurences of the preceding minimal RE.  

NOTE:  The * and the minimal RE immediately preceding it are taken as a unit, not two seperate REs.

.*

Special variant:

Matches any string of zero or more characters.  Basically, matches anything (or nothing).

Wildcards for matching strings adjacent to the beginning or end of a line ("anchors":

^
If it is the first character of an RE, it means that the following RE must occur at the beginning of a line.

In any other position this character is treated as an ordinary ASCII character to match.

$
If it is the last character of an RE, it means that the preceding RE must occur at the end of a line.

In any other position this character is treated as an ordinary ASCII character to match.

Escape character (remove special meaning of RE metacharacter):

\
(Backslash)

Removes the special meaning of the following RE metacharacter.

Basic Regular Expressions:  Metacharacters, cont'd

You have to be careful with certain special cases using the RE metacharacters.

'.*' by itself matches anything and everything.  This means "zero or more occurances of the preceding character (which can be anything).  So we match any string of zero or more characters - anything.

But think about the RE 'b*'.  This means "zero or more occurences of the character 'b'.  Thus this matches any line containing a 'b'.

What is not so obvious is the 'zero case'.  What does it mean to have an expression that matches zero occurences of 'b'?  This means, match every line not containing a 'b'.

The result is, 'b*' matches any line containing a 'b', and any line not containing a 'b'.

** Thus any RE of the form 'x*' (where x is any ASCII character) will match every line checked.   It's very easy to fall into this special case.

If you add any characters to such an RE (such as 'aa*'), you no longer have this problem.

Other oddities:

The RE '.' by itself matches everything, regardless of length.

The RE '*' by itself matches any occurence of the character '*' (in other words, the * is not treated as a metacharacter if it's the first character of an RE).

Basic Regular Expressions:  Examples

RE



Matches

a
a


aa


aaa


bad


zebra

...

ab
ab


babble


abracadabra
...

abc
abc


cabcadbdkr
...

a.b
aab


abb


a,b


a*b


aabracadabra
...

[1234567890]
1


2


...


0

42340692602013420aabkalj;kje

a[1234567890]b
a1b, a2b, ...

a[^1234567890]b
aab, abb, aBb, a b, a#b, atabb, ...

a*
matches everything

aa*
a


aa


aaa


bazaar


babble

ab*
a


ab


abb


abbb


bazaar


babble

...

Basic Regular Expressions:  Examples, cont'd

abc*
ab, abc, abcc, babble, ...

a*b*
matches everything

aa*b*
a

ab

aa


aaa
...


ab


abb


abbb
...


aab


aaab
...


ab


abb


abbb
...


aaaaaabbbbbbbababababbabbaa

bar*bar*
baba


barba


barrba


barrrba
...


babar


babarr
...


barrbarrrr

[1234567890]*
Matches everything
[1234567890][1234567890]*


Any string of at least one digit

[1234567890][1234567890]
Any two-digit number

[a-zA-Z][1234567890]
Any string containing a single alpha character followed by a single digit

[a-zA-Z]*[1234567890]*
Matches everything
[a-zA-Z][a-zA-Z]*[0-9][0-9]*

Any string of alpha characters followed by a string of digits

a
Any string containing an 'a'
a.*
Any string containing an 'a'
.*a.*
Any string containing an 'a'
Basic Regular Expressions:  Examples, cont'd

a.*b
Any string containing an 'a' followed by anything (or nothing), followed by a 'b':



ab



aasgkl;jrentq;hbbbb7v9087283877
name[1234567890].*
Any string containing 'name' followed by exactly one digit, followed by anything (or nothing)

name.*[1234567890]*account.
Any string containing the string 'name', followed (anywhere) by a string of at least one (possibly more) digits, followed immediately by the string 'account', followed immediately by any single character.

[A-Z][a-z][a-z]*  *[A-Z]  *[A-Z][a-z][a-z]*


Any string consisting of a capital alpha character followed by at least one lowercase alpha character followed by zero or more lowercase alpha characters,


followed by a single space character,

followed by zero or more space characters,


followed by a single uppercase alpha character,


followed by a single space character,

followed by zero or more space characters,


followed by an uppercase alpha character,


followed by a lower case alpha character, 


followed by zero or more lowercase alpha characters.


In other words, e.g., "firstname middle_initial lastname".

^The
Any string (line) beginning with the word "The" exactly.

end\.$
Any string (line) ending with the string "end.".

^The.*end\.$
Any string (line) beginning with the string "The" and ending with the string "end.".

Basic Regular Expressions:  Examples, cont'd

Exercise:

Come up with an RE that will match 'year' srings (4 contiguous digits).  Test it.  Make sure it doesn't match other strings.

Come up with an RE that matches phone numbers (assume no area code).  Test it.  Are you sure it matches only strings of the format nnn-nnnn?

Come up with an RE that matches phone numbers, including area code.

Come up with an RE that matches lines that begin with the string 'filler' and end with a string of 4 zeros.

Come up with an RE that matches salaries of the form $nnnn.nn, where the number of digits to the left of the decimal point is variable.

Basic Regular Expressions:  Limitations

Although BREs are very powerful, over time it became apparent that there were certain things people often wanted to do that BREs could not do:

- Match an string containing exactly zero or one occurences of a character.

E.g.: people entering phone numbers into a computer may or may not put a dash between the first three digits and the last four.  You need an RE

that will always match a phone number, whether or not the dash is present.

- Match a string containing at least one or more occurences of a particular character (not zero or more).

E.g., match invoice amounts.  They must contain a $ followed by at least one digit always.

- Match a repeating set of characters, where you don't know in advance how many sets may occur.

E.g., match any repeating occurence of the string "oogle", regardless of how many there may be:  "oogleoogleoogle..."

- Cases where you're interested in a string that matches one RE or another RE.

E.g., you want to match all lines that contain a dollar amount or the string "Invoice not received".

You can do this with pipes, but any way you do it you'll end up with two seperate files: the first containing the results of the first grep, the second the results of the second.

Extended Regular Expressions

Basic Regular Expressions were incorporated into UNIX fairly early on, and became extensively used – so much so that they became part of the UNIX standards.

Unfortunately, as you've seen, BREs have some limitations.  But since they were in such widespread use and standardized, it wasn't possible to change the way they work without breaking lots of existing software.

So Extended Regular Expressions (EREs) were developed as a seperate capability, to extend and enhance the capabilities of BREs.

EREs have a few new metacharacters, and very minor (generally invisible) changes to syntax.  Otherwise they are just like BREs.

fgrep(1)uses simple REs.

grep(1), by default, uses BREs.

egrep(1) uses EREs.

Extended Regular Expressions:  Additional metacharacters

?
Matches exactly zero or one occurence of the preceding minimal ERE.

+
Matches exactly one or more of the preceding minimal ERE.

()
Grouping.  Encloses an ERE (or set of minimal EREs) so they can be treated as a group.  An ERE enclosed in parentheses is now a minimal ERE.  E.g., in the ERE '(foo)*' the RE 'foo' is the minimal RE the * applies to.

|
"Or".  Allows matching any number of alternate EREs.  (E.g., 'ERE1|ERE2|ERE3', etc.).  Any number of EREs can be listed.  Often used in combination with parentheses.

Extended Regular Expressions:  Examples

ERE
Matches

1-?A
1A


1-A

$[1234567890]+\.[1234567890][1234567890]$


Matches any string consisting of a dollar sign, followed by at least one digit (possibly more), followed by a decimal point, followed by exactly two digits and nothing else.

oogle(oogle)*
Matches any string consisting of one or more 

(oogle)+
repeating occurences of the string "oogle"

$[1234567890]+|Invoice not received


Matches any line containing a string consisting of a dollar sign followed by at least one digit, OR any line containing the string "Invoice not received" verbatim.

Extended Regular Expressions:  Examples

Exercise:

Come up with a RE that will match phone numbers, where the phone numbers can be of one of three forms:

nnn-nnnn

nnn nnnn

nnnnnnn

Extend the above RE so that it can handle an optional area code.  Test it!

Extend your RE so that it can match phone numbers in any of the following formats:

nnn-nnnn

nnn nnnn

nnnnnnn

(nnn) nnn-nnnn

(nnn) nnn nnnn

(nnn) nnnnnnn

nnn nnn-nnnn

nnn nnn nnnn

nnn nnnnnnn

nnnnnnnnnn

Test it!  (This one is tricky...)

Regular Expressions metacharacters versus shell metacharacters

Beware of the differences and similarities between shell metacharacters and RE metacharacters.  Both use nearly the same sets of characters for their metacharacters, thought they do different things in the two different environments.

Equivalent metacharacters:

Shells


BREs


EREs

[ ]


[ ]


[ ]

[!...]

[^...]

[^...]

\ (backslash)

\


\

Similar metacharacters, different functions:

Shells


BREs


EREs

^ (pipe)

^ (BOL)

^ (BOL)

$ (variable)

$ (EOL)

$ (EOL)

? (char)

no special meaning
? (0 or 1 occurance)

| (pipe)

no special meaning
| (or)

no special meaning
no special meaning
+ (1 or more occurences)

' (single quote)
no special meaning
no special meaning

" (double quote)
no special meaning
no special meaning

` (back quote)

no special meaning
no special meaning

no special meaning
. (any single char)
. (any single char)

() (sh: subshell)
no special meaning
() (grouping)

grep, egrep, and fgrep

grep(1) is the oldest and slowest, but most reliable.  It uses BREs.

However, with the –E switch, it now does EREs.

So the functionality of grep(1) and egrep(1) are pretty close to equivalent.

egrep(1) uses EREs.  It also uses a faster algorithm, which is better in most cases.  

However, in certain pathological cases, it can run forever or use infinite memory.  In such cases you'll need to use grep.  (See the man pages for details.  You are unlikely to run into these cases).

fgrep(1) is a simpler and even faster version of grep.

fgrep(1) is not a filter.  It insists on getting its input from a file.  It writes to stdout.

fgrep uses only simple REs.  That is, fgrep understands and uses no RE metacharacters.  It matches strictly strings, verbatim.

This is useful if you want to search for strings containing RE metacharacters (such as *).

Next section:

Other commands you should be aware of.

Why Do I Care?
How much do I care?
Other commands you should be aware of

Sysadmin

stty

su

dd

cpio

Commands make a new partition (or disk) useable

fdisk

mkfs

mount

share

Installing/removing software

pkgadd, pkgrm, pkginfo
(Solaris only)

rpm




(Linux only)

Network setup commands

ifconfig

Programming commands

Building a program

cc

ld

make

Debugging a program

gdb
(GNU debugger)

dbx
(Sun debugger; Solaris only)

ldd

nm

Keeping track of versions of  a file

sccs

rcs

Chapter 8:
Shell variables

The process environment

Displaying shell variables

Referencing shell variables

Setting/Creating shell variables

Unsetting shell variables

Modifying variables

Arithmetic with shell variables

Exporting variables

Listing exported variables

Unexporting variables

Variables always automatically exported

Special variables

Exit status from a process

Array variables

Next section:

The process environment

Displaying shell variables

Getting the value of a single variable

Referencing shell variables

Setting/creating shell variables

Unsetting shell variables

Modifying variables

Arithmetic with shell variables

Exporting variables

Listing exported variables

Unexporting variables

Variables always automatically exported

Special variables

Exit status from a process

Why Do I Care?
Variables are widely used for configuration settings for individual users.  They can be used as a simple and powerful way to change configurations of virtually anything in a global way for a large number of users at once.

The ability to create, modify, and use the value of variables is one of the things that makes using the shell a sort of programming.

You will need to know how to manipulate shell variables to become expert in using the UNIX system.

* Scripts usually make extensive use of environment variables, and some of the commands used in scripts deal exclusively with enviroment variables.

How much do I care?
A lot.  This mechanism is extensively used, and you almost have to know it to write significant scripts.  Debugging, modifying, or even using other people's scripts will be almost impossible without understanding these concepts.

The process environment
A program runs in a process.

A process contains all the resources the program needs to run.  It keeps track of the controlling terminal, stdin, stdout, stderr, signals, memory, and so on.

One of the things the process maintains is called its environment.  A process' environment contains information specific to that process (such as what stdout is connected to).

It also has a way to store arbitrary pieces of information that the shell, user, scripts, commands or programs may need.  

Very often configuration information (like "where does program X find its configuration file") is kept in the environment.

Information stored in the environment is stored as name/value pairs.  That is, there will be a name given to the piece of information, and a value for that piece of information.  These are usually represented in the form:

name=value

where the name is a string (containing no whitespace) and the value is a string (possibly containing whitespace).

These pieces of information are called shell variables or environment variables.

There is a subtle distinction between the names, which we'll get to later.  Shell variables is the more general term.

Variables are not the same as aliases.  An alias can only be used for the command part of the command line.  Variables can be used for any part of any command line (including the command part).

(All of the following, unless explicitly specified otherwise, applies ONLY to the Bourne shell (sh) and the Korn shell (ksh).  The csh has all the same capabilities but a different syntax.)

Displaying shell variables

* You can display all of the environment variables in the current process' environment by using the set command:

$ set
EDITOR=vi

ENV=/export/home/unex/faculty/theis/.kshrc

ERRNO=25

FCEDIT=/bin/ed

HOME=/export/home/unex/faculty/theis

HZ=100

IFS='  '

LINENO=1

LOGNAME=theis

MAIL=/var/mail/theis

MAILCHECK=600

OPTIND=1

PATH=/usr/bin::/usr/sbin:/usr/local:/usr/local/netscape:.

PPID=26709

PS1='/export/home/unex/faculty/theis> '

PS2='> '

PS3='#? '

PS4='+ '

PWD=/export/home/unex/faculty/theis

SHELL=/bin/ksh

TERM=ansi

TMOUT=0

TZ=US/Pacific

_=finger

$
All the enviroment variables for the current process are listed.  Note each process has its own set, which may differ.

Exercise:
List all the environment variables currently defined in your shell.

Getting the value of a single variable
* One can see the value of a single shell variable (such as PS1, here) as follows:


$ echo $PS1

** Note the shell recognizes the $ as introducing a shell variable, whose name immediately follows.  The shell looks up the value of the variable, and substitutes it in the command line before executing it.

** These are the only two easy ways to display the value of a shell variable.  You need to be comfortable with doing this.

Exercise:
Display all the shell variables for your current process.

Pick a couple, and display their values using the echo command above.

Dereferencing shell variables

* You can dereference (use the value of) an environment variable anywhere on a command line or in a script.

There are two common syntaxes for derreferencing a shell variable.

- The old way:

$ echo $foo

* You tell the shell a string is the name of a variable by putting a $ immediately in front of the name.  The $ is a shell metacharacter, so the shell substitues the value of a shell variable for the name when it is expanding shell metacharacters on the command line.  The $ and the variable name are removed and replaced by the value of the variable.

- The new way:

$ echo ${foo}
The curly braces enclose the name of the variable.  This is a superior syntax, as we'll see shortly.
You must always precede the name with the $ when you want to dereference (get the value of) a variable.

There are a small number of exceptions to this rule:

- Setting/unsetting variables

- exporting/unexporting variables

- All shell commands that create a variable as part of their operation:

- read

- for

- case

There are probably a very few others.

These exceptions will be described later when we get to the relevant commands.

Referencing shell variables

Examples:

theis@partha: PS1='Theis > '

Theis > echo Your username is $USER.

Your username is theis.

Theis > cd $HOME

Theis > echo The current command prompt is $PS1.

The current command prompt is Theis > .

Theis > echo The value of shell variable PS1 is $PS1.

The value of shell variable PS1 is Theis > .

Theis > echo The value of shell variable \'PS1\' is \'$PS1\'.

The value of shell variable 'PS1' is 'Theis > '.

Theis > echo The value of shell variable \'\$PS1\' is \'$PS1\'.

The value of shell variable '$PS1' is 'Theis > '.

Theis >

Note the use of the 'escape' metecharacter (\) to tell the shell to "ignore the following metacharacter" in the last two lines.  This is legal, and commonly done.

Referencing shell variables

Exercise:
Display the settings for the current shell prompt (PS1), and current shell line continuation prompt (PS2), using both methods above.

Enter the example lines above.  Experiment with them.


Enter the following line.  What do you expect will happen?  Why?

$ echo "The value of shell variable \'USER\' is \'$USER\'."


Enter the following line.  What do you expect will happen?  Why? (This one is tricky).

$ echo 'The value of shell variable \'USER\' is \'$USER\'.'

Shell variable names
Variables have a very specific syntax as to how they are handled.  The shell must be able to unequiviocally tell exactly what string is the variable name - to be able to tell exactly where the name begins and ends.

When you say

$ newvar=$foobar

do you mean "get the value of the variable 'foobar', or get the value of the variable "foo"

and follow it on the command line by the string 'bar'".

The shell has rules to use in order to determine exactly where a variable's name begins and ends.  

* A variable name is a special kind of name called an identifier.  An identifier name can consist of any of the alphanumeric characters and the underscore ("_") character.  However user identifiers must begin with a letter.

Special variables used and set by the shell begin with numbers or the underscore character.

So the above example will be interpreted as: "Get the value of the variable named 'foobar'".  If we wanted to set variable newvar to the value of the variable "foo" followed immediately by the string "bar", do the following:

$ newvar=${foo}bar

This is why the syntax using curly braces is superior to the syntax without: There is no ambiguity as to exactly what string is supposed to be the variable name with the curly brace syntax.

You should get in the habit of using it.  Most of the code you will see will not use this syntax - mainely because the code was written by older programmers.  The new syntax is the preferred syntax.
Setting/creating shell variables

Shell variables are set as follows (ksh and sh only!  csh is different!):

$ MYVAR=33

The shell recongnizes the above syntax as setting the shell variable MYVAR to the value 33.  

The shell does this internally, without creating a subprocess.

If MYVAR doesn't currently exist, the shell creates it automatically without saying anything.

When creating shell variables, it is accepted convention to make the name entirely in capital letters.  This makes shell variables easy to recognize in scripts.  You should follow this convention.
The value can be any string of characters.  If the string contains whitespace or shell metacharacters, you must quote it appropriately.

Beware of using shell metacharacters in the values of variables!  It can be done, but you must understand exactly when the metacharacters are expanded:

$ FOO="$PS1"

FOO is assigned the value "$ " (assuming the value of PS1 is currently "$")..  (The $ (and thus $PS1) is interpreted by the shell before assigning the value to FOO).

$ FOO=`pwd`

FOO is assigned a string which is the path to the current directory.  The backquotes are evaluated before the assignment to FOO is made.

$ FOO=' `pwd` '

FOO is assigned the string " `pwd` " (without double quotes but including the spaces).  The single quotes prevent the shell from immediately evaluating the backquotes, so they are just stored as part of the string.

Note the above leads to this interesting possibility:

$ cd $FOO

Exercise:
Try this!  What do you think will happen?

Setting/creating shell variables, cont'd

* There must be no whitespace between the name, the equals  sign, and the value.

* If there is, the shell takes the string from right after the equals sign up to the first whitespace as the value.  THEN it sees that there is more stuff to process on the line.  For example, consider the following line:

$ FOO=Hello there Eric

The shell attempts to set (or create and set) the shell variable FOO to the value 'Hello'.  It THEN attempt to execute the remainder of the command line (" there Eric") as a shell command.  This will produce an error message like the following:

there: not found

* The entire command failed, so the environment variable is NOT set (or changed).  Beware of this common mistake.

* The correct way to do this is:

$ FOO="Hello there Eric"

One could just as correctly use single quotes here.

Note that you can get away without quotes with certain commands:

$ echo Hello there Eric

This only works because the echo command takes the entire rest of the command line as its argument.  Few commands work this way.

* Once an environment variable is created or set, it retains its value for the life of the process.  When the process terminates, they are all lost.  If you want them to always be there, you must arrange to have them always created whenever you log in.  (How?)

Exercise:
Create a shell variable called MYVAR, and give it the value "Hello"

Check that it worked.

Create another shell variable called MY_LONG_VAR, and give it the value

"This is MY_LONG_VAR".

Check that it worked.

Pay attention to error messges!

Unsetting shell variables
This feature is part of ksh only.

It is possible to 'unset' a variable, removing its value and making it cease to exist.

Syntax:

$ unset MYVAR

Note that one does not precede the variable name with a $.  This is one of the exceptions to the rule about referencing shell variables by preceding them with the $ character..

Modifying variables

In general, one modifies the value of a variable simply by giving it a new value.

$ FOO=33

$ echo $FOO

33

$ FOO=64a

$ echo $FOO

64a

$

But there are some tricks you can do:

$ FOO=33

$ FOO="$FOO 66b"

$ echo $FOO

33 66b

$ echo $PATH

/usr/bin:/bin

$ PATH=$PATH:/usr/local/bin

$ echo $PATH

/usr/bin:/bin:/usr/local/bin

Note that the shell recognizes that the : is not part of the variable name.  So it takes the : and anything following it as a string.

In some cases it's not obvious to the shell where one variable name ends and subsequent text begins.  For example, if we just want to add the string BAR to the current value of the variable FOO:

$ FOO=$FOOBAR

$ echo $FOO

$

* The shell looked for the value of the variable FOOBAR, didn't find it, so substituted 'nothing' for the value.  Beware this common error!
The shell provides a syntax using curly braces (which are metacharacters) for this situation:

$ FOO=oldfoo

$ FOO=${FOO}BAR

$ echo $FOO

oldfooBAR

Arithmetic with shell variables

(The following applies to ksh and sh only).

The value of a variable is a string, is always a string, even if it looks like a number ('22').

$ FOO=33

$ FOO=$FOO + 1

+: not found

$ echo $FOO

33

$ FOO=$FOO+1

$ echo $FOO

33+1

$ FOO=33

$ FOO="$FOO + 1"

$ echo $FOO

33 + 1

$

There is no way to make this work.

** The only way to do this (in sh) is by using the expr(1) command:  (See page 555 in the text).

$ FOO=33

$ FOO=`expr $FOO + 1`

$ echo $FOO

34

$

ksh has the "let" command, which is much nicer.  (See pg 556 in the text).

But the expr syntax works in all variants of sh and ksh.  (csh has a different syntax).

Exercise:
Create shell variable VAL with value 1.

Update VAL by adding 1 to its current value.

Do it again.

Update VAL by multiplying it by 5.

Update VAL so that it looks like a price: $15.00

Exporting variables

There are really two kinds of shell variables, with a subtle difference.

Shell variables - which is what we've been talking about so far.

Environment variables - which are shell variables BUT have one additional characteristic:

All the environment variables of a given process are always inherited by any child processes created by that process.

A process has an environment.  Shell variables are part of that environment.

When a process creates a child, many things are inherited by the child process.

Shell variables are not inherited by any child processes:

$ FOO=testval

$ echo $FOO

testval

$ ksh

# Creates a subprocess!

$ echo $FOO




(Variable doesn't exist!)

$ exit
# Terminate subprocess; return control to the parent process

$ echo $FOO

testval

$

Exercise:
Try this!

Exporting variables, cont'd

However, certain special shell variables (called environment variables) ARE always inherited by subprocesses.

* A process' environment (consisting of environment variables, signal tables, and other stuff) is always inherited by any subprocesses it creates.

You can make a shell variable into an environment variable of the current process using the export command.

Syntax:

$ FOO=testval

$ export FOO

Note that you do NOT precede the shell variable name with a $ when using the export command.  This is one of the exceptions.

Often the create and export are done on the same line:


$ FOO=testval        export FOO

The whitespace after 'testval' terminates the shell variable assignment; the shell treats any remaining characters on the line as a new command.  (Remember, a variable assignment grabs the value right after the = and up to the first whitespace it sees.  Anything after the whitespace is taken to be a new command.)

Thus:

$ FOO=newtestval

$ echo $FOO

newtestval

$ ksh

$ echo $FOO

$ exit

$ export FOO
# Note no $.  You can export anytime.

$ ksh

$ echo $FOO

newtestval

$

Exercise:
Try this!
Exporting variables, cont'd

Note that once you export a variable, it becomes inherited by all subprocesses (children) of that process, not all of your processes.  It does NOT become known to any parent processes:

$ echo $FOO

$ ksh
# Create a subprocess of the login shell

$ echo $FOO

$ FOO=myval

$ export FOO

$ echo $FOO

myval

$ ksh
# Create another child process running ksh

$ echo $FOO

myval

$ exit
# Return to parent process

$ exit
# Return to login process

$ echo $FOO

$
** As scripts usually run as subprocesses, only environment variables are visible to a script.  

** This is a primary use of environment variables – providing pieces of information to a script or program.

** In other words, if you want to pass some bit of information to a script, you must either pass it on the command line as an argument, OR create and set an environment variable, and have your script check its value.

Exercise:
Try the above example.

Note you may have the variable FOO defined in your current process already from previous exercises.  Thus you may want to either unset it or use a different variable name.

Listing exported variables
There is a command for listing all the variables exported by the current process:  Just type the command export on a line by itself, with no arguments:

$ export

...list of variables...

Note that set shows all shell variables; export shows only exported variables.

Unsetting variables

It is also possible to remove a variable from the environment:

$ unset FOO


This removes the variable FOO from the environment and the shell.  It in effect no longer exists or is defined as a shell variable or an environment variable.

Note that the name of the variable must not be preceded by a "$".  This is another of the exceptions.

Variables always automatically exported
Certain variables are used by the shell, or are very generally useful.  So, the shell always exports these automatically:

PATH

The set of directories the shell will search looking for a command

HOME

Your home (login) directory

SHELL
Which shell runs for you when you log in

TERM

What device is your login terminal

There are others, which vary from shell to shell.  But all shells support these.

Special variables

There are some special variables that are always set by the shell for the user's use:

PATH

The user's path

HOME

The user's home directory

SHELL
The user's login shell

TERM

The user's terminal type

PS1

The current shell prompt

Again, different shells have different sets of variables, but most shells have at least the above set.

Exit status from a process
There is one special variable in particular which is very important:

$?  ("dollar question-mark")
** Every process on a UNIX system returns a numeric 'exit status' when it terminates, indicating whether the process exited normally or not, whether there were any errors, etc.  This is called the process' "exit status", or "return value".

The process' exit status is just the exit status the program's process returned when it exited (unless the process was killed, or some other extraordinary event terminated the process).

* By convention, and exit status of 0 means "no errors", and a status other than 0 means some sort of error occured.

* The man page for any command will list (at the bottom) the various possible exit statuses for a command, and what they mean.


** The shell variable $? is always set to the exit status of the most recently executed command by the shell.

** Thus by looking at this variable one can determine if the preceding command failed.

This mechanism is used extensively in scripts.  Remember it; we'll come back to it soon.

Exercise:
Issue an ls command.  Find out what its return status is.  If it succeeds and exits normally, the exit status should be 0 (zero).

(Are you really seeing the status of the ls command, or the command you used to display the value of "$?"  ?)

Issue an ls on a file you know doesn't exist. Check the exit status from ls.  It should fail and return an error message, and so should return a non-zero exit status.  You can look at the "Exit Status" section of the ls(1) man page to see the exact meaning of the exit status value.

Try this with several other commands.
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Shell metacharacters

Why Do I Care?
Shell metacharacters add great power and flexibility to UNIX command lines and scripts.

They also are THE primary source of confusion and problems for most user - probably more than everything else combined.

So understanding them thoroughly is vital to avoiding and solving problems, and fully harnessing the power of UNIX.

How much do I care?
A lot.  These mechanisms are extensively used, and you almost have to know it to write significant scripts.  Debugging, modifying, or even using other people's scripts will be impossible without understanding these concepts.

Shell Metacharacters
What is a shell metacharacter?

* A shell metacharacter is some character is a character that has some special meaning to the shell, causing it to take some special action when processing a command line.

Take the character 'a'.  If the shell sees an 'a' in a command line, it doesn' t do anything special .  It's just an 'a'.

Take the character '*'.  If the shell sees a '*" in a a command line, it treats the string it is  part of as a filename pattern, and attempts to find all filenames which match that pattern.  This is a special action; the '*' is a shell metacharacter.

A fine but important point:  shell metacharacters make the shell take special action.  The shell expands a filename pattern to a series of names; the filesystem does not.

To the filesystem '*' is a perfectly ordinary and acceptable character.

Shell Metacharacters:
tilde expansion
The following metacharacter is translated to a path to the user's home directory:

~
(YOUR home directory absolute path)

~joe
(User "joe"'s home directory absolute path)
Shell Metacharacters:
Parameter expansion
Metacharacters having to do with variables:

$identifier
${identifier_string}
The process of replacing such metacharacter strings with the values of the identifier they name is called "parameter substitution".
Shell Metacharacters:
Command substitution
Metacharacters for command substition:

$ cp `  find ~ -name foo -print ` foodir
(Old syntax)
$ cp $( find ~ -name foo -print ) foodir
(New syntax)
Shell Metacharacters:
Pathname expansion
Some shell metacharacters that pertain to filenames:

*
.*

?
[...]
[!...]

The process of pattern matching patterns containing any of these characters and expanding such a pattern to some list of filenames is called globbing.

More formally, this process is called "pathname expansion".
Shell Metacharacters:
I/O redirection
You know some others that affect processs I/O:

>
>>
<
>&
Such metacharacters invoke "I/O redirection".
Shell Metacharacters:
Compound commands
You know others that affect process execution:

|
& (background job)
Shell Metacharacters:
Escaping shell metacharacters
One tells the shell to ignore the special meaning of the immediately following metacharacter:

$ echo Please deposit \$1000000.  The cost is \

> \$1.99/\# in summer.

Shell Metacharacters:
Comments
This metacharacter  drastically affects shell command line processing - causing it to discard the entire rest of the command line:

#
('comment" character).

E.g.:

$ echo This is real # This is a comment and is ignored

This is real

$ echo Here is the comment character: \#

Here is the comment character: #

$

Note is is only recognized if it is the FIRST character of a word:
$ echo No#comment.

No#comment.

$

Shell Metacharacters, con't
There are more.  This chapter has primarily to do with the various forms of quoting UNIX provides.  (Quotes of all sorts are shell metacharacters.)
\

;

#

$((...))

let "..."   OR ((...))

$...   or  ${...}

&&

||

!

:
Tokens

Operators

Words

Operators

I/O redirects

>

>>

>&

>|

<

<<

<<-

<&

<>

Control operators

;

|

&

( ... )

((...))

||

&&

|&

;&

;;

Words

- delimited by:

- any operator

- any nonzero number of

- spaces

- tabs

- newlines

- any quoted string

- Contexts for identifying words:

- normal

- reserved words

- aliaes (which can resolve to multiple tokens)

- variable assignments

- identifiers

- arithmetic context (arithmetic expressions)

- numbers

- arithmetic operators

- identifiers

- conditional context (conditional expressions)

- string constants

- numeric constants (strings which are converted to numbers automatically)

- conditional operators

- Words can contain patterns anywhere

- *

- ?

- [...]

- [!...]

- others
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Single quotes

Double quotes

Entering multiline quoted strings

Single quotes – example

Double quotes - example

Command subsitution

Why Do I Care?
Scripts often make extensive use of quoting.  As there are three different types of quote character recognized by UNIX, it's important to know what each one does.

How much do I care?
A lot.  These mechanisms are extensively used, and you almost have to know it to write significant scripts.  Debugging, modifying, or even using other people's scripts will be impossible without understanding these concepts.

Quoting

The shell has a number of characters that it does special things with when it's parsing the command line.  (These are the shell metacharacters; see page 117 and 136 in the text).

UNIX shells have the concept of 'quoting'.   Quoting basically just means putting quotes around something.  But the shell may do something special with any shell metacharacters in the quoted string.

* The only reason you use quoting is to prevent the shell from doing something special with the shell metacharacters as it is parsing the command line.

It's also used to group strings of characters that contain whitespace together, so that the string is treated as one single 'chunk' or argument.

E.g.:

$ FOO=Hello there

ksh: there:  not found

$ echo $FOO

$ FOO="Hello there"

$ echo $FOO

Hello there

$

Quotes are also shell metacharacters.

UNIX has two different kinds of quoting:

'Single quotes, using the key to the right of the ; on modern keyboards'

"Double quotes, using the shifted key to the right of the ; on modern keyboards"

Single quotes

Single quotes (aka, 'hard quotes'):

Protect every character from any special interpretation by the shell.  The shell will totally ignore any metacharacters it sees until it encounters a matching (closing) single quote.


$ echo ' I can safely type any ~!@#$%^&*() -_+= \| thing I 
please in here, including double quotes like this: "  The


shell ignores any special characters until it sees a 


matching single quote character.'


echo ' This can be a problem if you forget the matching 


closing quote character...


echo hello


?? why does this not work right ??


echo 'Because the single quote on this line matches with 


the single quote on the line beginning with "This" above, 


the shell will never see the above echo command as a


command.  It thinks it is all part of one big string for 


the echo command.  


However, it also thinks that the lines beginning with echo 


"Because ..." and following are shell commands!  This will 
cause all sorts of bizarre errors... beware!!


echo 'This string is now safely quoted.  Note there need be


no whitespace around the quote characters.'

Note that it is not possible to generate a single-quoted string the contains the single quote character (').

Double quotes

Double quotes (aka "soft quotes"):

Double quotes work just like single quotes, except it allows the shell to see and act on exactly three metacharacters: 

$
dollar sign - introduces a shell variable

Thus any reference to a shell variable is expanded normally, as if the quotes weren't there.

\
backslash - shell metacharacter 'escape' character.

In particular, the backslash works to quote only four characters:  backslash (\), backquote (`), double quote ("), and dollar sign ($).

Putting a backquote in front of any other character does nothing; the backquote is not removed by the shell.

`
backquote (also called 'grave accent'.  (More about this metacharacter later).

Note the book has an error on page 135 table 5-6.  It says "..." prevents the shell form interpreting the quoted string, except for the $, double quotes (which close the quoted string), \, and single quotes.  The part about single quotes is wrong; it's actually the command substitution character (` - backquote).

Example:

$ echo "Intersperse single ' and double " quotes.

Intersperse single ' and double  quotes.

$

Note that the single quote is treated like an ordinary character.

Note also that the double quotes are removed from the command line as part of metacharacter processing.

Double quotes – cont'd

Examples:

echo "Ignore everything in here."

echo "Ignore everything in quotes.

Everything including $\' is ignored.

This is a legal quoted string."

echo "You put a backslash into a command line by 

preceding it with the backslash, like 

so:  \\.  The shell strips off the first 

backslash, and passes on the second character 

without looking at it.  Note the shell actually 

sees and acts on the \\ since it's in double 

quotes.  The backslash character is also called 

the 'escape' character, as it causes the 

following character to 'escape' any special 

meaning the shell might otherwise give it."

echo "This is how you get a \$ into

a double-quoted string, and still have the shell ignore it.  The backslash preceding the characters \\, \`(back quote), \", and \$ tells

the shell to treat them as normal characters."

Entering multiline quoted strings

Note that the shell recognizes quotes while it is parsing the command line.

It's smart about quotes - to the degree that if you enter some string including quotes and hit return, AND the is an unmatched quote (that is, a quote that is still 'open'), the shell will NOT attempt to execute the line yet.

In this case, the shell assumes you are entering a multiline quote (which is perfectly legal).

So, the shell does not return a new prompt.  But is must somehow signify that it knows you are still entering data.

So, it prints the "continuation prompt'.  This is whatever string the environment variable PS2 is currently set to.

The default is '> '.

Exercise:
Enter the following, and note what happens:

$ echo 'This is a very long line

What happens when you hit return?  You should see the following:

$ echo 'This is a very long line

>

Enter a few more lines of text.  Note that the shell just keeps producing the continuation prompt.

Try entering a string quoted with double quotes.  What happens?  Why?

Now enter a single quote on a line by itself.

Try the same thing again, but this time try entering a string quoted with single quotes in the middle of the multiline string..  What happens?  Why?

Keep these various situations in mind when you're using quoting.

Quoting – Single quotes example:

$ echo ' I can safely type any ~!@#$%^&*() -_+= \| thing I

> please in here, including double quotes like this: "  The

> shell ignores any special characters until it sees a

> matching single quote character.'

 I can safely type any ~!@#$%^&*() -_+= \| thing I

please in here, including double quotes like this: "  The

shell ignores any special characters until it sees a

matching single quote character.

$

$ echo ' This can be a problem if you forget the matching

> closing quote character...

>

> echo hello

> ?? Why does this not work right ??

>

> echo 'Because the single quote on this line matches with

 This can be a problem if you forget the matching

closing quote character...

echo hello

?? Why does this not work right ??

echo Because the single quote on this line matches with

$

$ the single quote on the line beginning with "This" above,

ksh: the:  not found

$ the shell will never see the above echo command as a

ksh: the:  not found

$ command.  It thinks it is all part of one big string for

ksh: command.:  not found

$ the echo command.

ksh: the:  not found

$ However, it also thinks that the lines beginning with echo

ksh: However,:  not found

$ "Because ..." and following are shell commands!  This will

ksh: Because ...:  not found

$ cause all sorts of bizarre errors... beware!!

ksh: cause:  not found

$ echo 'This string is now safely quoted. Note there need be

> no whitespace around the quote characters.'

This string is now safely quoted. Note there need be

no whitespace around the quote characters.

$

Quoting – Double quotes example

$ echo "Ignore everything in here."

Ignore everything in here.

$

$ echo "Ignore everything in quotes.

> Everything including $\' is ignored.

> This is a legal quoted string."

Ignore everything in quotes.

Everything including $\' is ignored.

This is a legal quoted string.

$

$ echo "You put a backslash into a command line by

> preceding it with the backslash, like

> so:  \\.  The shell strips off the first

> backslash, and passes on the second character

> without looking at it.  Note the shell actually

> sees and acts on the \\ since it's in double

> quotes.  The backslash character is also called

> the 'escape' character, as it causes the

> following character to 'escape' any special

> meaning the shell might otherwise give it."

You put a backslash into a command line by

preceding it with the backslash, like

so:  \.  The shell strips off the first

backslash, and passes on the second character

without looking at it.  Note the shell actually

sees and acts on the \ since it's in double

quotes.  The backslash character is also called

the 'escape' character, as it causes the

following character to 'escape' any special

meaning the shell might otherwise give it.

$

$ echo "This is how you get a \$ into

> a double-quoted string, and still have the shell

> ignore it.  The backslash preceding the

> characters \\, \`(back quote), \", and \$ tells

> the shell to treat them as normal characters."

This is how you get a $ into

a double-quoted string, and still have the shell

ignore it.  The backslash preceding the

characters \, `(back quote), ", and $ tells

the shell to treat them as normal characters.

$

Command Substitution
Command substitution is sometimes thought of as a kind of quoting, but it isn't really.  It just looks like it.

Command substitution uses the backquote (`) character, as opposed to the forward quote (') character.  These two different type of quote character often show up as identical or only slightly different in many fonts.  

Courier font generally shows the difference between single quote (') and double quote (") and backquote (`) best.
The backquote key is the key above the tab key and below the Escape key on modern keyboards.

The backquote character is a shell metacharacter, and so it is acted upon while the shell is expanding shell metacharacters in the command line, not while the shell is executing the command line.  This distinction can be important.

Command substitution basically means, "go do this command RIGHT NOW, and put the results in the command line right here."

The command in backquotes is executed normally (just like any other command).  The shell removes the backquoted string from the command line, and puts the output of the command in its place.

Command Substitution, cont'd
It is best understood by example:


$ echo `pwd`

While the shell is parsing the command line, it encounters the string enclosed in backquotes.  It treats this string as a new, seperate command line.  It immediately starts executing this new command line just like any other command line, temporarily suspending processing of the original command line.

When the new command line completes, the shell takes the output (stdout) from the new command line and sticks it in the original command line, replacing the backquoted string and the backquotes.

The shell then continues expanding metacharacters in the rest of the original command line.  Once that's done, execution proceeds normally.

In this case, the shell encounters the string `pwd`.  It recognizes that the backquoted string indicates command substitution, and so immediately spins off a subprocess to run the command line "pwd" (without quotes or backquotes). 

Let's say the results of the pwd are "/home/users/theis" (not including the quotes).

The shell removes the backquoted string from the original command line, and substitutes the output from the backquoted command in its place.  The command line becomes:

echo /home/users/theis

The shell finishes expanding the rest of the shell metacharacters on the command line (if any), and executes it.

Command Substitution, cont'd
Another example:

$ ls -al `find /home -name secret_files -print`

The find command may produce several lines of output.  In this case the lines are all concatenated together, with whitespace in between each line.  E.g., let's say the find command produced two lines of output:


/home/joe/secret_files


/home/secrets/secret_files

The shell would turn this into a string with no newlines:


/home/joe/secret_files /home/secrets/secret_files

Note the result is a single line, with each entry seperated by whitespace.  Now the command line becomes:

ls -al /home/joe/secret_files /home/secrets/secret_files

The shell now executes this command line.

If the find command had produced an error message:


/home/joe/secret_files


Can't read directory


The command line becomes:

ls -al /home/joe/secret_files Can't read directory

Beware of this.


Another example:



$ ls -l `sort homedirs`

The command "sort homedirs" is run first, then the ls command is run against the output of the sort command.  Thus a list of directory contents will be generated, listing each directory listed in the file "homedirs" in sorted order.
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The UNIX booting sequence

Why Do I Care?

This information is not well documented, and is documented in widely seperated and very highly technical places.  The following is intended as high-level overview, without going into technical details.

The following provides a basis for further research into the booting process, which is useful for system programmers and system administrators.

It provides the background to how the first process gets started, which is the ultimate parent of all processes on the system.

It leads logically to a description of a user's login process - the next section.

How much do I care?

Aspiring system programmers and system administrators will need to know.  General users probably won't.

UNIX run levels

Before we can talk about the booting sequence, we need to mention the UNIX 'run levels'.

The UNIX system does not always boot to the same state.  It is possible to boot to a bare minimum state (loosely equivalent to Windows 95/98's 'safe mode' (a state that activates all system services but does not make anything available on the network, and to bring the system up all the way, with all facilities available)).

For historical reasons, these states are called 'run levels'.

Early on in the boot process is is possible to tell the UNIX system which run level to boot to.

Run level 3 is the default.  It's the 'normal use' run level.

 UNIX   run levels

0 - shutdown

Shuts down the UNIX system.

1 - System administrator mode (rarely used)

2 - Multi-user; Normal but no networking services exported

3 - Multi-user; Normal including all network services (normal use; default run level)

4 - Multi-user; special purpose (used by third-party applications (such as databases) sometimes)

5 - Shutdown and power off (if the system has this capability)

6 - Shut down and immediately reboot

s,S - Single user - minimal facilities, only the boot disk is mounted

Used for system maintenance and disaster recovery.

The file /etc/inittab lists (in cryptic format) all the programs and scripts that are run to get the system to boot to a specific run level.

Typically the scripts are grouped in directories, and every script in the directory is run to bring the system to that run level.

For example:

/etc/rc2.d
Directory containing all the scripts to set the system to run level 2

/etc/rc3.d
Directory containing all the scripts to set the system to run level 3

and so on.

REMINDER:  NEVER NEVER NEVER JUST POWER OFF A UNIX SYSTEM.  YOU WILL DAMAGE THE FILE SYSTEM, PERHAPS PERMANENTLY.  ALWAYS PERFORM A 'shutdown' OR 'init 0' COMMAND BEFORE TURNING OFF THE POWER.

As these are privileged commands, only the system administrator (the root account) can run these.


 The PC booting sequence

Power on

POST (Power On Self Test)

Produces one beep when things are okay, more than one when they aren't.

BIOS scan

Finds and initializes any device that has its own BIOS (generally video cards, disk controllers)

Video card is generally found and initialized first

Then disk controllers, possibly network controllers, and any other devices that have their own BIOS

Attempt to load logical block 0 of BIOS disk number 80h

Logical block 0 is side 1, track 0, sector 0

BIOS disk number 80h is the 'first' hard disk on the system

If the preceding fails, attempt to load logical block 0 of BIOS floppy 0

If both fail, give up and print a message

Logical block 0 is the disk's Master Boot Record (MBR)


(If loaded from a hard disk) it contains the fdisk table

This lists the details of the four partitions on the hard disk

Contains code to:

Locate the active partition

Load the first block of the active partition into memory

This is called the Partition Boot Block

Jump to it and start executing

At this point the boot program for the operating system in the partition begins executing.

The UNIX booting sequence

Note:  The information on this page only is specific to Solaris x86.  However, all UNIX operating systems boot similarly.  The area of the early UNIX boot process is pretty vendor-specific and not standardized.

The Partition Boot Record loads the initial part of the kernel (called the Primary Boot on Solaris) into memory, then jumps to it and starts executing.  The Primary Boot produces the following prompt on the console:

Select (b)oot or (i)nterpreter:

This message waits for 5 seconds.  If the user doesn't enter anything, the system boots to its default run level (level 3).  The boot example below shows what happens in this (usual) case.

You can optionally specify the run level you wish to boot to here.  E.g., entering b –s at this prompt tells the system to boot to single-user (level 's') run level, or b –2 to boot to run level 2.

This is extremely handy if you're a system administrator, and you just did something that really screwed up the system.  You can almost always tell the system to boot to Single User mode and have it work.  Then you can fix the damage.

The run level you select at this prompt affects this boot only.

The Primary Boot loads the rest of the kernel, then jumps to it and starts executing (thus starting the Secondary Boot)

On Solaris, the screen flickers when this happens

The UNIX booting sequence, cont'd
Kernel performs a bunch of initialization

* Kernel starts process #1 (the init process)

init reads /etc/ inittab, and performs all the actions listed there to get the system to the desired run level

** One of the main things init does is run all the rc scripts in /etc/rc2.d and /etc/rc3.d
These directories contain all the scripts necessary to bring the system to the corresponding run level.

In particular, it starts processes (running a program called ttymon) to monitor all the terminal ports on the system for activity.  When activity is detected on the terminal port, the login sequence begins on that port.

If the GUI software is installed, it will also be started up here.  Processes from the GUI system will monitor the keyboard/mouse for login attempts.

Once all this is complete, init sleeps, awaiting a signal.

The init process is sent signals with the init(1) command

The init(1) command tells init to bring the system to a new run level.

All system utilities for changing the run level of the system (e.g., rebooting) ultimately do the same thing as the init(1) command.

The system is now ready for use (at the specified run level).

The UNIX booting sequence, cont'd
Here's an example of what you see on the screen when a Solaris x86 system starts up:

<BIOS messages>

Running Configuration Assistant...

Autobooting from bootpath: /pci@0,0/pci9004,7880@8/sd@0,0:a

If the system hardware has changed, or to boot from a different

device, interrupt the autoboot process by pressing ESC.

Initializing system

Please wait...

                     <<< Current Boot Parameters >>>

Boot path: /pci@0,0/pci9004,7880@8/sd@0,0:a

Boot args:

Type    b [file-name] [boot-flags] <ENTER>      to boot with options

or      i <ENTER>                               to enter boot interpreter

or      <ENTER>                                 to boot with defaults

                  <<< timeout in 5 seconds >>>

Select (b)oot or (i)nterpreter: Size: 295469 + 22520 + 91784 Bytes

/platform/i86pc/kernel/unix loaded - 0x9f000 bytes used

SunOS Release 5.8.1 32-bit

Copyright 1983-2000 Sun Microsystems, Inc.  All rights reserved.

configuring IPv4 interfaces: pcn0.

Hostname: partha

The system is coming up.  Please wait.

checking ufs filesystems

/dev/rdsk/c1t0d0s7: is clean.

NIS domainname is cypress.West.Sun.COM

Starting IPv4 router discovery.

starting rpc services: rpcbind keyserv ypbind done.

Setting netmask of pcn0 to 255.255.255.0

Setting default IPv4 interface for multicast: add net 224.0/4: gateway partha

syslog service starting.

Print services started.

volume management starting.

The system is ready.

partha console login:

************************************************************************

*

* Starting Desktop Login on display :0...

*

* Wait for the Desktop Login screen before logging in.

*

************************************************************************

<dtlogin window appears>

The UNIX booting sequence, cont'd
Example of what you see when the system shuts down:

# init 0

(shutdown command)

#

INIT: New run level: 6

The system is coming down.  Please wait.

System services are now being stopped.

Print services stopped.

May 14 20:48:46 partha syslogd: going down on signal 15

The system is down.

syncing file systems... done

Press any key to restart system

Next section:

User accounts

Why Do I Care?

The User Accounts section gives you info on the details of user accounts.  This is where the system gets some essential information it uses to set up the environment you use when you log in.

How much do I care?
User accounts: moderately.

User accounts
Consist of (in order):

Username:

letters and/or numbers, special characters

Assigned by the system administrator

Not changeable by the user

Not easily changeable (must destroy the old one and create a new one)

Password:

letters and/or numbers, special characters

Stored in one-way encrypted form

Readily changed by the user

User ID (UID)

A number, assigned by the system administrator

The system actually uses this number everywhere; it only translates the UID to your username for your convenience when it's displaying things

Group ID (GID)
A number, assigned by the system administrator

Users can belong to a group (of users), and permissions can be assigned on a group basis

'Real name'
The user's real name, or any other info the system administrator chooses to put here.

The system doesn't really use this value for anything.  It's not always used by the system administrator either.

This field is usually known as the GCOS field, for historical reasons.  (The MULTICS system used and required this field).

Home directory
The absolute path to the user's home directory

Login shell:
The program started up and given control on the user's behalf when he logs in

Note this need not be a UNIX shell, it can be any program.

Thus UNIX accounts can be set up so they log in and immediately drop into a particular program, e.g. data entry, order processing, etc.

User accounts, cont'd
User accounts are maintained in (exactly) one of two places:

- the file /etc/passwd
This technique is usually only used for standalone systems, or very small networks, as it's a pain to maintain.


Anyone can display this file.  E.g., try this:

cat /etc/passwd

- In sizeable network environments, the /etc/password file is made into a network-wide resource, available to any system on the network.  (See "NIS", which we'll discuss much later).

Anyone can display the network-wide password file, as follows:

ypcat passwd

This usually produces far too much output, so use the following to just see the entry for your own account:

ypcat passwd | grep "put your user name here"

Exercise:

Examine the entry for your account.  Note the full path to your home directory, and verify that it's correct by cd'ing to that path.

Next section:

The UNIX login sequence - Terminals

The UNIX login sequence - GUI

The UNIX logout sequence - Terminal

The UNIX logout sequence - GUI

Why Do I Care?

This is explanatory and potentially useful background information on how the system gets from a "login: " prompt to the point where you actually have a shell to talk to.

This stuff is not documented at all, as far as I know.

How much do I care?

Not a whole lot.  The intention here is to describe the last sequence that gets the user a shell to talk to.  The subject of what you can do with a shell once you get one is considerably more important.

The UNIX login sequence - Terminals

During boot, init runs a ttymon (fomerly getty) program on each port somebody can log in on.

ttymon waits for a key.

When it receives a key, it spawns another process, running login(1).

login(1) outputs the "login: " prompt

login(1) gets the username and password, and validates them against the password file (/etc/passwd)

If unsuccessful, login outputs the "login:" prompt again.

Evenutally if no activity login aborts and returns control to getty

This is why you sometimes have to hit Return a few times before you get the "login: " prompt

If success, login(1)
Kills the getty process for this terminal connection (as it's no longer needed)

* Spawns a new process, based on the information for your username in the /etc/passwd file:

username (user, owner)

user group

Home directory

Program to run    
This is almost always a shell (but doesn't have to be)

Sets up the process' initial environment

Connects up the process to the terminal.

Starts the new process running (running the 'program to run')

* This new process is called your login process.

* This process has control of the terminal.

* The user is now logged in.  The 'program to run' begins executing.

The UNIX login sequence - GUI
If the system is configured to do so (which most workstations are be default), the init process will start a process running dtlogin at system startup.  This is the process which collects your username and password, validates them, and if valid starts up the windowing system on your behalf.  A bunch of processes are created when the window system starts up..

The complete collection of processes that makes this all work is complex, but let's just take a quick look at the process hierarchy.

The following process list was taken from my actual workstation.  I'd left it logged in via the GUI (with tons of windows open), and logged in from home via telnet to generate the output.

The UNIX login sequence - GUI  (continued)
$ ps -ef | sort -k 2,2 > ps.srt

$ cat ps.srt

   UID   PID  PPID  C    STIME TTY      TIME CMD

   root     0     0  0   Jul 23 ?        0:04 sched

   root     1     0  0   Jul 23 ?        0:01 /etc/init -

   root     2     0  0   Jul 23 ?        0:00 pageout

   root     3     0  0   Jul 23 ?        4:37 fsflush

   root    55     1  0   Jul 23 ?        0:00 /usr/lib/devfsadm/devfseventd

   root    57     1  0   Jul 23 ?        0:00 /usr/lib/devfsadm/devfsadmd

   root    99     1  0   Jul 23 ?        0:01 /usr/sbin/in.rdisc -s

   root   113     1  0   Jul 23 ?        0:01 /usr/sbin/rpcbind

   root   116     1  0   Jul 23 ?        0:00 /usr/sbin/keyserv

   root   126     1  0   Jul 23 ?        0:00 /usr/lib/netsvc/yp/ypbind -broadcast

   root   155     1  0   Jul 23 ?        0:00 /usr/lib/nfs/lockd

   root   159     1  0   Jul 23 ?        0:00 /usr/sbin/inetd -s

   root   160     1  0   Jul 23 ?        0:00 /usr/lib/inet/slpd -f /etc/inet/slp.conf

 daemon   161     1  0   Jul 23 ?        0:00 /usr/lib/nfs/statd

   root   164     1  0   Jul 23 ?        1:42 /usr/lib/autofs/automountd

   root   176     1  0   Jul 23 ?        0:00 /usr/sbin/syslogd

   root   179     1  0   Jul 23 ?        0:00 /usr/sbin/cron

   root   191     1  0   Jul 23 ?        0:08 /usr/sbin/nscd

   root   202     1  0   Jul 23 ?        0:00 /usr/lib/lpsched

   root   214     1  0   Jul 23 ?        0:00 /usr/lib/power/powerd

   root   223     1  0   Jul 23 ?        0:00 /usr/sbin/vold

   root   225     1  0   Jul 23 ?        0:01 /usr/lib/utmpd

   root   228     1  0   Jul 23 ?        0:00 /usr/lib/im/htt -port 9010

   root   241     1  0   Jul 23 ?        0:00 /usr/lib/sendmail -bd -q15m

   root   245     1  0   Jul 23 ?        0:00 /usr/lib/snmp/snmpdx -y -c /etc/snmp/conf

   root   249     1  0   Jul 23 ?        0:00 /usr/dt/bin/dtlogin -daemon

   root   253     1  0   Jul 23 ?        0:00 /usr/lib/dmi/dmispd

   root   258     1  0   Jul 23 ?        0:00 /usr/lib/dmi/snmpXdmid -s partha

   root   262     1  0   Jul 23 ?        0:00 /usr/lib/saf/sac -t 300

   root   266   262  0   Jul 23 ?        0:00 /usr/lib/saf/ttymon

   root   269   245  0   Jul 23 ?        1:31 mibiisa -r -p 15488

   root   410   159  0   Jul 23 ?        0:00 rpc.ttdbserverd

   root   659   228  0   Jul 23 ?        0:00 htt_server -port 9010

   root  8010     1  0   Aug 06 console  0:00 /usr/lib/saf/ttymon -g -h -p partha console login:  -T sun-color -d /dev/consol

  theis  8078     1  0   Aug 06 pts/2    0:07 /usr/dt/bin/sdt_shell -c      unset DT;     DISPLAY=:0;       /usr/dt/bin/dt

  theis  8080  8078  0   Aug 06 pts/2    0:00 -ksh -c      unset DT;     DISPLAY=:0;       /usr/dt/bin/dtsession_res -merg

   root  8139  8080  1   Aug 06 pts/2   1052:39 /usr/dt/bin/dtsession

  theis  8167  8139  0                   0:07 <defunct>

  theis  8168  8139  0                   0:05 <defunct>

  theis  8170  8139  0                   6:06 <defunct>

  theis  8171  8139  0                   0:00 <defunct>

   root  8178   159  0   Aug 06 ?        0:13 rpc.rstatd

  theis  8191     1  0   Aug 06 ?        0:00 /bin/ksh /usr/dt/bin/sdtvolcheck -d -z 5 cdrom

  theis  8307  8191  0   Aug 06 ?        0:00 /bin/cat /tmp/.removable/notify0

  theis  8424  8139  0                   0:01 <defunct>

  theis 13054   249  0 15:25:22 ?        0:59 /usr/openwin/bin/Xsun :0 -nobanner -auth /var/dt/A:0-8LaiFa

   root 13055   249  0 15:25:22 ?        0:00 /usr/dt/bin/dtlogin -daemon

   root 13057     1  0 15:25:25 ?        0:00 /usr/openwin/bin/fbconsole -d :0

  theis 13077 13055  0 15:25:36 ?        0:00 /bin/ksh /usr/dt/bin/Xsession

  theis 13087 13077  0 15:25:38 ?        0:00 /usr/openwin/bin/fbconsole

  theis 13091     1  0 15:25:39 ?        0:00 /usr/openwin/bin/speckeysd

  theis 13123     1  0 15:25:40 ?        0:00 /usr/dt/bin/dsdm

  theis 13124 13077  0 15:25:40 pts/3    0:00 /usr/dt/bin/sdt_shell -c      unset DT;     DISPLAY=:0;       /usr/dt/bin/dt

  theis 13126 13124  0 15:25:40 pts/3    0:00 -ksh -c      unset DT;     DISPLAY=:0;       /usr/dt/bin/dtsession_res -merg

  theis 13184     1  0 15:25:42 pts/3    0:00 /usr/dt/bin/ttsession

   root 13185 13126  1 15:25:42 pts/3    1:31 /usr/dt/bin/dtsession

  theis 13200 13185  0 15:25:43 ?        0:08 dtwm

  theis 13209 13185  0 15:25:48 ??       0:00 /usr/dt/bin/dtterm -session dtz0G0ig -C -ls -name Console

  theis 13210 13185  0 15:25:48 ?        0:00 /usr/openwin/bin/perfmeter -Wp 12 934 -Ws 230 59 -WP 8 14 +Wi -t cpu -t pkts -t

  theis 13212 13185  0 15:25:48 ?        0:01 /usr/dt/bin/dtcm -session dta3a2ig -xrm *iconX:2 -xrm *iconY:93

  theis 13213 13185  0 15:25:48 ??       0:10 /usr/dt/bin/dtterm -session dtL4q1ig

  theis 13214 13185  0 15:25:48 ?        0:00 sdtperfmeter -f -H -t cpu -t disk -s 1 -name fpperfmeter

  theis 13226     1  0 15:25:49 ?        0:00 /bin/ksh /usr/dt/bin/sdtvolcheck -d -z 5 cdrom

  theis 13241 13209  0 15:25:49 pts/4    0:00 -ksh

  theis 13244 13213  0 15:25:49 pts/5    0:00 /bin/ksh

  theis 13255 13213  0 15:25:49 pts/6    0:00 /bin/ksh

  theis 13261 13213  0 15:25:49 pts/7    0:00 /bin/ksh

  theis 13276 13213  0 15:25:50 pts/8    0:00 /bin/ksh

  theis 13292 13213  0 15:25:50 pts/9    0:00 /bin/ksh

  theis 13300 13213  0 15:25:51 pts/10   0:00 /bin/ksh

  theis 13309 13213  0 15:25:51 pts/11   0:00 /bin/ksh

  theis 13331 13213  0 15:25:52 pts/12   0:00 /bin/ksh

  theis 13349 13213  0 15:25:53 pts/13   0:00 /bin/ksh

  theis 13379 13226  0 15:25:55 ?        0:00 /bin/cat /tmp/.removable/notify1

  theis 13381 13213  0 15:25:56 pts/14   0:00 /bin/ksh

  theis 13387 13213  0 15:25:57 pts/15   0:00 /bin/ksh

  theis 13405 13213  0 15:25:58 pts/16   0:00 /bin/ksh

  theis 13417 13213  0 15:26:00 pts/17   0:00 /bin/ksh

  theis 13429 13213  0 15:26:02 pts/18   0:00 /bin/ksh

  theis 13448 13331  0 16:26:07 pts/12   0:00 /usr/ucb/rlogin xbuild3

  theis 13449 13448  0 16:26:07 pts/12   0:00 /usr/ucb/rlogin xbuild3

  theis 13584 13349  0 18:32:24 pts/13   0:00 /usr/ucb/rlogin xbuild3

  theis 13585 13584  0 18:32:24 pts/13   0:00 /usr/ucb/rlogin xbuild3

  theis 13587 13241  0 18:43:13 pts/4    0:03 /usr/local/netscape/netscape

  theis 13598 13587  0 18:43:17 pts/4    0:00 (dns helper)

  theis 13617 13381  0 18:51:20 pts/14   0:00 /usr/ucb/rlogin xbuild3

  theis 13618 13617  0 18:51:21 pts/14   0:00 /usr/ucb/rlogin xbuild3

  theis 13620 13185  0 19:17:28 ?        0:00 /usr/dt/bin/dtexec -open 0 -ttprocid 2.thrLc 01 13184 1289637086 1 0 45312 129.

  theis 13621 13620  0 19:17:28 ?        0:00 /usr/dt/bin/dtscreen -mode blank

   root 14379   159  0 22:19:16 ?        0:00 in.telnetd

  theis 14381 14379  0 22:19:16 pts/19   0:00 -ksh

   root 14464 14381  0 22:30:20 pts/19   0:00 ps -ef

  theis 14465 14381  0 22:30:20 pts/19   0:00 -ksh

There are several things of interest here.

Note process 8010.  This is ttymon, monitoring any login attempts on the serial ports on this system.  The string following the -p is the string to use for the prompt, in this case "partha console login:".  ("partha" is the name of my desktop system.)

Note the last three highlighted processes.  I  ran the ps while logged in remotely via telnet.  The ps command was run on my behalf by root (as the ps command needs privileges to do what it needs to do), but the process is nonetheless owned by the shell that I ran the command from.  As I'd logged in remotely, the shell started for me was a login shell, so all initialization for a login shell was performed (more on this later).  Note that my login shell is in turn owned by in.telnetd, a daemon process that monitors the net for telnet remote login attempts to this machine.  That is owned by process 159 (inetd), the generic internet networking daemon process.  inetd is owned by the init process.

So for my telnet session, process 14381 is my login shell process.  If it dies for any reason (like I kill it by mistake), it and all of its children are killed (by being sent a signal).

The UNIX login sequence - GUI  (continued)
Now, to understand what's happening regarding terminal windows and such under the windowing system, we'll pick a terminal window, and trace it's lineage.

Note process 13209, running 'dtterm'.  

('dt' means 'desktop', which means any program name starting with 'dt' is probably something to do with the windowing system).  'dtterm' is the program that creates and runs a terminal window for you.  This one has the -C option which makes it a console window (which just means that system error messages also appear in this window when they occur).

Note that a dtterm creates a terminal *window* - it is NOT a shell of any kind.  

It must run a subprocess to run the shell program (process 13241).  

Any input typed in the dtterm window is sent to the ksh process; any output from the ksh process is sent to the dtterm process, which displays it in the window, just like a terminal.

These are set up so that when the shell process exits (like if you type 'exit' in the window), the dtterm process detects this, and it exits too.

The UNIX login sequence - GUI  (continued)
Let's trace the lineage of the dtterm process upwards, and find out what process(es) created it.


...

    root     1     0  0   Jul 23 ?        0:01 /etc/init -



...

    root   249     1  0   Jul 23 ?        0:00 /usr/dt/bin/dtlogin -daemon



...

   theis 13054   249  0 15:25:22 ?        0:59 /usr/openwin/bin/Xsun :0 -nobanner -auth /var/dt/A:0-8LaiFa

    root 13055   249  0 15:25:22 ?        0:00 /usr/dt/bin/dtlogin -daemon

    root 13057     1  0 15:25:25 ?        0:00 /usr/openwin/bin/fbconsole -d :0

   theis 13077 13055  0 15:25:36 ?        0:00 /bin/ksh /usr/dt/bin/Xsession

   theis 13087 13077  0 15:25:38 ?        0:00 /usr/openwin/bin/fbconsole

   theis 13091     1  0 15:25:39 ?        0:00 /usr/openwin/bin/speckeysd

   theis 13123     1  0 15:25:40 ?        0:00 /usr/dt/bin/dsdm

   theis 13124 13077  0 15:25:40 pts/3    0:00 /usr/dt/bin/sdt_shell -c      unset DT;     DISPLAY=:0;       /usr/dt/bin/dt

   theis 13126 13124  0 15:25:40 pts/3    0:00 -ksh -c      unset DT;     DISPLAY=:0;       /usr/dt/bin/dtsession_res -merg

   theis 13184     1  0 15:25:42 pts/3    0:00 /usr/dt/bin/ttsession

    root 13185 13126  1 15:25:42 pts/3    1:31 /usr/dt/bin/dtsession

   theis 13200 13185  0 15:25:43 ?        0:08 dtwm

   theis 13209 13185  0 15:25:48 ??       0:00 /usr/dt/bin/dtterm -session dtz0G0ig -C -ls -name Console

dtwm is the desktop window manager program (the program that puts up the workspace menu).  Think of it as the master program for the GUI.

dtsession is the guy that starts up all the different windows/programs you had running the last time you logged in.

Xsun is the actual X server program (more about that much later).  It's the graphics engine, that handles all the grunt work of drawing the display, handling the keyboard and mouse, etc. while you're using the GUI.

dtlogin is the GUI login program.  It can run in the -daemon mode, which means it takes control of the display, mouse and keyboard if no other program (like Xsun) is using it.

If a program is using these things, it lurks in the background waiting for them to become free again.  When that happens it restarts itself, displaying the GUI login screen.

(I don't know why there are two dtlogin programs running.  Could be a bug, this was a development system.  Or perhaps one is for the 'screen lock' type of login.)

The UNIX login sequence - GUI  (continued)
There are a number of  configuration and initialization files used by the X window system and the desktop system, for setting all kinds of things.  For CDE, the settings all live somewhere under the .dt directory in your home directory.

E.g., the file .Xdefaults (note the '.', note the X is capital X) is very often used to set all sorts of things that affect the windowing system, such as the colors of various things.

This mechanism is actually obsolete, but still widely used.  Unfortunately it's harder to figure out how to set various things under CDE than it was under earlier windowing sytems.  Even then it took a pretty expert systems guy.

Today, it's far easier to use the desktop Style Manager to set things that to try to use the .Xdefaults file.  Unfortunately, you can't set nearly as many options that way.

However, if you happen to have a .Xdefaults file in your directory, and it seems to actually do something, you may be able to experiment with changing things in it to affect your GUI environment.

There's lots of ways this can fail, though.  How it all works is really complicated and requires progarmmer knowledge.

So - save the original copy of the file before you make any changes!!
Note that in general you must log out and back in before any changes to your .Xdefaults file will take effect.  (There's other ways, but they're harder.)

Similarly, the OpenWindows system has a file called .openwininit.  You're still better off using the desktop tools to set things, though.

The UNIX login sequence - GUI  (continued)
Note that under the GUI environment only one login is performed, although many shells may be run (one in each terminal window).

Which shell is the login shell?  Well - none of them, really.

None of them because there is no single 'login shell', as with a terminal login.  Other processes create the (terminal windows and) shells on demand.

Each terminal window is like its own little physical terminal:

They are all independent of each other.

They don't even know about each other.

It's just like having that many physical terminals sitting on your desk.  The only real difference is that you don't have to log in on each one seperately.

Under old windowing systems you did have to log in to each individual terminal window.   But they're quite obsolete now.

You have as many as you can create, which, practically, is more than you can use.

* So none of the shells running in any of the windows is a login shell. (You'll care about this in the next section).

The UNIX login sequence - GUI  (continued)
Technically, you can log into the GUI system, use various tools and programs, and never start or use a shell.  Lots of people do this.

But to really capitalize on the power and flexibilty of UNIX, one eventually has to resort to using the shell.  The windowing system and tools can only go so far

This is one area where MS Windows beats UNIX.  Under Windows, it's possible to do 98% of what anyone would ever need to do using just the GUI tools, and starting various programs.

Under UNIX, I'd say the GUI provides 30-40% of what anyone would need.

* This is why there is so much  emphasis on using the command line (that is, talking directly to the shell) under UNIX.  That's also why a serious UNIX user will always be using terminal windows and the command line.

Programmers and system adminstrators do virtually all of their work using the shell.

The UNIX logout sequence - Terminal

Sequence of events:

The program running in the user's login process exits (normally or otherwise).  Typically the user enters 'exit' or 'logout'.

* The user's login process cleans up its environment, closes any open files, kills off any child processes (if they weren't run with nohup(1)).

* Transfers parentage of any nohup(1)'ed processes to init

Since this is a user's login process, the process notifies the system that the terminal it was using is available before going away.

The system starts up a new ttymon process to monitor the terminal port.

The UNIX logout sequence - GUI

Sequence of events:

Click on exit in the dashboard, or select exit from the window manager menu.

Optionally, the current configuration (meaning what all windows are open, what size they are, and where they are) is saved, to be restored next time you login in.  (All this stuff is saved somewhere under the .dt directory in your home directory.

All processes (by default) that were created for you since you logged in are killed, and the window manager and X server exit.

Control returns to dtlogin, which clears the screen and redisplays its login screen.

Next section:

The shell programs

Your UNIX login process

Shell initialization - login shells

Shell initialization - on shell invocation

Shell cleanup on logout

Shell initialization/logout file names

Login shell initialization - GUI logins

Why Do I Care?

The techniques described are very commonly used and very useful.  It's possible to set up your environment however you want, and have this environment restored every time you log in.

Conversely, an environment can be set up for you that differs from the standard UNIX environment.  If you don't know how it's getting that way you can't change it.

The login and shell initialization files are important to understand when you're trying to set up certain tasks to run independently of whether or not you're logged in.

How much do I care?

A lot.  This is very useful stuff.

 The shell programs

At the beginning, a command interpreter was needed to allow a user to start and stop programs.  A fellow called Steve Bourne wrote the first one, commonly called the Bourne shell (/usr/bin/sh;  man sh(1))  The Bourne shell is often referred to as "the shell".

Its syntax was intended to be programmer-friendly - period.  (This was 1970).

Its default prompt is '$'.

As the shell is just another program, it was easily possible to write a different one.  So several people have over the years.

One of the first was the C shell (/usr/bin/csh; man csh(1)), written by Bill Joy (a co-founder of Sun Microsystems).  It has a somewhat different syntax than the Bourne shell, but is very like the C programming language.  It has a number of features that the Bourne shell does not, including job control, and command history.

Its default prompt is '%'.

* So the two main shells originally in use are the Bourne shell and the C shell.  They are not extremely different, but they have some different commands and syntax, so scripts written for one will often not run under the other.

Over the years, several other shells have become popular.  However, all trace their lineage to either the Bourne shell or the C shell (and sometimes both).  Many more features have been added along the way, the shells based on the Bourne shell have come to have many of the features of the C shell, and vice versa.

The Korn shell (written by David Korn of Bell Labs) has become popular enough that it is now a part of standard UNIX.  It is /usr/bin/ksh; man ksh(1).  It was intended to be an improved and modernized version of the Bourne shell, similar enough that any scripts written for the Bourne shell are (almost) guaranteed to work in the Korn shell without modification.  Thus the Korn shell is directly descended from the Bourne shell.

Its default prompt is '$'.

* So the three current standard UNIX shells are the Bourne shell, the C shell, and the Korn shell.

The shell programs - continued

There are a number of other shells available on the Internet.  While these are not officially part of UNIX they are still widely used.

tcsh    - Superset of the C shell (thus derived from the C shell)

bash    - (The "Bourne Again" shell).  Mostly like the Korn shell, but not completely compatible.  Developed by and available from the Free Software Foundation.

jsh     - Bourne shell plus job control capability

zsh     - Derived from the Bourne shell

* Scripts written for a particular shell may not work in a different shell.  They usually will not if one shell is C shell based and the other is Bourne shell based.

HOW TO:  How to tell what shell you're running

The best way is the run the ps command:

theis@partha: ps

   PID TTY      TIME CMD

    46 pts/20   0:00 ksh

I'm running ksh here.  sh=Bourne shell,  csh=C shell, and so on.

Here's some other tricks:

csh:

% ls

% !!

The !! is a csh-only trick to repeat the last command.  If it does the ls again, you're running csh (or a derivative).  Otherwise you'll get an error message.

Note csh uses % for its prompt, by default.  All other shells use $.

ksh:

$ whence vi

/usr/bin/vi

The whence command is unique to the ksh.  If this works, you're running ksh (or a close relative).  If you get "whence: not found" you're not.

sh:

$ cd ~

~: not found

The ~ is used in all shells except the Bourne shell (sh) (and probably jsh).  If you see the above, you're running the Bourne shell.  If the command works, you're not.

Exercise:
Figure out which shell you are running.

Start up a C shell (enter 'csh'), and verify that these tricks identify the C shell.

Start up a Bourne shell (enter 'sh'), and verify that these tricks identify the Bourne shell.

Close the window you're using (to throw away the shells you started), and start up a new window.  (What shell is it running?)

Your UNIX login process

For terminal logins, your login process runs a shell program (like sh, csh, ksh, bash, etc.)

For GUI logins, lots of processes are started on your behalf.  But you have the option to start a terminal window program (dtterm under CDE) whenever you want to.

When a dtterm runs, it creates a window that acts like a terminal.  It then creates a subprocess which runs the shell program.

It 'fools' this shell into thinking it's on its own terminal.

Either way, you end up with a shell program running, connected to a 'terminal'.

* The shell program is typically called 'the shell' no matter which shell program it actually is, as in "The shell output the $ prompt".

* Don't confuse this with people saying 'the shell' when they're referring explicitly to the Bourne shell program.

* The shell run by your login process is called the login shell.

The shell program does initialization when it starts up.

The shell outputs its command prompt to the terminal.

The shell awaits input from the terminal.

When input is received, the shell parses (breaks into pieces) the command line, then executes the command.

Shell initialization - login shells only

The login process is special, as it is the parent of all the user's processes, and when the login process exits, all the user's processes are terminated and the user is logged out.

* An exception is any process run with nohup(1), which will continue to completion even though the user has logged out.

* In a a GUI environment, this means that whenever you exit a terminal window all processes started from that window will be terminated.  Processes started from other windows won't be affected.

* Shell programs are told by their invoking process if they are a login shell for the user.

A login shell is a shell program run as the first process started up by the login(1) process when the user logs in.  Essentially, it's the 'first' shell that got started, or the shell a user gets when he logs in from a terminal.

In a GUI environment there is a login shell started, but you never get to interact with it.  It is only used to start up all of the GUI processes, and is never connected to any terminal window.

Thus whenever you start up a dtterm you are not starting a login shell.

** Shells can execute a script (series of commands) automatically for the user every time he logs in.  These commands are in a file, actually a script file in the user's home directory, and are executed whenever that user logs in.

These commands are executed by the shell exactly as if the user were typing them.

This capability is part of the shell itself, not any other part of the system.

* When the login shell first starts up, it first looks for the system-wide login initialization file (in /etc) and executes it..  Commands in this file affect every user on the system.

It then looks for the user's login initialization file in the user's home directory.  The name of this script file varies from shell to shell (see below).

If it finds it, it executes all the commands in it (just as if the user had typed them in) before doing anything else.

If it doesn't, it just continues (no error is generated).

* This script is only executed when the login shell starts up.  Any subsequent shells started do not run this script.

Shell initialization - on each shell invocation

* In addition to initialization performed exclusively for login shells, some shells can automatically perform a series of commands each time a shell program starts up (including the login shell).

* Thus every time a shell program is started on the user's behalf, the shell program looks for this file in the user's home directory.

If it finds it, it executes all the commands in it before displaying the command prompt.

If it doesn't, it just continues (no error is generated).

* This script is executed every time a shell program starts up.

* These commands are run when the shell program starts up, before the user gets control or any other programs are executed.

If the shell is a login shell, the login initialization file is run first, then the per-shell initialization file.

Shell cleanup on logout

Some shells have the ability to perform a series of commands (run a script file) when the login shell exits.

When the shell program is exiting, it looks in the user's home directory for this file.  If it finds it, it executes all the commands in it before exiting (and thus logging out).  If it doesn't, it just exits.

Note that any shell can emulate this capability by creating an alias for the exit(1) command that runs a script, then executes exit(1).

Shell initialization/logout file names

Login initialization

Shell initialization

logout script

system-wide, user

sh
/etc/profile, $HOME/.profile
(not supported)

(not supported)

csh
/etc/.login, $HOME/.login
$HOME/.cshrc

$HOME/.logout

ksh
/etc/profile, $HOME/.profile
(ENV environment variable)
(not supported)

Note the ksh (and other modern shells) do not have a specific name for their shell initialization file.  The shell looks in the process' environment for a variable named ENV, and if it exists takes its value to be the name and location of the script file to run whenever an instance of the shell starts up.

By convention, this file is called .kshrc, and is in the user's home directory.

The bash shell uses the same convention, except the file is generally called .bashrc.

Note there is also the file /etc/default/login, which contains environment variables used by various commands.  Only the system adminstrator can change these, but they are of interest as certain environment variables (like PATH) get initialized here for all users of the system.

Read the man page for login(1) for more info.

Exercise:


(Be sure to do this exercise with a command line login, not a GUI login).

Modify your login initialization file to always set your shell prompt to be your username.  Test it.

Modify your login initialization file to always add the current directory to your PATH variable.

Modify your login initialization file to display the words "Hello there", and then list the contents of the current directory.

Login shell initialization - GUI logins
There's nothing fundamentally different about GUI logins.

EXCEPT, under CDE, there are two gotchas.

Lots of users were trying to use their old .profile files from the days of terminals when they switched to windowing systems.  These files would fairly often have things in them that wouldn't work right under a GUI system.  This caused strange and hard-to-find problems.  So the folks that designed CDE decided that for 'backwards compatibility' they would NOT execute a user's .profile file by default any more.  (!!)

Users that don't know this will be very frustrated when trying to get their .profile files to work.

The Secret:

Under CDE, the window system always executes a certain script whenever it first starts up a new login shell.  This script's name is $HOME/.dtlogin.

The script sets up a bunch of stuff for the windowing system, which you'll probably never be interested in.

But the last few lines are of considerable interest:

...

#

#  If $HOME/.profile (.login) has been edited as described above, uncomment

#  the following line.

#

#DTSOURCEPROFILE=true

In other words, you must uncomment this line (by removing the # character) or your .profile file will never be executed during a GUI login.

But there's another gotcha:

Anything in your .profile/.login file that requires a terminal (any input/output) will not work.  This is because your .profile/.login file is executed by a shell which has no terminal associated with it.

** Thus all you can really do in the login initialization files in a GUI environment is set up and export environment variables.  (The inheritance system ensures that such variables are inherited by all shells that run under the GUI environment).

Login shell initialization - GUI logins, cont'd
Exercise:
Modify your .dtprofile file appropriately.

Put something obvious in your .profile, and check that it works.

Try it under both a terminal login and a GUI login.

Chapter 11:
How the shell executes commands

We'll be going over what happens when you enter a command in considerable detail.  This detail is not strictly necessary to use a UNIX system, but helps enormously when you start getting beyond running simple commands.  It's absolutely required if you want to do any system administration or programming on a UNIX system.

This major section contains the following general topics:

Aside: The shell environment

Aside: The PATH environment variable

The UNIX Philosophy

General UNIX command format:

Where the shell finds each part of a command line

Shell command execution - Generating the expanded complete command line

Shell command execution - Executing shell built-in commands

Shell command execution - Executing non shell built-in commands

Shell command format

Shell metacharacters

Aliases

Magic numbers

Shell command execution, in detail

Next section:

Aside: The shell environment

Aside: The PATH environment variable

Why Do I Care?

This is an introduction to important shell environment variables.  Understanding at least the PATH environment variable is essential to using commands.

This section is an 'aside'.  These topics will be covered in detail later, but certain minimal understanding is necessary before proceeding to the next sections.

How much do I care?
A lot.  These are basics that affect everything you do, and that you'll be using quite a lot.

General UNIX command format:

General command syntax:

[path/]command [- option letters ] [ [path/]filename ... ]

E.g., from the reference for the 'ls' command:

/usr/bin/ls [ -aAbcCdfFgilLmnopqrRstux1 ] [ file ... ]
Square brackets ([]) are used to surround parameters that are optional.  If a parameter is not surrounded with square brackets it is required.

Option letters (also called 'switches') must come immediately after the command, and affect the entire command.  Options are always introduced with the dash (-) character.  It must be present.

The ellipsis (...) implies that more than one file name can be supplied.  The command will be repeated on all the file names given.

Most commands that take a filename will accept multiple filenames, and perform the same operation on every file.  E.g.:

$ ls foo bar me

$ rm file1 file2 file3

Some commands don't take filenames but some other kind of parameter(s).

* Virtually all UNIX commands follow this syntax

* The UNIX man pages (see below) list all information about a command, such as what each of the options does, etc.

General UNIX command format, cont'd

Let's take a typical command line apart:

$ a_cmd -afq file1 file2 file3
    |     |    |     |     |

 command   |    |     |     |

       options   |     |     |

               -------------

                  arguments
The various parts of the command line are seperated (delimited) by whitespace (blanks or tabs).

** The command is always the first (leftmost) chunk of characters on the command line.

There must always be a command on the command line.

** Whatever you type as the leftmost chunk of the command line will always be treated as the command to execute.  No exceptions.

* The options, if any, always come next, and always start with a - (dash or minus sign).

** - There must be no space between the dash and the letters specifying the options.  If there is, the shell assumes the dash doesn't introduce the options, but is actually the first argument, and the bunch of letters after the space are assumed to be the second argument.  E.g.:

$ ls - al foo


wrong!

The shell assumes the command is ls, the first argument, and the second argument is al, the third is foo.

- There are some commands that allow options to be sprinkled throughout the command line.  They are exceptions, and will be dealt with seperately.  In any case, virtually all commands accept options as the second element of the command line.

- Options are optional - they don't have to be there unless you want them.  The shell looks for the dash beginning the second chunk of characters.  If it's there, the shell assumes these are options.

- If it's not there, the shell assumes the second chunk of charaters is the first argument.

General UNIX command format, cont'd

** The arguments, if any, follow the options (if any).  For almost all commands, the arguments are filenames

Where the shell finds each part of a command line
 ** To find the command, the shell does the following:

- Is the command given with an absolute path?

If so, go there and get the command.

If the command is not actually there, issue the "not found" message (below).

- Is the command given with a relative path?

- If so, go there and get the command.

- If the command is not actually there, issue the "not found" message.

** - Now the shell doesn't know exactly where to look for the command.  It must search for it.

- The shell gets the value of the PATH environment variable.

- The shell searches each path in the value above, looking for the command.

- If it finds it, it gets and runs it.

- If it searches all the directories in the PATH and doesn't find the command, it issues a user-friendly error message, telling you exactly what happened:

command: not found
** When you see this message, the above is what happened.  You will see this message a lot until you get the hang of UNIX.

Note:

- The shell does NOT search the entire filesystem looking for the command.

* - It does NOT look in the current directory unless it is explicitly part of the PATH.  The current directory will generally NOT be part of your PATH unless you add it yourself.

* - It does NOT look in your home dirrectory for the command unless it is explicitly part of the PATH.  Your home directory will not be part of your PATH unless you add it yourself.

The shell doesn't need to look for anything for the options - it just passes them through to the command.

Where the shell finds each part of a command line, cont'd
** To find the arguments, the shell does the following:

- Is the argument an absolute path?

If so, go get the file.

- If the command is not actually there, issue the "not found" message.

- Is the argument a relative path?

If so, go get the file.

- If the command is not actually there, issue the "not found" message.

** - Now the shell doesn't know exactly where to look for the command.  It must search for it.

* It does NOT search your home directory.

* It does NOT search the PATH (as for a command).

** It looks in exactly one place:  The current directory.  That's it.

This makes sense if you think about it.  You gave the shell an argument, and didn't tell it where to find the argument.  It really doesn't know where to look (as PATH does not apply to arguments).

So the only place the shell can look for the argument - is where it is right now:  The current directory (wherever that may be).

** Bear in mind that the way the shell searches for commands is different than the way it searches for arguments.  This is a common point of confusion.

Where the shell finds each part of a command line, cont'd
Exercise:
cd to your home directory.

Find a file in your home directory.  Execute ls on the file.  E.g.:

$ ls foo

Now do the same thing, except use an absolute path to the file.

Do the same thing again, except use an absolute path to the ls command (/usr/bin/ls).

Try variations of this with other commands and files.

Try an incorrect absolute path to the command.  What happens?

Try a nonexistant command (use foo).  What happens?

Try a nonexistant file as an argument.  What happens?

Try an incorrect path to an existing file.  What happens?

Make sure you understand what's happening in each case.  You'll run into these problems a lot as a novice on UNIX.

Next section:

Shell command execution - Generating the expanded complete command line

Shell command exectuion - Executing shell built-in commands

Shell command execution - Executing non shell built-in commands

Why Do I Care?

This is an overview of a detailed explanation in the next section.

The info in the next couple sections is crucial to understanding how UNIX executes commands, both at the command line and in scripts.

Much of the difficulty people have with using UNIX commands stems from not really understanding what's happeneing when they enter commands.  This section and the following one attempt to rectify that.

This info must be understood, or writing shell scripts will seem fraught with all sorts of bizarre problems.

How much do I care?
Moderately.  This section is an overview and setup for the following more detailed sections.

Shell command execution - Generating the expanded complete command line

* At a high level, this is what the shell does every time you enter a command and hit Enter:

Get the entire command line

Break it down into pieces ('parse' it)

Examine each of the pieces to perform any special actions necessary

Expand shell metacharacters  (listed on page 136 in the text)

The shell now has a complete command line to execute.

Shell command execution - Executing shell built-in commands

The shell knows how to do some things internally (without having to start other programs to do the requested action).  These built-in capabilities are referred to as 'shell built-ins' in the UNIX documentation.

Examples:  cd, pwd, set, test, for, while, case if, read, and so on.

If the shell recognizes the command as  a shell built-in, it executes it immediately in the current shell process.  No subprocess is generated.

Thus shell built-in commands tend to be very quick.

Shell command execution - Executing non shell built-in commands

For non shell built-in commands, the shell performs the following major actions

Spawn a new subprocess

Tell the subprocess to execute the command line.

Wait until the subprocess completes (however long that takes), and return control to the original shell process.

Whether the shell performed a built-in command or ran another program, the next thing it does is output another command prompt, and wait for input.

Exercise:
Note the following section from the ps(1) man page:

--------------------------------------------------------------------------------------------------

User Commands                                               ps(1)

NAME

     ps - report process status

SYNOPSIS

     ps [ -aAcdefjlLPy ]  [ -g grplist ]   [  -n namelist  ]    [

     -o format ]  ...  [ -p proclist ]  [ -s sidlist ]  [ -t term

     ]  [ -u uidlist ]  [ -U uidlist ]  [ -G gidlist ]

DESCRIPTION

     The ps command prints information  about  active  processes.

     Without  options, ps prints information about processes that

     have the same effective user ID  and  the  same  controlling

     terminal  as  the invoker. The output contains only the pro-

     cess ID, terminal identifier, cumulative execution time, and

     the  command  name.   Otherwise,  the  information  that  is

     displayed is controlled by the options.

...

-----------------------------------------------------------------------------------------------------

Note the reference to 'controlling terminal'.  This is the terminal (or terminal window) that is associated with this process.   So in effect, this means that in a given terminal window, you can (by default) only see processes created by that terminal window.

Enter the ps command.  Note the processes listed.

Start vi.  Suspend the vi process.

Run the ps command again

Type the command 'cat' with no arguments.  This will hang, awaiting input.  Suspend the cat command.

Run the ps command again.

Start another terminal  window.  Verify that the new terminal window knows nothing about the processes you created in the first window.  Close the new window.

Kill off all the processes you see listed in the original terminal window.

Next section:
Shell command format

Shell metacharacters

Aliases

Magic numbers

Why Do I Care?
These are important, central concepts that will be component parts of later discussion of shell command execution.

How much do I care?
A lot.  These concepts must be understood to fully understand what happens when the shell executes a command.

Shell command format

[path/]cmd [-options] [ [path/]arg1 ...]

The shell breaks a command line into pieces based on 'whitespace'.

Whitespace is any character that is printed as any amount of 'white space' on a printed page:

blank

tab
(TAB)

carriage return  (CR)

form feed
(FF)

line feed
(LF)

'newline'
(NL)

'newline' is a C programming concept that's now in very wide use.  A 'newline' is a defined to be "whatever set of characters on this system that will get from here to the start of a new line down the page".  E.g., on UNIX systems newline consists of just the LF character.  On Windows and other systems it consists of  the CR followed immediately by the LF character.  It differs on other systems.

Most programs and documentation now refer to newlines rather than listing the individual characters that that system uses.

The path can be relative or absolute.

The cmd is the name of the command to execute.  It's whatever string of characters follows the last slash (/) and precedes the first whitespace.  This is always true!
In almost all cases, whatever follows the first whitespace is considered to be options/arguments for the command.

options (formerly known as switches)  are the varous options the command can take.

The syntax of each command as listed on the man page must be followed exactly.  In some cases, various switches must appear in various places in the command line - it matters where they're put.  Follow the man page syntax.

Optional arguments almost always follow the options.  Optional arguments are enclosed in square brackets [] in the man page syntax.  If more than one optional argument can be used, the optional argument is followed by the ellipsis (...).

Shell metacharacters

Once the command line is parsed, the shell looks at each of the pieces to see if it needs to do anything special to them before trying to execute the command.

There are certain characters the shell always treats as 'special'.  These are technically referred to as "shell metacharacters".  They imply to the shell: "do something special when you see one of these".

Shell metacharacters are listed in table 5-7, page 136 in the text.

Those used explicitly for filename wildcarding are listed on page 117 in the text.

Examples:

*
- Expands to all filenames in the current directory

?
- Expands to any single character (in a filename)

Et cetera.

Aliases

An alias is a string of characters that can be used as a command name (only).

How you set an alias depends on which shell you're using:


csh




ksh


% alias bigls  'ls -al'


$ alias bigls='ls -al'

Note there must be whitespace between the three pieces in the csh syntax, and there must be no whitespace in the ksh syntax.

Now you can use the command 'bigls' just like it's a UNIX command.

Aliases are temporary; they're all forgotten when you log out.

* Aliases are often set up in the .profile or .login file.

Entering the command alias with no arguments will list all the aliases currently defined in the shell's environment.

* Once all shell metacharaacters are completely expanded, the shell again looks at the command part to see if it is an alias.

Once the shell has parsed the command line, and so knows which string is the command, it searches its list of aliases for a match.  If it finds a match, it substitutes the alias string (verbatim) for the command before going any further.

Exercise:
List all the aliases currently defined in your environment.

Set up an alias called pslist for the command ps –ef.  Check that it works.

List all the aliases defined and make sure your alias is there.

Magic numbers

Now that the shell has a command to run, it must figure out how to run it.

The command could be an executable program, in which case a new process is created, the executable program loaded into the process' memory, and the program started.

The command could be a shell script, in which case a new process is created, a shell program loaded into the process' memory and started, and the commands in the script file fed to the shell (as an input file) for execution one by one.

The system figures out what type of file it is, and thus how to 'execute' it, by looking at the file's 'magic number'.  This is some string of characters somewhere in the file, usually in the first 20 bytes or so.

There are some important special cases:

* Special case: The first two bytes of the file are #!

Means "run the program listed on (the rest of) the first line of the (text) file, and feed it THIS file as input."  (Used for scripts of all sorts).

* Special case:  unrecognized magic number

** Same as if the first line of the file was '#! /usr/bin/sh'

(run a Bourne shell, and feed it rest of the lines in this file as input)

* Note if this is not what you intended, the Bourne shell may not like what you're feeding it!

* This scenario can produce seemingly bizzare and frustrating error messages, like "Syntax error".

* A classic example is the case of a user who runs csh.  He writes a shell script using csh syntax, then tries to execute it.  Without the correct magic number, the system defaults to using a Bourne shell, feeding it the (csh) script..  This is almost guaranteed to generate a "Syntax error" somewhere.

This will drive you nuts, because the exact same commands work fine if you type them into your (C) shell one by one - but they fail if you put them in a script and attempt to run it.  (I speak from painful experience).

Next section:

Shell command execution, in detail

Why Do I Care?
You need to understand the details of how the shell executes a command.  There are many nuances, and one can run afoul of them if they are not understood.

How much do I care?
A lot.  This stuff is very important to understand.  Otherwise what happens when a UNIX command is entered on the command line, and how and why it fails, can seem very puzzling.

Shell command execution, in detail

Get the command line from the terminal

Parse the command line into pieces

Expand any aliases, replacing the command part of the line typed with the alias string.

Expand all shell metacharacters, including:

Substitute the value for the names of any variables (e.g., $PATH, etc.)

Execute any commands embedded in the command line using back quotes (`) (This is command substitution - discussed at length under Quoting, later).

Remove any quotes (used to protect metacharacters – including backslashes) from the command line.

If the command is a shell built-in, 

execute it right now, in the shell program itself, in the current process.

Otherwise...

Shell command execution, in detail - continued    (Execution of a non-shell-built-in command)

Verify that a program file to execute the command can be found

If an absolute path (starting with a "/") to the command's file was given, go verify that a file by that name exists at that location.

If an absolute path (starting with a '/') is not given, look in every directory in the PATH until the program file for the command is found.

Note that directory permissions apply when the shell is searching various directories in the PATH for the file.

Thus "Permission denied" messages can be generated here.

If the file is not found, output "No such file or command".

* So if you see this message, one of the above steps failed.

* Note this can happen if the program you want to execute is in your current directory, BUT the current directory is not in your PATH.  The shell will NOT find it unless the PATH contains the current directory.

* Note this is different than DOS, which would always look first in the current directory.

Open the file for reading.

If you (the user) can't read the file, the shell cannot run it.

A program must be read from the disk into memory before it can be run.  If the file cannot be read, this cannot occur.

* If you don't have permission to read the file, the shell outputs the message "Permission denied" or "Cannot open file".

Check for execute permission on the file.

If you can't execute the file ... you can't execute it.

* If you don't have permission to execute the file, the shell outputs the message "Permission denied".

Shell command execution, in detail - continued

Read the magic number from the file.

Look up the magic number in the /etc/magic file, to figure out how to run this program.

Actual programs will need be loaded into a new process and the process started.

Certain types of files (like an awk or perl script) have magic numbers that tell the shell what program to run (using #! as their magic number).  Once started, the program reads its input from the (script) file and does the appropriate thing.  It can even start other programs.

* Shell scripts are run by starting up a new copy of the shell in a subprocess, then telling that shell to execute the commands in the script file.

Thus the shell will always end up running a program of some sort in a new process.  The program run may be another shell.

Start  up a new subprocess and tell it what program to run.

This is done internally with the fork(3) system call (to create the process), and the exec(3) system call to actually run the new program.  (You'll see mention of fork(3) and exec(3) here and there in the UNIX documentation - which is the only reason I mention it).

The complete expanded command line is passed to the subprocess for execution.

This process is a child of the original process (almost always).

This process inherits the environment of the parent process (usually).

This includes the parent's input and output connection to the terminal (stdin, stdout, stderr) including any redirections..

The (original) shell waits for the new subprocess to complete and terminate.

When it does, the original shell issues a new command prompt and awaits input.

Exercise:
The shell is a program like any other.  So you can run it any time you like.

Run the ps command.  Note how many processes are associated with this terminal (window).

Run the Bourne shell (/usr/bin/sh).  What happens?  Why?

Run the ps command.  Note what you see.

Type 'exit' (no quotes).  What happens?  Why?

Run the ps command again.

Run the Bourne shell again.

Run the Korn shell (/usr/bin/ksh).

Run the C shell (/usr/bin/csh).

Run the ps command.  What do you see?  Why?

Enter the exit command three times.  What happens?  Why?

Run the ps command.  Note the processes attached to the terminal (window).

(Diagram what's happening).

 Next section:

The UNIX Philosophy

General UNIX command format:

Where the shell finds each part of a command line

Why Do I Care?

This introduces the 'UNIX philosophy', which is an underlying principle in how the system is put together.  This guiding priciple explains much about how and why UNIX is the way it is.

This leads to a discussion of the standard command format, which virtually all UNIX commands follow.  Particularly important is the section on where the shell finds each part of the command line.

Finally the UNIX reference manual pages are discussed.  These are the primary documentation for and only documentation universally available on a UNIX  system.

How much do I care?
UNIX philosophy: mildly to moderately.

UNIX command format, where the shell finds things,  and the reference manual pages: a lot.

The UNIX Philosophy
"Small is beautiful"

As much as possible, the system is built up from small, single-function, independent building blocks.  By hooking these building blocks together in various well-defined ways, a user can put together a set of commands to do almost anything, without ever resorting to writing a program.

Thus most user commands can be "hooked together" with other commands, to make a larger 'command'.

Doing things = starting programs

Almost any time you enter something at the command line and hit return, you are causing the shell to execute some other program on your behalf.

E.g., entering ls invokes the program /usr/bin/ls.

The shell suspends itself while the program you've started is running.

When the program finishes, the shell regains control and issues the next command prompt.

"Try things", see what happens

"Usage" message is produced by many commands (e.g., mv, rm, awk, man)

But not by all commands  (E.g., ls, cat, sort, pr)

The UNIX Philosophy, cont'd
User help:

From the command line:


None!

We're all expert programmers here; all we need are reference manuals.

UNIX reference manual 'pages':  'man pages'

Literally, 'pages from the reference manuals'.

From the GUI:

Some, but it's pretty lame, and only discusses the GUI tools.

The F1 function key will always invoke the GUI help utility.

At some sites the system administrator may have installed some sort of 'help' utility.  But such a utility is not part of standard UNIX.

There is a utility called 'apropos' which is extremely helpful.  You enter the command 'apropos', followed by a word relating to the subject you're interested in.  UNIX searches all man pages, and gives you a list of commands that pertain to the subject.

E.g., you could say 'apropos file' to get a list of all commands having to do with files.  Or you could say 'apropos delete' to get a list of all commands that have to do with deleting something.  This could be useful if you've forgotten the 'rm' command, for example.

Unfortunately apropos is not installed on the systems in this lab.

Hence, most UNIX users get or make some sort of quick references for their own use.  Such books abound (try any technical bookstore).

Next section:

Aside: The shell environment

Aside: The PATH environment variable

Why Do I Care?

This is an introduction to important shell environment variables.  Understanding at least the PATH environment variable is essential to using commands.

This section is an 'aside'.  These topics will be covered in detail later, but certain minimal understanding is necessary before proceeding to the next sections.

How much do I care?
A lot.  These are basics that affect everything you do, and that you'll be using quite a lot.

Aside: The shell environment
The shell maintains a little database internally, where it stores miscellaneous symbols, settings, and configuration information.  The area is called the environment.
The environment contains only symbols, each of which has a name and a value.

These symbols are commonly called by various other names:

variables

shell variables

shell symbols

environment variables

environment settings

All mean the basically the same thing.

(There is a subtle distinction between shell variables and environment variables  shells.  We'll cover this in detail in a much later class).

The setcommand
 The set command displays the names of all the variables currently defined in the environment of the current shell, and their values.  The output of set produces a list of variables, in the format name=value.  E.g.:

$ set

EDITOR=vi

ENV=/export/home/unex/faculty/theis/.kshrc

ERRNO=25

FCEDIT=/bin/ed

HOME=/export/home/unex/faculty/theis

HZ=100

IFS='  '

LINENO=1

LOGNAME=theis

MAIL=/var/mail/theis

MAILCHECK=600

OPTIND=1

PATH=/usr/bin::/usr/sbin:/usr/local:/usr/local/netscape:.

PPID=26709

PS1='/export/home/unex/faculty/theis> '

PS2='> '

PS3='#? '

PS4='+ '

PWD=/export/home/unex/faculty/theis

SHELL=/bin/ksh

TERM=ansi

TMOUT=0

TZ=US/Pacific

_=finger

$
Environment variables are often used by various programs as configuration settings.  E.g., the shell uses the environment variable PS1 to get the value of the current shell prompt.

Exercise:
List all the environment variables currently defined in your shell.

Creating and setting variables
Variables are set with the following syntax:


$ name=value

'name' can be (almost) anything you want.  No whitespace is allowed in the name or the value.  If you want to include whitespace in the value, you must enclose the entire value in double quotes:

$ MYVAR="Have a nice day."

Otherwise, anything after the first space is considered a seperate UNIX command.  So if you enter:

$ PS1=Hello there

ksh: there:  not found

This means that the shell attempted to execute two commands:

PS1=Hello

and

there

there is not a valid UNIX command, hence the error message (the shell could not find a program called "there").

Assigning a value to a variable creates it automatically if it doesn't already exist.

To change the value of a variable, just set it to a new value:

$ PS1="New Prompt:"
Creating and setting variables, con't

Exercise:
Set your shell prompt to something interesting.

Find the value for the variable LOGNAME.  What do you think this is?

Find the value for the variable PATH.  What do you think this is?

Aside: The PATH environment variable

** This is the sequence of directories searched to find the program to run whenever the user enters a command.

** UNIX will search each directory in the PATH, in order, for the program matching the command you entered - and only those directories.

E.g., if you type 'ls', UNIX searches each directory in the PATH, in order, until if finds a file called 'ls'.

E.g., if you try to execute a command in the current directory called 'foo' by typing 'foo', UNIX searches each directory in the PATH, in order, until it finds a file called 'foo'.

** UNIX will not search the current directory for 'foo' unless the current directory is listed in the PATH.

So you can have 'foo' in your current directory, type 'foo' to execute it, and UNIX will not find the file if the current directory is not in your PATH.

The PATH consists of a sequence of paths to directories, seperated by colons.  E.g.:

/usr/bin:/usr/local/bin:/usr/sbin
In this case there are three directories that will be searched, in order, when the user enters any command.  If the command is not found in any of these directories UNIX responds with the helpful mesage 'not found'.

Following is an example of a PATH that includes the current directory (.):

/usr/bin:/usr/local/bin:/usr/sbin:.
Note the current directory (whatever it might be) is always referred to as '.'.

Aside: The PATH environment variable, cont'd

Note that PATH is an environment variable.

Any easy way to display the current value of the PATH variable:  

echo $PATH

As PATH is an environment variable, you can set it as follows:

PATH=/usr/bin:/usr/local/bin:/usr/sbin:.

* But often you want to add a directory to the existing PATH, rather than having to retype the whole thing (which is often very long).  You can add a path to the end of the existing PATH as follows:

PATH=$PATH:/my/new/path

E.g., to add the path '/home/me' to the end of the existing path, enter:

PATH=$PATH:/home/me

** To add the current directory to the end of the existing path, enter:

PATH=$PATH:.

Often (particularly later in the class) you will want to have the current directory included as part of your search path.

Exercise:


Check to see if the current directory is part of the current PATH setting for your account.

Add the current directory to your path.

Set your path to null (nothing).  Then try some commands.  What happens?  Why?

Invoke ls using an absolute path to its location (/usr/bin/ls).

Chapter 12:
Shell scripts
What is a shell script

Creating a shell script

Running a shell script

Specifying which shell to use to run the script

Shell and Environment variable names

Next section:

What is a shell script

Creating a shell script

Running a shell script

Specifying which shell to use to run the script

Shell and Environment variable names

Why Do I Care?
This is essential information what scripts are, and how to create, run, and debug them.  

This section also contains a lot of information on good practices for writing professional scripts.

How much do I care?
Moderately to a lot, depending on whether you expect to be writing scripts. 

Most users will need or want to write a script to simplify their work sooner or later.

What is a shell script

* A shell script is nothing more than an ordinary file, containing a series of lines, where each line is a shell command.

* Lines in a shell script are in exactly the same format and follow exactly the same rules as command lines typed at the shell prompt.

* The effect of running the script is exactly the same as typing in the same series of commands at the command prompt.

This is true except as regards variables.  If you create or change variables at the command line, the variables are created or changed in the current process' environment.  If you create or change a variable in a script, the variables are created or changed in the environment of the subprocess running the script.

There are no commands you can use only in a script and not on the command line; any commnd can be used in either place.  (Running vi from a script is probably not a good idea, however).

** The only differences in how the commands will work come from differences in the environment when the command(s) are executed.  Typically a script is executed in a subprocess running a subshell, and the environment of the subprocess may be different than the environment at the command line.

** Thus, if a scipt doesn't work when run, and the exact same commands from the script file work when typed in at the command line, the problem lies in some difference in the environments of the main and child process.

Creating a shell script

A shell script is just an ordinary file, and so can be created in any way that an ordinary file can be created.  A common way is to invoke vi with the name of the new file that you want created.  When you exit (and save the file) vi creates the file.

There are many other ways to create a shell script.

The shell makes no checks to see if the stuff in a file is actually shell commands.  If you tell the shell to execute the file as a script, it will blindly read the first line from the file and attempt to execute it, then the second, etc.  If the file is not actually a shell script, very likely this execution will abort with some sort of shell error very soon.

Fancy and complicated shell scripts can actually generate new shell scripts on the fly, run them, and delete them, as needed.

Running a shell script

There are a number of ways to execute a shell script.

Remember that (in general) whenever you enter a command at the command prompt, a subprocess is created which runs the command, and when the subprocess exits your shell regains control and another shell prompt is generated.

* Generally shell scripts are executed the same way: A subprocess is created, which runs another copy of the shell (whichever one is appropriate or specified).  The subshell exectutes the commands in the script, line by line, until there are no more commands in the script file.  Then the subshell and subprocess exit, and a new command prompt is generated.  Thus all the commands in the script were actually executed in a subshell, not the current shell.  This difference can be important - particularly if the script deals with shell or environment variables.

* Note that each command line in a script file is then executed in a subprocess of the shell running the script, which is itself a subprocess of the original shell where the user invoked the script.

There is another general way to execute a script.  You can force it to execute in the current shell, so that no subprocess running a new shell is generated.  Each command line in the script is executed by the current shell, exactly as if the user had typed each command at the command prompt, one by one.  Run this way, the script will behave exactly the same as if the user had entered the commands at the command line - because to the shell, that's what's actually happening.  There is no difference in environments between the parent and subshell - because there is no subshell.  Note that any shell variables or environment variables created or modified by the script will be left just as they were when the script finished.  In other words, any changes made by the script are still present in the current environment.  This can be useful for debugging.

Note that to the shell, there is no real difference between executing a UNIX command and executing a script.  In fact, it is also possible to force the shell to execute a command in the current process, temporarily replacing the shell, rather than a subprocess.

* So, in general, there are two distinct scenarios in which you can have UNIX execute a command or script:

Execute the command or script in a subprocess/subshell (the usual method)

Execute the command script in the current process/shell.

Running a shell script, cont'd

Here's the syntaxes for the various ways to execute a UNIX command.

(In the following, cmds are any UNIX commands, or the name of any shell script.  script is the name of any scirpt file).

Syntaxes that cause the command to be executed in a subprocess:

cmds
Just type the cmds at the shell prompt; each command or script is executed in a subprocess.

( cmds )
(Use parentheses). Bourne shell only.  Force cmds to be executed in a subprocess.

chmod +x script;  script


Scripts only.  First set the execute permission for the script file.  Once that's set, the name of the script file can be used just like a command.  (Make sure the name of the script file is not the same as the name of a shell built-in command or other UNIX command)

sh script
Scripts only.  The command to invoke is (in this case) the Bourne shell.  Any shell can be invoked explicitly this way.  Any shell can take arguments when invoked.  If the argument is not an option (-something), then the argument is assumed to be the name of a script file.  The named shell program is started in a subprocess, and the script file is passed to it for execution.  The subshell executes the script line by line, as above.  Note that in effect this does exactly the same thing as the the above line.  The only real difference is that here you are specifying which shell to use.

Syntaxes that cause the command to be executed in this process:

{ cmds }

(Use 'curly braces {}'.)

. script
Scripts only.  The command is '.' (period or 'dot').  There must be whitespace between the command (the period) and the argument (as in all UNIX commands).  Forces the current shell to process the commands in the script line by line, in this shell.  Display a new command prompt when complete.  The shell does no cleanup of what the script did when it completes.

Running a shell script, cont'd

Exercise:
Write a trivial script, that echos something and creates a shell variable. Run it in a subprocess, then in the current process.  Verify the shell variable is left in the current shell's environment when the script is run in the current shell.

Specifying which shell to use to run the script
The first line of any professional script should have a line that instructs the user's shell as to which shell to invoke in a subprocess to run the script.

This is specified on the first line in the file, as follows:

#! /usr/bin/ksh

The #! are mandatory, and must be in columns 1 and 2.  Note the # makes the entire line a comment.  Nonetheless the shell sees and acts on this line.

After the #! you must list the absolute path to the shell program that the current shell will run in a subprocess to run the script.

Shell and Environment variable names
Scripts usually use lots of shell and environment variables.

A common professional convention is to make the names of environment variables all uppercase.  This makes it obvious to everyone that this is an environent variable that the script expects to pick up from the environment of the process running the script.

Sometimes shell variables are also made all upper case too.

Both shell and environment variables should have descriptive names, the would convey to anyone what they are used for an what their values mean.

For instance, using variables "a", "b", "c" or the like convey no information about what the variables are used for.

Conversely, names such as RECORD_COUNT, RUNNING_TOTAL, IS_FILE_READABLE are very descriptive, and make reading and understanding the script enormously easier for everyone, including the author.

The shell does have limits on the maximum length of variable names.  Older versions limit names to the first 8 characters.  Newer versions limit them to 256 or 1024 characters.  So there's no excuse not to user longer, more descriptive names.

A widely used convention is:  single-character variable names are used for very temporary, "throw-away" variables (like loop counters), whereas descriptive names are used for everything else.

Next section:

Shell variables inside of scripts.

Using environment variables in a script.

Setting Default values for a shell variable

Passing arguments to scripts.

The shift command

Why Do I Care?
Scripts make extensive use of shell variables.  It is important to understand  the use of shell variables inside of a script.  It is particularly important to know how to pass arguments (pieces of data) into a script from the command line.

How much do I care?
A lot.  You must understand these mechanisms to be able to write scripts that can accept and use arguments.

Shell variables inside of scripts

It's possible to create a shell variable at the command line:

$  MYVAR=/home/theis/foo

$ echo $MYVAR

/home/theis/foo

$

It's also possible to do the same thing in a script:

$ cat myscript

SCRIPTVAR="This variable is created by the script myscript."

export SCRIPTVAR

echo $SCRIPTVAR

exit

$ myscript

This variable is created by the script myscript.

$

** But remember that a script is (normally) run in a subshell in a subprocess, so any variables created are local to that process, and possibly its children:

$ echo SCRIPTVAR

SCRIPTVAR


(Oops...)

$ echo $SCRIPTVAR





(No value, so blank line printed)

$ myscript

This variable is created by the script myscript.

$ echo $SCRIPTVAR

$
(It's not set - it existed ONLY in the subshell – which is gone now).

** The export SCRIPTVAR made the variable inherited by any child processes - of the shell which is running the script.  That shell is itself a child of the shell generating the command line.  So when the script ends, the subshell, subprocess, and all of its environment disappear.

Shell variables inside of scripts

But while the script is running (and the subprocess exists), these variables exist and can be used:

$ cat myscript2

SCRIPTVAR_2="This is a new variable created by myscript2."

COUNT=1

echo COUNT = $COUNT

echo Now add 1 to COUNT...

COUNT=`expr $COUNT + 1`

echo COUNT is now $COUNT.

exit

$ myscript2

COUNT=1

Now add 1 to COUNT...

COUNT is now 2.

$ echo COUNT

COUNT

(Oops....)

$ echo $COUNT




(COUNT doesn't exist in this process, so no value)

$ 

Thus, in scripts, you can be messy and create variables all over the place, and when the subprocess goes away all those variables go away too.  Thus the variables don't end up cluttering up you current process' environment.

However, that also means you can't see what their values are after the script has run.  You cannot see their values while the script is running, because you don't get the next command prompt until after the script (and subprocess) have exited.

So if you need to see the values of variables created by your script are while the script is running, you must insert echo commands into the script to print them out while the script is running.  This is a useful technicque for debugging scripts.

Exercise:
Run through the above example on your workstation.

Using Environment Variables in a script

Since a script runs in a subshell in a subprocess, any environment variables that exist in the parent environment are inherited when the subprocess is created:

$ TEST_SETTING="Value to be inherited by all subprocesses"

$ export TEST_SETTING

$ PARAMETER_SETTING=3

$ export PARAMETER_SETTING

$ cat myscript3

echo "Welcome to myscript3."

echo "The value of TEST_SETTING is $TEST_SETTING."

echo "PARAMETER_SETTING is $PARAMETER_SETTING."

exit

$ myscript3

Welcome to myscript3.

The value of TEST_SETTING is Value to be inherited by all subprocesses.

PARAMETER_SETTING is 3.

$

This is a very useful mechanism for creating settings in your environment that can be picked up and used by scripts you run.

Setting Default values for a shell variable

When creating a shell variable, it is possible to either use the current value of  a variable (if it is defined already), or to give it a value if it is not already defined.

The syntax is ugly:

VAR_NAME=${VAR_NAME="Value to use if VAR is undefined"}

Example:

$ echo $SETTING_1

$





(SETTING_1 undefined)
$ cat myscript4

SETTING_1=${SETTING_1="Default value for SETTING_1"}

echo $SETTING_1

exit

$ myscript4

Default value for SETTING_1

$ SETTING_1="New value"

$ myscript4

Default value for SETTING_1

$ export SETTING_1

$ myscript4

New value

$ SETTING_1="Value 2"

$ myscript4

Value 2

$ unexport SETTING_1

$ myscript

Default value for SETTING_1

$ echo SETTING_1

Value 2

$

There are many variations of this syntax that can do different things.  This is just the simplest case.

Exercise:

Write a little script which looks for the environment variable FOO_SIZE, and displays its value.  If FOO_SIZE is not set, set FOO_SIZE to the value 49, then display it.

Make sure it works, and make sure that it displays the correct value of FOO_SIZE when you set FOO_SIZE in your environment.

Passing arguments to scripts.

You've already seen that you can set environment variables, and then pick up the value of the environment variable inside a script.  This is one way to pass information to a script.  This mechanism is commonly used for settings, which are adjusted once and rarely changed.

It's desirable to be able to pass arguments to a script, so that a script looks and works like any other command:

$ ls -l  myfile

$ myscript -l myfile

This shell provides a mechanism for passing parameters to a script.  Basically, it breaks the command line up into pieces, and creates a shell variable in the subprocess for each piece.

First it breaks the commnd line into pieces, numbering each piece (starting with zero).  For example, if the user enters:

$ myscript -a file1 file2

The pieces and numbers are:

myscript

-a

file1
file2

0


1

2

3

The shell then creates the following variables in the subprocess which will run the script (before the subshell starts running):

0=myscript

1=-a

2=file1

3=file2

Now when the subshell starts running, these shell variables will exist and be defined, as above.  You can then use them in your script.  You reference them as $0, $1, etc.

Note $0 is just the name of the command you invoked.  This is not really an argument, and it is not counted as such (see below).

Passing arguments to scripts, cont'd

The shell sets up a few other special variables derived from the command line that invoked the script:

$#
The total number of arguments on the command line (not counting $0)

$*
All arguments on the command line, as one big string

$@
All arguments on the command line, as a series of quoted strings  

( "$1" "$2" "$3" ... ).  This is useful if one of the arguments was a quoted string containing whitespace, for instance.

Exercise:
Enter and experiment with the following script. Be sure to try giving it different numbers of parameters, with different values.  Experiment with quoting parameters, such as quoting two parameters so that they become one.

echo "Argument 0 is $0"

echo "Argument 1 is $1"

echo "Argument 2 is $2"

echo "Argument 3 is $3"

echo "Argument 4 is $4"

echo "The argument count, \$#, is $#"

echo "All the arguments to the command line, \$*, follows:"

echo $*

echo "All the arguments to the command line, \$@, follows:"

echo $@

exit

Exercise:


Perform the following commands:

mkdir junkdir

cd junkdir

touch file1 file2 file3 file4

cd ..

Enter the following script:

ls -l junkdir/$*

Run the script as follows:

myscript file1 file2 file3 file4

What happens?  Why?  (Hint: Try  "echo junkdir/$*").

The shift command

The arguments to a shell script ($1, $2, etc.) are called positional parameters, because each parameter is associated with its position in the command line (first arg = 1, etc.)

Shells support creating up to nine shell variables corresponding to the positional parameters ($1, $2, $3, ... $9).  It will not create more than nine variables even if more than nine arguments are passed.

This creates a problem if a script needs to access more than nine arguments.  This is why the shift command was invented.

The shift command "left shifts" all of the command line arguments by one.   Thus $9 would get the tenth argument on the command line, $8 the ninth, ... and $1 would get the second argument on the command line.  The current value of $1 (the first argument) is thrown away.  $0 is untouched.

This is the only way to make use of more than nine arguments to a script on the command line.

The operation of shift is best understood by example.

Exercise:
Enter the following script:

echo $1 $2 $3 $4 $5 $6 $7 $8 $9

shift

echo $1 $2 $3 $4 $5 $6 $7 $8 $9

shift

echo $1 $2 $3 $4 $5 $6 $7 $8 $9

shift

echo $1 $2 $3 $4 $5 $6 $7 $8 $9

shift

echo $1 $2 $3 $4 $5 $6 $7 $8 $9

shift

echo $1 $2 $3 $4 $5 $6 $7 $8 $9

shift

echo $1 $2 $3 $4 $5 $6 $7 $8 $9

shift

echo $1 $2 $3 $4 $5 $6 $7 $8 $9

shift

echo $1 $2 $3 $4 $5 $6 $7 $8 $9

shift

echo $1 $2 $3 $4 $5 $6 $7 $8 $9

Invoke it as follows:

myscript one two three four five six seven eight nine ten eleven
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Why Do I Care?
The mechanism of testing for a condition and taking action based on the result is one of the fundamental characteristics of a programming language.  It is also an enormously useful mechanism.

Useful scripts will almost always have to check some conditions (whether a file exists, for instance) and take certain actions based on whether the condition is true, or false, or both.

How much do I care?
A lot. Any significant script you run into will have dozens of conditions checks in them.  You'll need to understand and use them to write and maintain significant scripts.

Shell programming
So far, you know how to create and run UNIX commands or scripts, create and manipulate environment variables, interact with the user, and take actions based on some condtion (using if).  These capabilities provide a primitive programming language.  Using this language you can automate any task you can perform manually from the command line.

Programming in general can be defined as having (at least) three characteristics:

- The ability to perform a sequence of actions

- The ability to perform a sequence of actions based on the result of some test

- The ability to perform a sequence of actions repetitively (looping)

The latter two characteristics are generally referred to as flow control, because these allow control of the 'flow' of execution through a script or program.

UNIX shells have several flow control commands.  You have already seen the simplest, the 'if' command.

The rest basically all do the same thing: Perform a sequence of commands over and over until some (test) condition is satisfied.  These commands are:

for

while

until

The exception is the case command, which is in effect the same as a big if-then-elif command.

Remember that any of these commands can be entered at the command line, or used in a script.

Testing for a condition

When writing scripts, one frequently needs to test some condition, and make a choice of actions based on the result.

* The command used for testing the condition is the test(1) command.  

* The command for making a choice of actions based on the result is the if command. 

The test command

The test command evaluates whether the specified condition is true or false.

* The test command performs the stated test, and sets its exit status ($?) to:

0

TRUE or SUCCESS

or

non-zero
FALSE or FAILURE.

** That's all the test command does.  It does nothing else.

$ test "foo" = "foo"

$ echo $?

0

$ test "foo" = "bar"

$ echo $?

1

$

The syntax of the test command is:

test condition
where "condtion" can be any of the conditions the test command understands (listed on page 537 in the text).

There is an alternate syntax to the test command, using square brackets:

$ [ "foo" = "foo" ]

$ echo $?

0

$ [ "foo" = "bar" ]

$ echo $?

1

$

This syntax is exactly equivalent to the above syntax.

Note there must be whitespace after the opening [ and preceding the closing ].

(Why? What happens if you don't?)

Exercise:
Try all of the above examples.

Try them again a few times with spaces missing in various places, and see what happens.  Put one in a script called 'test', and try it.

The test command, cont'd

The test command is a shell built-in (even though there is a seperate man page for test(1)).

This means you can never name a script 'test' and have the shell execute it.  The shell will always find its shell built-in version of test first, and execute that.  Your script will never be executed (why?).

Conditions that can be tested for

The test(1) command can test for things in three general categories:

- Things relating to strings (of characters)

- Things relating to numbers (integers)

- Things relating to files

Conditions that can be tested for, cont'd

Things relating to strings:

Remeber that to the shell everything is just a string of characters.  The shell will only treat a string of characters as a 'number' in certain cases.  So the majority of the time when you're making comparisons the shell will perform simple ASCII character by ASCII character comparisons.  All string comparisons are done like this.

test first_string = second_string

[ first_string = second_string ]

True if the string "first_string" is character-by-character identical to the string "second_string".  Note the strings must be exactly the same length.  Whitespace counts.

Note that different ASCII characters generate whitespace, which will not compare as being equal.  E.g., one TAB character does not compare as equal to eight space characters.

[ first_string != second_string ]

True if "first_string" is NOT identical to "second_string".

[ string ]

True (the book says) if "string" is not empty.  But if it is empty you'll get "[  ]", which will give you a syntax error.

You can avoid this with the following syntax:  [ "string" ].  Then if the string is empty, the command becomes [ "" ], which is a legal syntax (there is a string, it's just empty).

* I have found through experimentation that what happens with this syntax differs significantly from shell to shell.  While this format is commonly used, I often find that it is used incorrectly (like the condition will never fail, or never succeed).  So due to the various nuances and potential problems with this syntax, I recommend you never use it.  Use [ "string" != "" ]   or  [ -z "string" ] instead.  These syntaxes always work as expected.

There are other string-comparison operators.

Conditions that can be tested for, cont'd

Things relating to numbers (integers):

These are a little bit special.  In these cases the "strings" are converted automatically to numbers (integers), and the shell then compares the integers numerically.  Note that if one of the strings contains any character that is not a part of a number, the shell will exit with the error "bad number".

[ "123" -eq "456" ]
Test for (numeric) equality; true if 123 is numerically equal to 456.

[ "123" -ne "456" ]

True if 123 is not equal to 456

[ "123" -gt "456" ]

True if 123 greater than 456

[ "123" -lt "456" ]

True if 123 less than 456

There are other numerical comparison operators.  (See page 537ff in the text.)

Note that the the string comparison operators use symbols (=, !=), whereas the numerical operators use mnemonics preceded by a dash: (-eq, -ne, -gt, etc.).

Here's a very common mistake:

[ $COUNT = 1 ]

# See if COUNT is down to 1

The problem here is that the value of COUNT is being ASCII character byte-by-byte compared with the character "1".  It should be as follows:

[ $COUNT -eq 1 ]
# See if COUNT is down to 1

Using this format the value of variable COUNT and the string "1" are both converted to integers, and the integer values compared.  This is what you want.

* Unfortunately the wrong way probably works 99% of the time, because script programmers tend to use simple numbers.  But the numeric forms can take into account signs (+,-) and leading zeros.  A string comparison will always fail in these cases.

[ "1" = "1" ] works as expected, but is technically wrong

[ "01" = "1" ] is always false;  [ "01" -eq "1" ] works as expected

[ "+1" = "1" ] is always false;  [ "+1" -eq "1" ] works as expected

Beware this subtle error.  I see this all the time in professional code.

Conditions that can be tested for, cont'd

Things relating to files:

[ -f file ]

True if file "file" exists and it is an ordinary file

[ -d dir ]

True if file "dir" exists and it is a directory file

[ -s file ]
True if file "file" exists and has size greater than zero

There are other such operators.  (See page 538 in the text.)

There is a gotcha regarding one of these operators (-a), and the book fell into the trap (pages 538, 540).


[ -a file ] means "True if the file 'file' exists" - in ksh only!
-a means "and" in sh (Bourne shell).  So if you write [ -a file ] and it ends up getting executed under sh, you'll get a syntax error and the script will abort.

[-a file ] has no meaning in csh (the C shell).  You'll get a syntax error.

Beware this common confusion.  Don't use -a unless you're sure you know which shell will see it.  In general, use use -f or -d.

Exercise:
Try out an example of each form of the test command (using 'test', then the '[ ]' syntax.  Remember that all that the test command does is set the return status from the command.  You must look at the return status value to see if the test succeeded or failed.

Try out the test command for comparing two strings, then two numbers, then some things relating to files.

Test to see if a particular file exists.

Logically combining condition tests

Often you'll need to perform multiple tests at once.  "Does the file exist and do I have read permission on the file?"  "Is COUNT -lt MAX_COUNT and is COUNT -gt 0?"  The test command provides logical operators to perform these kinds of tests.

[ condition1  -a  condition2 ]
("and"): True if condition1 is true AND condition2 is true.

[ condition1 -o condition2 ]
("or"): True if condition1 is true OR condtion2 is true

[ ! condition ]
("not"): True if condition is NOT true.

Examples:

[ -f DATAFILE  -a  -r DATAFILE ]

True if DATAFILE exists AND the user has read permission on the file

[ $COUNT -eq 0  -o  ! $ABORT = 'y' ]


True if the value of COUNT is zero OR the value of ABORT is NOT "y"

[ ! $USER_RESPONSE = 'q'  -o  ! $USER_RESPONSE = 'Q' ]

True if the value of USER_RESPONSE is not equal to 'q', or not equal to 'Q'

Note that each condition must be complete by itself.    The following is a  syntax error:
[ $COUNT -gt 0  -a  -lt $MAXCOUNT ]

The correct syntax would be:

[ $COUNT -gt 0  -a  $COUNT -lt $MAXCOUNT ]

Logically combining condition tests

Shells also provide a way of grouping complicated conditions into sub-pieces, either to make them easier to understand or to force them to group differently than the shell would normally do.  Such grouping is done with parentheses.

Note, however, that parentheses have a special meaning to the shell. Thus if you use parentheses in a condtion you must esacpe them (by preceding them with a backslash (\) character.

Example:

[ $COUNT -eq 0  -a  \

\(   $RECS_LEFT -eq 0  -o  $ABORT_PENDING = 'y' \) \

]

True if the value of COUNT is 0, AND either 1) the value of RECS_LEFT is 0 OR 2) the value of ABORT_PENDING is 'y'.

Putting the close square bracket on a line by itself dirrectly below the open square bracket is a stye that makes it easier to see where the condition begins and ends.

* Note the use of the backslash-newline to continue the line onto the next one.  This is legal almost anywhere.  This technique is commonly used when conditions get long.

Testing for condtions: differences between sh and ksh
All of the preceding info about testing conditions is true for the Bourne shell and all of its derivatives. This is intentional, so that all scripts that run under sh(1) also work without modification under ksh(1).

However, the Korn shell, being newer, has an improved version of the test command.  Syntax:

[[  condition  ]]

It has new features, and the syntax of condition is different in a number of small but significant ways from the syntax of [].

Be aware that when you see the [[ ]] syntax, it has a syntax that is unique to the Korn shell even though it looks very much like the syntax for the Bourne shell.

The if-then command

The if command is used for taking action based on the result of some other command.

Syntax:

if cmd
then

things to do if cmd succeeded

...

fi

The 'then' is required, and must be on a seperate line. The "fi" is required.  (Why "fi"?  It's "if" backwards.  "if" opens the statement; "fi" closes it.).  The indentation is not required, but makes your script much easier to debug and maintain, and understand.  I strongly encourage you to use it.

The shell will read the entire if command (to the "fi") before executing any part of it.  The if command is a shell builtin. Note backslashes are not needed to continue the if command across multiple lines; the shell knows to accept everything up to the 'fi' before processing anything.

The shell reads the entire command 'line' (often multiple lines, as above), then executes cmd.  When the subprocess finishes running cmd, the shell looks at the exit status ($?) of the subprocess.

If the exit status is zero (TRUE, or SUCCESS), the shell executes "things to do if cmd succeeded".  It keeps executing lines until it gets to the "fi".

If the exit satus is nonzero (FALSE, or FAILURE), the shell skips everything following, down to and including the "fi".

In either case the next line executed is the one following the "fi".  Examples:

if rm -rf /home/theis/junkfiles

then

echo "junkfiles cleared on `date`"

rmdir /home/theis/junkfiles

fi

if find / -name core -print >/tmp/corefilelist

then

echo core files found:

cat /tmp/corefilelist

echo Above core files found on `date`

fi

The if-then-else command

Often in scripts you need to do one set of things only if a command succeeds, and another only if a command fails.

if-then-else is a variant of the if command.  The difference is that it also includes a section to execute if the cmd fails.  Syntax:

if cmd
then

things to do if cmd succeeded
...

else

things to do if cmd failed

...

fi

Example:

if ls datafile

then

echo datafile exists

else

echo datafile doesn't exist; ls exit status is $?

fi

if myscript2 ; then


echo "myscript2 succeeded"

else


echo "myscript2 returned error status $?."

fi

Note in the second example that you can invoke a script the same way you'd use a command.  Note also that using the ; operator you can combine the if, cmd,  and then on a single line.  This is often done in practice.

* Finally, note that the return status of the command ($?) can be used directly.  But remember that $? is automatically updated when any command completes, so you must use $? before executing any commands, or save it in a variable:

myscript

MYSCRIPT_STATUS=$?
# Save return status to use later

someothercommands

echo "Return status from myscript: $MYSCRIPT_STATUS."

The if-then-elif command

There is another variant of the if command.  Syntax:

if cmd1
then

...some commands...

elif cmd2
then

...some other commands...

elif cmd3

...some other commands...

...

else

commands to do if none of the above cmds worked...

fi

You can have as many levels as you want.  The final else clause is optional.

This format is often used when you have a number of possible cases to look at.  Using if-then-elif-then ... you can deal with each of the cases seperately.

The if-then-elif-then ... syntax is completely equivalent to:

if cmd1
then

...some commands...

else

if cmd2
then

...some other commands...

else

if cmd3
then

...some other commands...

else

...

else

commands to do if none of the above cmds worked...

fi

The if-then-elif-then... syntax is a bit easier to read and follow.

Combining the if and test commands

While the if and test commands are distinct commands, and can be used independently, they are usually used together.  Used so, they provide the ability to test for a condition and take action(s) if the condtion is true (or false, or both).

One can combine them so:

if test $COUNT -gt 0

then

....

fi

** But the [] syntax for the test command is almost exclusively used when the if and test commands are used together:

if [ $COUNT -gt 0 ]

then

...

fi

This makes a much more readable and intuitive statement.  It's pretty obvious that the if and test commands were intended to be used together this way.

Examples:

# See if we're done processing

if [ $COUNT -eq 0  -a
\


\($RECORDS_LEFT -eq 0  -o  $USER_ABORT = 'y' \) ]

then

# Clean up and exit

...

else

# Continue processing records and/or files

COUNT=`expr $COUNT + 1`

RECORDS_LEFT=`expr $RECORDS_LEFT - 1`

...

fi

Here whitespace is used liberally to make the condition more readable.  The condition is long, so it is broken into two lines by using the \ character as the last character of the line.  Three different shell variables are being checked for various condtions.  We have both an 'and' (-a) and an 'or' (-o)

Combining the if and test commands, cont'd

Exercise:
Enter this command:

if [ a = a ]

then


echo Success

elso


echo Failure

fi

Change the condition to various other conditions and see what happens.

Try each of the three types of tests (strings, numbers, files) as a condition.

Create a shell variable FOO and give it a value.  Modify the command (and its output) to test the value of FOO and print something meaningful.

Modify the command to see if the variable FOO is defined.

Once you've gotten the above working, put the command in a script and try it.

Gotchas with test expressions

Here is a very common error in shell scripts:

if [ $FOO = "/home/user" ] ...

If FOO is guaranteed to always have value, the above will never cause a problem.  In complicated scripts, however, it is often the case that the script writer assumed that FOO would always be defined to something or other, and thus there will never be a problem.

Consider, though, what happens when FOO is undefined, for whatever reason (such as some unexpected failure in the script, some new user is using the script that doesn't have the right environment variables set up in his .profile file, etc., etc.).  The shell expands the $FOO to nothing, as it's undefined.  Thus the command line becomes:

if [ = "home/user" ] ...

The script now fails at this line with "syntax error" - which is correct.  But the user will

never see the above line; only the shell sees what the line is actually expanded to.  This can be mysterious, as the script may work in some situations or for some users and not in others, and the script itself looks okay.  (I see this sort of problem all the time in professional scripts).

The following won't work for the same reason the original line failed:

if [ $FOO = "" ] ...
There are some workarounds to ensure that this never happens.  The following two variations will always work:

if [ "$FOO" = "/home/user" ] ...

In this format, "$FOO" becomes "", thus

if [ "" = "/home/user" ] ...

which is legal (won't generate a syntax error).

The second variation makes use of the fact that you can concatenate arbitrary things to variable names and quoted strings:

if [ x$FOO = x"/home/user" ] ...

becomes

if [ x = x/home/user ] ...

which is also legal (won't generate a syntax error).  The 'x' is just concatenated to 

whatever string precedes or follows it.

Gotchas with test expressions, cont'd

The Korn shell has an improved version of the test command that gets around this particular problem:

if [[ $FOO = "/home/user" ]] ...

It works much like the test command, but has many improvements (and subtle differences).  In this case, the [[ ]] syntax will never die and return an error if $FOO expands to nothing (that is, it's undefined); the test expression will simply return FALSE.

This version of the test command is unique to the Korn shell.  It has several other differences (such as you cannot use -a or -o).  Be sure to read up on this version of test before using it.

Gotchas with test expressions, cont'd

There is another type of test expression that gets people into trouble:

# See if FOO is null

if [ $FOO ]; then

...

While technically legal, and somewhat intuitive, I have had this syntax get me into trouble.

I have seen this syntax always succeed (regardless of the value of FOO), always fail, or cause a syntax error, depending on whether $FOO was quoted or not, whether FOO was defined or not, and so on.  

Finally, I have seen what happens with the exact same syntax vary from shell to shell.

I strongly recommend avoiding this syntax entirely.

What is actually being tested here is best tested using an  unambiguous syntax:

if [ "$FOO" = "" ]; then

# Is FOO undefined?

...

I recommend always using an unambiguous syntax.  The above works identically in all shells.

Exercise:
The if command can be entered at the command line, like any other command.  The shell is smart enough to figure out that it doesn't have the complete if command until it sees the "fi".  When you hit return, it will just give you the continuation prompt (">", by default) until the complete if command is entered.

Enter the following:

if [ "FOO" = "FOO" ]

then

echo "Success"

else

echo "Failure"

fi

What do you think will happen?  What does happen?

Now enter the same command into a script, and run it.  Note the results.

Now change the condition to "0" -eq "0" and try it.

Now change the condition to "$COUNT" -eq 0 and try it.  What happens?  Why?

Now create the variable COUNT, give it the value 0.  Run the script again.  What happens? Why?

Now change the value of the variable COUNT to 1, and run the script again.  What happens?  Why?

Now export COUNT.  Run the script again.  What happens?  Why?

Enter the following script:

if [ "$COUNT" -ne "5" ] ; then

# Increment COUNT

COUNT=`expr $COUNT + 1`

echo Value of COUNT is $COUNT

else

echo COUNT is now 5.

exit(0)

fi

Run the script 6 times.  What happens?  Why?

Next section:

The for command

The while command

The until command

The case command

Why Do I Care?
So far all that has been talked about are simple shell scripts.  These have been little more than scripts which encapsulate a small number of commands the user could have as easily typed on the command line.

The ability to loop based on a condition, or select among several possible conditions adds considerable power to shell scripts.

How much do I care?
Moderately to a lot, depending on whether you expect to be writing scripts. 

Most users will need or want to write a script to simplify their work sooner or later.

The for command

Syntax:

for variable [ in list_of_values_for_variable ]

do

cmds
done

for sets variable to the first element in list_of_values_for_variable, and performs cmds.  Then it sets variable to the second element, and runs cmds again, and so on until it runs out of elements in the list.  Elements in the list are seperated by whitespace.  Note that variable is created if it doesn't exist, or successively updated if it does.  The do and done are required.

The indentation is a widely used convention.  Each time you open a do-done block, you should indent all commands in the block one stop.

cmds can (and usually do) reference variable.  Note that in the for statement variable is not preceded by a $, whereas if the value of variable is referenced in cmds it must be preceded by a $ (as with all shell/environment variables).

If the optional "in ..." clause is left off, variable gets the script arguments, one at a time.  First variable gets the value of $1, then $2, and so on.

Examples:

for FILE in tempfile junk

do

rm $FILE

done

for FILE_TO_SAVE in *

do

cp $FILE_TO_SAVE $HOME/archive

done

for CONFIG_FILE in `ls /home/apps/configs`

do

pr -h $CONFIG_FILE | lp

echo "Printing $CONFIG_FILE..."

done

Note that the use of shell metacharacters (like *) and command substitution can be very handy with for.

The while command

Syntax:

while [ condition ]

do

cmds
done

while performs the test ([ condtion ]), and if the test returns true/success/0, it performs cmds.  Once execution reaches the done, while loops back to the beginning of the while statement, and tests the condition again.  If it's true, while performs cmds again.

When while performs the test and the result is false/failure/nonzero, while drops out of the loop, and continues executing with the next command after the done.

Note that if condtion never becomes false, while will loop forever.  If the condition is false when first tested, cmds are never executed.

Examples:

# Loop 100 times.

COUNT=100

while [ $COUNT -ne 0 ]

do

echo "Looping: COUNT=$COUNT

COUNT=`expr $COUNT - 1`

done

DONE='n'

while [ $DONE != 'y' ]

do

# Run another script

bigscript

if [ $? -eq 0 ]; then

DONE=y

echo "bigscript processing completed."

fi

done

while [ $1 != "" ]

do

# Process next arg

process_arg $1

shift

done

The until command

Syntax:

until [ condition ]

do

cmds
done

until is just like while, except that it executes cmds as long as the condtion is false, not true.

until performs the test ([ condtion ]), and if the test returns false/failure/nonzero, it performs cmds.  Once execution reaches the done, until loops back to the beginning of the until statement, and tests the condition again.  If it's false, until performs cmds again.

When until performs the test and the result is true/success/0, until drops out of the loop, and continues executing with the next command after the done.

Note that if condtion never becomes true, until will loop forever.  If the condition is true when first tested, cmds are never executed.

Examples:

until [ "$INPUT" = 'Y' ]

do

echo Enter an upper case Y.

read INPUT

done

The break command

Sometimes you will have a loop running a sequence of commands, but need to break out of the loop somewhere in the middle of cmds, such as when an error is detected.  This is  what the break command does.

Example:

for DATA in `cat datafile`

do

process_data $DATA

if [ $? -ne 0 ]; then

echo \

"$0: ERROR: status $? returned from process_data"

ERROR_FLAG='y'

break

fi

process_2_data $DATA

...

done

# Check ERROR_FLAG and handle ...

The break command, cont'd

Nesting loops is perfectly legal:

# Loop 1

for i in 1 2 3

do

# Loop 2

for j in 1 2 3

do

# Loop 3

for k in 1 2 3 4 5 6 7 8 9

do

echo i=$i  j=$j  k=$k

echo "Break out [y,n]? [n]"

read BREAKOUT

if [ $BREAKOUT  = 'y' ]; then 

break

fi

done

done

done

break only exits the innermost loop in such a situation.

If the user enters 'y' at any time when prompted, the innermost loop will be aborted.  The others (Loop2, Loop1) are not affected.

Exercise:
Enter and experiment with the above script.

The continue command

There are times in a big loop when it becomes obvious that nothing more can be done in this pass through the loop, but the loop should continue to run.  Sometimes you need to prevent the rest of the commands in the loop from executing, and just go back and start the next pass of the loop.  The continue command provides this capability.

Note continue does not abort the execution of the loop, it aborts the execution of this pass through the loop, and immediately starts the next pass.

Example:

while [ $RECORDS_REMAINING = "y" ]

do

get_record

if [ $? -ne 0 ]; then #bad record in file

echo Bad record found in file

continue

# Continue with next record

fi

# Process record

...

done

The case command

The case command is like a multiposition switch.  It is equivalent to a series of if-then-elif-then commands.  It provides a much neater and more compact way to perform a series of actions based on the value of a string.

Syntax:

case variable in

pattern1)


commands to execute if variable matches pattern1

;;

pattern2)

commands to execute if variable matches pattern2
;;

...

esac

The ), ;;, and esac ('case' spelled backwards) are required.  Do not forget the ;; at the end of each block of commands!  If you do case will execute the first block of commands after the pattern that matches, then the next, and so on until it finds a ;;.

case tests variable against pattern1, then pattern2, and so on until it finds a match.  If no match is found the case statement drops all the way through and does nothing.

Often you want a catch-all or 'default' case.  You can do this by using "*" as the  pattern for the last case.  "*" will match anything, so this pattern will always match variable.

Example:

echo "Enter command [a,e,q,z] [q] : "

read COMMAND

case $COMMAND in

a)

# Process "a" command ...

;;

e)

# Process 'e' command ...

;;

q)

# Process 'q' command ...

;;

*)

# Default: Junk input

echo "Invalid input."

;;

esac
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Info: An Introduction


*********************





   The GNU Project distributes most of its on-line manuals in the "Info


format", which you read using an "Info reader".  You are probably using


an Info reader to read this now.





   If you are new to the Info reader and want to learn how to use it,


type the command `h' now.  It brings you to a programmed instruction


sequence.





   To read about expert-level Info commands, type `n' twice.  This


brings you to `Info for Experts', skipping over the `Getting Started'


chapter.





* Menu:





* Getting Started::             Getting started using an Info reader.


* Expert Info::                 Info commands for experts.


* Creating an Info File::       How to make your own Info file.


* Index::                       An index of topics, commands, and variables.


--zz-Info: (info.info.gz)Top, 24 lines --Top-------------------------------
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