Here-documents
Here-documents are basically a form of input I/O redirection.  But where normal input redirection connects the standard input of a process to a file in the filesystem, here-documents redirect the standard input of a process to a 'file' (or 'document') that is not in the filesystem, but right 'here'.
In other words the 'file' to use for standard input is embedded right in the command, and exists nowhere else.

This is usually used in scripts that always want to use a certain set of data (such as a set of filenames) to do their job.  While is is always possible to put the data in an actual file, and then read it, this creates two seperate files that must be maintained: the script file, and the associated data file containing the data the script needs to do its job. 
If the data never (or rarely) changes, why not build it right into the script?  A here-document lets you combine the two into one.

Syntax:

cmd << EOF_MARKER

data line 1

data line 2

...

EOF_MARKER

or

cmd <<- EOF_MARKER


data line 1


data line 2


...

EOF_MARKER
The first format takes each line literally as a line in the here-document.

The second format takes each line, removes any precediing TAB characters (and only TAB characters) from each line of the here-document. This form allows the data lines to be indented - providing a visually cleaner script.
* The << or <<- means the here-document (the data for the 'file') follows - starting on the first line after this line.
The << or <<- is followed by a word (EOF_MARKER here).  This word, used on a line by itself after the current line, is used to indicate the end of the data for the here-document

EOF is a common shorthand for "end-of-file", and here-documents can use this.  The word has no special meaning to UNIX, however.

Unfortunately, the most common usage is to use a single exclamation point (!) as the marker for the end of the here-document.  Thus this form is commonly seen:

cmd <<-!

...here-document data...

!

This looks arcane, and can be very confusing to less-expert UNIX users.  I recommend using EOF as your marker, as it is slightly more obvious.
** However, the exact same word (character-for-character) must appear on a line by itself neither preceded nor followed by anything to act as the terminator of the here-document.

** If the terminator is not found as above, the here-document will include everything from the beginning of the here-document up to the end of the file.

** Even a preceding TAB or space, or following space, or following comment
will cause the terminator not to be found.

This can cause very-hard-to-find problems.

** Note that no line-continuation character (\NEWLINE) is necessary when using multi-line here-documents, on the command line or any of the data lines, and particularly not on the line containing the terminator word.
In fact, if you forget and do add line continuations to the end of the command line or the individual lines of the here-document, you may set yourself up for really bizarre and hard-to-understand problems.  (See below for an example).  Don't do it.

Examples of using here-documents:
cat <<-! | sort | lp


file1


file2


file3

!

In this case the here-document contains a list of files to be printed, in sorted order.  Presumably this list of files is printed often.

Note that the above syntax causes the here-document to only affect the first command.

Note that "!" is the terminator word here.  This is commonly used in UNIX.  It's a bit unfortunate, because it makes the syntax look more complicated than it is.

Another example:

for file in $(cat <<- EOF
        foo

        bar

EOF
)

do

        echo $file

done

Presumably foo and bar are files that the script always wants to act on.

This syntax is contored, to say the least.  Cleaner syntax would be:

for file in $filelist

do


echo $file

done

But now we have to set filelist somehow.  The following syntax will not work:

filelist=<<- EOF

foo

bar

EOF

This is because the <<- is recognized as an input redirection, and thus a distinct control word, and thus not a word which is assigned as the value of filelist.  While this will produce no error, filelist will have a null value.
Oddly, it is legal to have a line containing only an I/O redirect.  So the above syntax does not generate an error.

Also, a variable assignment is a shell built-in, and thus cannot have I/O redirections applied to them.

I/O redirections must be applied to commands which are not shell built-ins.  cat is most often used for this.

echo will not work, as it does not read from standard input.

The following syntax is useful for sticking a here-document into a variable:

$ filelist=$(cat <<- EOF

> foo

> bar

> me

> EOF

> )

$ echo $filelist

foo bar me

$
But this is contorted.  Astute UNIX gurus will note this is equivalent to the following:

$ filelist='

> foo

> bar

> me

> '

$ echo $filelist

foo bar me

$

One advantage to here-documents is that you can control whether or not command and pathname expansion is done on each of the data lines (see the ksh(1) man page for details).  For the latter form, neither is done because the data is in single quotes.

The following example illustrates a bizzare combination of errors with respect to using here-documents.
$ cat here

#! /usr/bin/ksh

files=<<-EOF    \

        foo     \

        bar     \

        me      \

EOF

echo \$files is $files

for file in $files

do

        echo $file

done

$ here

Hello, theis. solaris has just run the script foo.

$
Note the bizzare output when the script is run.  There are several problems here.
- The "<<-" is considered an input redirect, and so is recognized as an operator - and thus a distinct word.

This implies that the variable assignment is actually:

files=

- Since here-documents are I/O redirects, they can occur anywhere on a line.

In this case, the I/O redirect is immediately after the assignment - incidentally terminating the assignment.

But the line is not 'ended' by the I/O redirect.

In fact, only the variable assignment has yet been found on the line.  So far the line consists only of a variable assignment, and an I/O redirect.

- The contents of a here-document always begins following the first (unquoted) Newline.

But in this case the first unquoted newline occurs on the line containing EOF by itself (the terminator).  So the here-document begins after that line.

As the here-document begins after the intended terminator - the here-document actually includes everything through the end of the file - since the terminator is not seen on any line following the command line.
Thus the rest of the script is swallowed up in the here-document.
- We can reconstruct this line in the script as the shell sees it:

files=<<-EOF foo bar me EOF

Equivalently written as:

files= foo bar me EOF <<-EOF
Thus the command to be executed is foo, which is passed three arguments: bar me EOF.  The line is preceded by a variable assignment files=.
- Unknown to me when I ran this, my PATH happened to include the current directory, and the current directory happened to include a file called 'foo', containing the following:

$ cat foo

#! /usr/bin/ksh

echo Hello, $LOGNAME. `hostname` has just run the script $0.

$
Thus foo turned out to be a valid command in this case.  The script ran, ignoring the arguments bar me EOF, and correctly producing the output listed above.
The following syntax works correctly:
$ cat here

#! /usr/bin/ksh

files=$(cat     \

<<- EOF

        foo

        bar

        me

EOF

        )       # End of command substitution 
echo \$files is $files

for file in $files

do

        echo $file

done

$ here

$files is foo bar me

foo

bar

me

$
Exercise:
What do you think would happen if you put the ")" ending the command substitution and the comment on the same line as the EOF?

Try it and find out if you're right.

