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1 CBE SDK Setup and Installation
1.1 What are the steps that occur during the install/build process of the CBE SDK ?
The CBE SDK does not ship with a pre-compiled kernel. Here is a summay of the install/build process :
1. make sure you have everything

2. install the binary packages required to build the sdk

3. build libspe, the spe runtime management library (cbe_linux/src/libspe)

4. download the linux kernel source and apply the cbe patches.

5. build the kernel.(cbe_linux/src/kernel)

6. build the sdk library samples(src)

7. build the fedora sysroot disk.(ramdisk)
A good source is the install.sh for the whole CBE SDK where you can see how the CBE kernel can be built. Remember, the CBE kernel you build is not your hosting kernel but the one to be boot in the simulation environment. It is independent from your x86 hosting environment.

1.2 How can I build the sce-toolchain-2.3 from the source distribution ?
Perform the following pre-compilation steps

1. Extract the toolchain-2.3+-src.tar.bz2 sources to ${SCE} directory, where SCE=/project/sce

2. Change to the /project/sce/toolchain-2.3-src directory and apply the patches 

patch –p0 < toolchain-*.diff 


patch –p0 < toolchain-binutils-overflow.diff


patch –p0 < toolchain-cesof.diff


patch –p0 < toolchain-cesof-embedspu.diff


patch –p0 < toolchain-conditional-move.diff


patch –p0 < toolchain-dead-code-elim-fix.diff


patch –p0 < toolchain-hbr-overflow.diff

patch –p0 < toolchain-large-frame.diff

patch –p0 < toolchain-trampoline-sync.diff

Perform the following compilation steps
In order to compile the sce-toolchain-2.3 from the source distribution, perform the following steps :
1. Build the spu binutils package

Change to the source directory : cd /project/sce/toolchain-2.3-src

Build the SPU binutils package : toolchain/scripts/build-cell spu binutils

2. Build the ppu binutils package

From the current source directory : /project/sce/toolchain-2.3-src

Issue the following command to build the PPU binutils package : toolchain/scripts/build-cell ppu binutils

3. Install ppu kernel_headers

Issue the following command to install the ppu kernel_headers : toolchain/scripts/build-cell ppu kernel_headers

4. Build ppu gcc_pass1

Issue the following command to build ppu gcc_pass1 : toolchain/scripts/build-cell ppu gcc_pass1

5. Build ppu glibc_32_pass1

Issue the following command to build ppu glibc_32_pass1 : toolchain/scripts/build-cell ppu glibc_32_pass1

6. Build ppu glibc_64_pass1

Issue the following command to build glibc_64_pass1 : toolchain/scripts/build-cell ppu glibc_64_pass1

7. Build ppu sysroot_pass1

Issue the following command to build ppu sysroot_pass1 : toolchain/scripts/build-cell ppu sysroot_pass1

8. Build ppu gcc

Issue the following command to build ppu gcc : toolchain/scripts/build-cell ppu gcc

After completing these steps you will have a copy of the gcc compiler and the standard C++ runtime libraries.

2 Running the Cell Simulator
2.1 How can I stop the cell systemsim “Kilo-Inst/Sec” messages  ?
To get a list of options for running the Cell Simulator, type the following command :


“../run-gui –h”

To stop the cell systemsim “Kilo-Inst/Sec” messages, type the following command :


“../run-gui –q”

You can also turn off the "kilo-inst/sec" messages by changing

the format of the output. 

The output for this is defined by the kips-format, which can

be reset by:

mysim modify kips_format {n}

n is a bit map saying what you want printed:

1 - ticks

2 - instructions

4 - time

So by setting the format to 0, you get nothing printed:

mysim modify kips_format 0

You can also reset the interval that is used between messages:

modify kips {n}

where n is the number of cycles between messages. Setting this

to zero should suppress the messages, but experimentally, that 

doesn't work -- I'll look into why.

Resetting the format to 0 does work to suppress the messages.

This can be either issued by hand, or put in a startup tcl script.

Note that it is "per machine", so you need to create your machine

first and then issue it.

2.2 How can I display the contents of the “cell” systemsim configuration object ?
The “cell” configuration object automatically exists in a running system. If you give the TCL command :


display configures

you will get a list of all the configuration objects, including the built-in ones (cell and sti).

You can then examine what is in the configuration object using :

display

The “cell” and “sti” configuration objects are “read-only”, so you should not be able to modify them (or detele them). 

If you loaded the 970 Simulator instead of the Cell Simulator, then the “cell” configuration object will not exist, but you should have one called “gpul”.

3 Errors During Compilation and Linking
3.1 Error when compiling programs with ppu-gcc : ld : crt1.0 : No such file 

You may get the follwing error when compiling programs with ppu-gcc(64-bit version) :

/opt/sce/toolchain-2.3/ppu/lib/gcc/powerpc64-linux/3.4.1/../../../../powerpc64-linux/bin/ld: crt1.o: No such file: No such file or directory

collect2: ld returned 1 exit status

The ppu32-gcc instead works correctly. CBE SDK v1.0 only supports 32.bit binaries and didnt ship a complete 64-bit envionment (as of 2005-12-18). 
In order to compile the PPE programs listed in the Getting Started paper, the "-m32" command line option must be used. In addition, any code that contains Vector/SIMD Multi-media extension code (aka VMX, Alitvec), should also include the "-mabi=alitvec" command line option. Otherwise, the gcc compiler produces improper parameter call linkage code.

If you use the SDK build environment, these command options are configured automatically for you. The SDK build environment is the make.footer file that is supplied with the SDK. Refer page 48 of the CBE Tutorial v1.0. This document can be found in the documentation section of the CBE Software Sample and Library Source Code v1.0 release distribution.
3.2 Error when linking C++ programs that use <libspe.h> 
You may get an error when linking C++ program that use <libspe.h> if you do not specify the extern “C” directive for including the header file as follows :
extern “C” {


#include <libspe.h>

}

If you do not use the extern “C” directive, then the linker will not be able to find references to the SPE Management Library functions, such as spe_create_thread and spe_wait, at the time of linking the application with libspe.a.
4 Memory Management
4.1 I think that 256kb of memory for the SPU Local Store is too less for my application. Is there a more efficient way for me to compute a large data-set using this limited memory space ?
There are 8 SPEs cores available on a single CBE processor, giving a total of 2048kb of high-speed memory that can be arranged to work in a pipelined manner, taking advantage of the fact that a direct transfer from a Local Store to another Local Store is possible.
You should also have a good scheduler to ensure that work can occur on the SPU while DMA requests are outstanding.

4.2 How can I get the end location of the static data section (.bss) for an SPU ?

The end location of the static data location (.bss) is referenced using the externaly defined _end symbol, which is resolved at link time. 
Code example :


extern unsigned int _end;


int main (unsigned long long spe_thread_id)  {



printf(“Hello Cell (0x%llx\n”, spe_thread_id);



printf(“&_end = 0x%x\n”, &_end);


}

4.3 How should I call malloc on an SPU ?

Since there is no hardware guard against stack overflow on the SPU, all the memory from _end to the begining stack can be used as either stack or heap, depending on the application. 
The malloc/sbrk routines provided by the SDK chose to start out with a zero-size heap. The user has to manually extend the heap area to start using the heap. There is a bug in the provided malloc function, if there is no heap, it seemly returns a bad pointer instead of NULL, which will be fixed in the next release (as of 2005/12/30).

If you want to call malloc, just make sure that you call sbrk with an argument that’s bigger than 16k, for example :

Code fragment :

sbrk(16384);


malloc(1024);


malloc(512);

Code example :


extern unsigned int _end;


int main (unsigned long long spe_thread_id)  {



printf(“Hello Cell (0x%llx\n”, spe_thread_id);



printf(“&_end = 0x%x\n”, &_end);


printf(“sbrk returns %p\n”, sbrk(16384));



printf(“malloc created a buffer at %p\n”, malloc(1024));


}

If you attempt to malloc more memory than is allocated for the heap, then malloc will return NULL. In this case, one can extend the heap with an additional sbrk call.
Since there is no memory protection on the Local Store (LS), the stack can corrupt the program sections and/or the memory heap. Compilers may optionally support stack overflow detection and halt when a stack frame is borrowed that extends into the heap or text/data sections.
The SPU specification (language and ABIs) provides mechanisms for auto-initialization of a default memory heap. The SDK implements a default 0 sized memory heap.

The bug that vanto was referring to is that malloc returned a non-NULL value when the memory heap is 0 sized.

It is recommend that you use static data buffers instead of dynamicly allocated buffers, whenever possible. 
Frequently SPEs are used for workloads that stream data so that maximum block size is known apriori. As such, a generalized heap allocation solution is not desirable since they consume both time and space. I can not conceive how one could affectivly SIMDize heap allocation. The sample SDK C library heap routines are on the order 3K. Not huge, but not entirely free (with respect to local store utilization).

If one needs generalized memory allocation, one could implement one that has been optimized for a specific buffer size. The sample implementation attempts to efficiently handle both small and large buffer sizes. 

Alternatively, alloca can be more efficient for many SPE applications.

4.4 How can I align stack data on boundaries that are greater than 16 bytes ?
When you declare local variables, they are stored on the stack frame. The stack pointer register is required to have a 16-byte alignment.

It is possible to guarantee alignment using the following code snippet :

void aligned_128_test(void)
{
    unsigned long array[64], * p_aligned;
    /* sizeof(array) = 256 bytes */
    p_aligned = &array[32];  /* p_aligned is 128 bytes into array */

    /* align on next lowest 128-byte boundary */
    p_aligned = (unsigned long *) (((char *) p_aligned - (char *) 0) & (~127));

    /* p_aligned is guaranteed to be 128-byte aligned now, and */
    /*           points to 128 bytes of data in array[] */
}
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