MA 355 Differentiation

Differentiation: Introduction to Concepts

Definition

Ordinary differentiation is the process of computing the slope of a curve, or a function, at a particular point.  The result of the process, a derivative, measures the rate of change of the function.  As such, derivatives are used to describe anything that changes in time or space, which is most everything interesting.  Derivatives are used throughout science and engineering and in areas like business modeling, to control everything from vehicle speeds to electrical circuits: they are widely used in economic and business modeling, and they are used throughout mathematics. 

The mathematical definition of a derivative is, as an equation,
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In words, this means that we compute the value of the function at two nearby points, one being the point we want the derivative at, and the other nearby, and compute the slope of the line connecting them.  As the distance between the lines goes to zero, the connecting line (or secant) becomes equal to the tangent line for all differentiable functions, and the slope of the connecting line becomes equal to the slope of the tangent line.  The derivative is sometimes defined as the slope of the tangent line, in fact.

In pictures, we take the following series of curves: ref figure 6.2 in book:

<draw series of secants>

Symbolic Differentiation

Until now, all the differentiation you have likely done has been differentiation of elementary functions and their combinations.  Given a function like f(x) = x, or sin x, or ln x, you manipulated the symbols by fixed rules (the derivative of x to a power is the power times x to the (power –1) ).  The rules were derived from the limit definition, but it wasn’t necessary to remember the derivation to use the formulas.  The rules might grow complex, as in the first exam problem, but could be followed to differentiate any reasonable combination of elementary functions.  For that reason, such functions are rarely differentiated numerically: it is usually easier and better to calculate the derivative exactly using the standard rules of calculus, and then evaluate the resulting function.

Numerical Differentiation

However, not all functions that we deal with are combinations of the elementary functions.  Sometimes they are observed or measured functions – the height of waves in a harbor, for example, or of winds over the United States.  Last week we discussed a function that was the observed difference between estimated and actual project durations.  Sometimes they are exotic functions constructed for some special purpose in mathematics.  In any case, it is often necessary to compute the derivative of a function that can’t be computed and written down in a simple form.  Today, we will often form numerical derivatives of elementary functions so we can check our work, but this isn’t the prime purpose of learning how to do numerical differentiation.

Naively, there is a brute-force algorithm to do this: we can approximate the limit statement above by taking
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for some very small number h, called the stepsize.  We know from the definition of the limit that if f is differentiable, and h is small enough, the equality will be exact.  We will often be able to estimate the error in terms of the size of h, as we shall see shortly.  It might therefore appear that we have a brute force method for evaluating the derivative of nearly any function.  This approach works, although, as we shall see, there are better alternatives.

Fundamental Difficulty

Alas, matters are not so simple.  Your book shows a table of derivatives of the function ex at x = 1, calculated in exactly this manner from a series of step sizes hk using the formula
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Table 6.1 shows that at first, as hk decreases the accuracy of the derivative increases, as we would expect (the smaller hk becomes, the closer we are to the mathematical limit as h goes to 0).  However, after k=5, the approximation gets worse and worse!  What is going on?

Mathematically, there is nothing wrong with our algorithm: the definition of the derivative says that the smaller h gets, the more accurate the differentiation formula becomes.  However, something else has reared its ugly head: the computer only carries a finite number of digits after the decimal place.  As h gets smaller, the size of the numerator and denominator get smaller, too.  As they get smaller, roundoff error in their calculation increases relative to their size.  Eventually, the relative error introduced by machine roundoff gets bigger than the improvement generated by a smaller stepsize, and the algorithm begins to diverge from the desired value, rather than converge.

This is a fundamental limit of numerical differentiation: no way around it is known.  We will look at ways to make the tradeoff as good as possible tonight, but the fundamental tension – the smaller the stepsize, the less the math error, but the bigger the roundoff error, applies to every method we will look at.  Numerical differentiation is a computationally hard problem: it is easy to choose a stepsize that is either too large or too small, and get more error than you had to.  It is hard to know what stepsize to choose.  This is why it is always preferable to use an analytic expression for a function’s derivative, if one is available.  And it is why professional programmers are sometimes brought in to do numerical algorithms.

Finite Differencing (Central Differencing)

Let us try to compute the error we get applying the formula above, which will in turn guide us towards a somewhat better, though still imperfect, one.  We can expand f(x) in a Taylor series, so that 
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If we assume that x is the point we expand about, and that we expand out to x + h, we have
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We can solve this for f’(x), getting
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We recognize the second line as our formula for the derivative, and the error term as being of order h.  We call the error represented by this term truncation error, because it is the error produced by truncating the Taylor’s Series.  Truncation error is fundamentally different from roundoff error.  Roundoff error increased as h got smaller and smaller, while truncation error decreases as h gets smaller and smaller.

This particular formula for the derivative is called a first order formula, because it is correct to h to the first power.  There is very little we can do about roundoff error – use double precision instead of single precision, perhaps.   But as we shall see, we can do a good deal about truncation error by being clever.  In particular, we can find formulas where the truncation errors goes as a higher power of h: this formula will be no more susceptible to roundoff error, but will have less truncation error for a given h.

We do this by eliminating terms in the Taylor’s Series.  If we can find a way to eliminate the next term in the Taylor’s Series, the truncation error should go as h2 rather than hThe truncation error will decrease for h < 1, without the roundoff error increasing, for a given stepsize h.  Here is how we do precisely that:  

Suppose we perform a similar expansion about x to the point x-h: and keep one more term in both series: then we have
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Subtracting the second equation from the first, we have
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We can use this formula whenever we can evaluate f(x) on both sides of x.  For h small, but above the limit where it begins generating roundoff error, this formula squares the accuracy of the derivative expression by cancelling out the first term in the Taylor’s Series.  This formulation is called the second-order (goes as h2) central difference formula – Central difference because we’re taking the difference between points centered on the function, and second order because the truncation error goes as h2.

It’s worth pausing for a moment and looking at why taking the points on each side made an improvement: there are several ways to think about it.  

1) We can think of it as averaging two equally good estimates (one from the right and one from the left), or 

2) We can think of it in the following way:

Consider a parabola or other symmetric function<draw picture>: any uncentered finite difference algorithm is obviously going to give an inaccurate value for the slope.  In a centered difference, however, the error terms cancel out and the centered difference secant is parallel to the tangent.  The centered difference formula manages to capture this behavior, which is equivalent to eliminating errors introduced by the f’’(x) term in the Taylor’s expansion.

The improvement is not unlimited: a centered finite difference algorithm has problems when applied to a cubic or other asymmetric function <draw picture>: the estimate for the slope is too steep.  This is because the difference between a cubic and a parabola appears in the Taylor’s Series as the f’’’(x) term, which the second order formulation neglects.

Higher Order derivative formulas

We went from a 1st order to a 2nd order formula by finding two Taylor’s Series approximations, and subtracting them from each other to eliminate the first term in the truncation error series.  We can extend this as many times as we like, to get formulas accurate to higher and higher orders.  For example, we know from the second order formula that
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where we have kept two extra terms in the expansion.  But h is an arbitrary stepsize here: we can also substitute 2h for h and the equation is still true.
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We can now use these two equations to eliminate the f’’’(x) error term!  We subtract 8 times the first equation from the second to get
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We can keep going with this as long as we like: the longer we go, the more computer time is needed for each evaluation, and the more opportunities for roundoff error we have, but the less truncation error we have.  Second and fourth order approximations are  popular compromises: higher order ones are generally looked up in a table somewhere if you need them, but are derived as we’ve seen above.  The process for making higher order formulas out of lower order formulas is called Richardson's Extrapolation.

Optimal Stepsize

Your book shows a way to compute the most accurate stepsize if you can bound the leading derivative in the truncation error: this is interesting in principal, but rarely feasible when actually doing numerical differentiation, so we’ll skip it.  Adaptiive algorithms are sometimes used with unknown functions: try a size of h, compare the result to a size of h/2, and use the smaller stepsize if needed.

Higher derivatives

This is all very well if we want the first derivative of a function: what if we want the second derivative?  We can go back to our original pair of equations
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Instead of eliminating f’’(x), we eliminate f’(x) and solve the resulting equation for f’’(x).  Specifically, we add the two equations together to get
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Higher order central-difference formulas for the second derivative, and formulas for higher derivatives, are found in the same way.  They are tabulated in your book in tables 6.3 and 6.4: usually if you need one of these higher order formulas, you look it up instead of deriving it.  But you need to know how it is done.  In general, it is hard to write and debug software if you don’t understand how the algorithm you’re using works.

Boundary Conditions

The central difference formulas are wonderful for minimizing error when you can get points on both sides of the point where you’re differentiating.  Sadly, the function you’re working on is not always defined at all the places the formulas require: what do we do then?  Programming is often about such corner cases.

To see why this is an urgent problem, consider a wave simulation for the Army Corps of Engineers, used to predict wave and current patterns in a harbor.  The simulation requires the derivative of the wave height in the harbor as an input. (We’ll see why in chapter 9).  Consider the situation near one edge of the harbor <draw picture>.  The wave height on land is undefined: the function has changed discontinuously at the boundary.  We can’t take points off the edge to compute our function, so what do we do?

We could use our original first order approach, which only used points on one side.  How do we get a higher order formula?  We need a new approach.  If we look back at what we’ve done so far, one way to describe it is that rather than differentiate the function (which we usually can’t do) we’ve chosen to construct an approximating polynomial (out of the Taylor’s Series, and a variety of adjacent points) and differentiate that instead.  

But nothing says we have to use the Taylor’s Series: it was just convenient.  We will see later in the semester that we can build an approximating polynomial out of any set of points on a curve, not just an evenly spaced set of points, when we consider Lagrange polynomials.   Then we differentiate the approximating polynomial, which is straightforward.  This process is somewhat time consuming: as a rule, you look up the formulas when you have to use them: some of the simpler ones are in table 6.7 in your book.  They use a fairly standard notation there:
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The simplest one looks like.
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To see where this comes from, we need to backtrack a little and discuss how to build an approximating polynomial, called a Lagrange polynomial.

Lagrange Approximation

We consider the family of polynomial approximations known as Lagrange Polynomials, which approximate a function that is known at several points (Called the nodes of the function).  If we have only two nodes we can do no better than to choose a line.  When we want to use than two nodes, we will use a higher order polynomial, but setting up the linear system from scratch each to solve it becomes tiresome.  So we’ll be a little bit fancy in deriving the coefficients for a line, and make the extension to higher order polynomials simple.

A line is represented by the equation y=mx+b.  Let us assume that our function F(x) passes through the two nodes (x0,y0) and (x1,y1).  Then m = (y1 - y0)/( x1 - x0) and b= y0
-mx0.  This yields the equation
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Here, we have written the function in terms of the nodal y’s, multiplied by a function of the nodal x’s.  We can define the Lagrange coefficient polynomials
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and compute them without ever looking at the y’s, only at the X’s (notice that they are not simple coefficients, but are themselves polynomials of order <= 1).  We have used the Lagrange Polynomials to build an approximating polynomial.  The coefficient polynomials have, by construction, the property that if you plug in the nodal values for x, the coefficient polynomials are 1 when the x for their particular node is plugged in, and zero otherwise.   Since the Lagrange polynomials have this property, the approximating Polynomial we construct from them goes through all the y’s exactly.

We can generalize them to higher order polynomials in a fairly straightforward manner: In the equation above, for each polynomial for each point, the kth Lagrange coefficient polynomial of order N looks like
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The kth Lagrange polynomial of order N is the product of X – each of the nodal x’s in turn, excluding the kth X.  When x = xj, j!=k, LN,k(x) = 0.  When x=xk, LN,k(x) =1.  Lagrange Polynomials are not magic: they’re just easy to program for an arbitrary number of points.

More elaborate tables are available in books like Numerical Recipes.
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