MA 355, Linear Systems II 

Attendance

Homework 3 Review

Review from last week

A linear system is a collection of M equations in N variables of the form
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which can be written as

The equation has a solution if and only if the m[image: image1.wmf]b
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atrix A is invertible.  The matrix A is invertible if and only if det(A) != 0.

It is easy to solve the equation by back substitution if A is an upper triangular matrix. Start with the last line, and the solution is


[image: image2.wmf]kk

N

k

j

j

kj

k

k

a

x

a

b

x

å

+

=

-

=

1


(The x’s needed on the right side are computed just before they’re needed.)

How do we get a general matrix into upper-triangular form?

More rules from linear algebra

There are three things that we can do to a system of equations without changing it’s solution:

1. We can interchange the order of two equations, or (equivalently) interchange the order of two rows in the matrix equation.

2. We can multiply and equation by a nonzero constant, or, equivalently, multiply one row of the matrix equation by a nonzero constant.

3. We can replace an equation by the sum of itself and a nonzero multple of any other equation in the system, or, equivalently, replace any row by a linear combination of rows.

By applying these rules carefully, we can turn any matrix equation into an upper-triangular form, which we know we can solve efficiently.  

Gaussian Elimination

Gaussian Elimination is the simplest method, and the easiest to understand.  Also the slowest: more often done by  hand, as a check, than  numerically.

For example, if we have
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Now we subtract the first equation from the second equation to eliminate a in the second equation:
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and four times the first equation from the third equation to eliminate a in the third equation
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Now we subtract the middle equation from the bottom equation to get
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and we have an upper triangular form.  

While we were solving a system of equations, we could have only thought about doing row operations to rearrange the matrix.  Note that we had to make changes to both A and b every time we changed an equation.

We could have done our matrix bookkeeping more easily if we’d formed the augmented matrix [A|b], where we add the b-vector as a column on the end of A.  We can now do simple row interchanges on the augmented matrix, without thinking of specific equations, and the set of equations gets solved automatically.
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Nomenclature: we call the diagonal element arr that is used to zero all the elements below it the rth pivot element and the row it comes from the rth  pivot row.   

When we have reduced the N x N+1 augmented matrix, we can extract the upper triangular N x N matrix A’ and the modified solution b’ and solve the system by back substitution.  Gaussian Elimination requires fewer operations than finding an inverse matrix, so it is preferred as a solution to linear systems.

Gaussian Elimination with Pivoting.

The simple Gaussian algorithm we’ve just given has a problem: what if a diagonal element is already zero when we get there?  In this case, we cannot use that row to eliminate the coefficients of that term in the rows beneath, because we’d be subtracting a number multiplied by zero.  

But what we are working with is fundamentally only a series of equations: we can change their order and have an equivalent system with the same solution.  We interchange rows (change the order of the equations) with a lower row that is not zero in that column, and continue.  If we ever find that we cannot locate such an element (the diagonal, and all rows beneath it, are already zero) then the matrix is singular, and the system of equations has no solution.  We must also remember that in doing so, we’ve changed the order of the elements in our solution vector.  The resulting algorithm is called “Gaussian Elimination with Pivoting”.

Pivoting Strategy

We have a choice, when we pivot during Gaussian elimination, of any of the lower rows to swap for the current row.  Indeed, while we must pivot if the diagonal term is zero, we may pivot on any row.  Is there any particular use we should make of this freedom?  Yes!

Roundoff errors are more serious when we divide by small numbers than when we divide by big ones. When we perform Gaussian elimination, we are always dividing by the diagonal element in the current row.  So we want that element to be as large as possible.  

To make our solution more numerically stable, we can pivot at every step, choosing the largest possible pivot element for each column, and using that large value to eliminate all the lower elements in that column.  Even better, we can pivot at every step, choosing for our pivot row the row in which the pivot element has the largest relative magnitude to the other elements in that row.

Example: solve the system
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We form the augmented matrix, and use the first row to eliminate the first column of the second and third rows:
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Now we would like to use the second row to zero the second column in the third row, but 

We can’t, because the [2,2] element is already 0 (or within machine precision of zero).  So we interchange the second and third rows:
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The matrix is now in upper triangular form, and can be solved by backsubstitution to find

X=(1,-6/11,3/11).

Number of Operations

The operations count for Gaussian Elimination scales as N3​.   Back substitution is of order N2, which is negligible if N is large enough to worry about.

The Gaussian-Jordan elimination is therefore an order N3 operation for large matrices.  As it happens, almost all matrix equation solvers share this scaling: the speed differences between methods come primarily from the coefficient of N3.  

Triangular factorization.

It is possible to write an algorithm that runs about three times as fast as Gaussian elimination: furthermore, if the matrix A is constant, most of the computation can be reused in subsequent calls.  This is very handy if you want to solve the system multiple times without storing the solution vectors all in memory simultaneously.  It is as accurate and stable as Gaussian elimination, and is therefore often a better choice.  Its primary disadvantage is that it is more complex to program.

What we’ll try to do is to factor the matrix A into two matrices, one of which is upper triangular, and one of which is lower triangular,
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If we can get A into this form, we already know that upper triangular (and in exactly the same way, lower triangular) matrices can be quickly solved by backsubstitution (or forward substitution). 

How do we get the factorization?  I don’t like the approach in the textbook: it is inefficient.  So we won’t use it.  The following method, known as Crout’s procedure, is faster.  (See Numerical Recipes, Section 2.3).

Consider 3 x 3 matrices for the moment: when we say we want the triangular factorization (also known as LU decomposition, we mean we want two matrices L and U satisfying
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Here, we have N2 (9) equations and N2 +N (12) unknowns, so we can pick three of them to suit ourselves: we choose to make the diagonal coefficients of the matrix L unity. (That is not the choice MATLAB makes in the triu and tril routines)
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Now we have the same number of equations as unknowns: we can solve them very efficiently.  We work through the matrices in a particular order: If we consider the matrix multiplication of the first column of U with the first, second, and third row of L in turn, we have
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We take the second column of U with the first, second, and third row to obtain
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Now, we can take the third column with the first, second, and third rows, to get
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So we fill the columns of the matrix
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in order.  By chooosing this order, we found each term just before it was used, in a minimum number of operations.  The algorithm can be generalized to an arbitrary sized matrix as follows:

For (J=1; J < N; J++)

{


for (I=1; I <= J; I++)


{
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}


for (I=J+1; I < N; I++)


{
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}

}

The speedup over Gaussian Elimination comes because we are using our knowledge of where the zeros are in the two matrices to avoid doing many operations.

Now that we have the decomposition, we still need so solve our original matrix equation.  But this is easy once we’ve done the factorization of A into L and U: We look for the vector y that satisfies


[image: image19.wmf]b

y

L

r

r

=

×


Since L is an upper triangular matrix, we can find this easily with backsubstitution, as we did last week.  (If we have pivoted in constructing L, we need to permute b in the same manner.

Now having y, we solve for our desired vector using forward substitution
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Now we know an x satisfying
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and we have our solution.

The triangular factorization algorithm requires on the order of (1/3) N3 operations to perform the factorization, and N2 to do the forward and back substitution, which is a factor of three better than Gaussian Elimination for large N.

Another big advantage of triangular factorization is that if you need to solve the same left hand side for many different right hand sides, you can factorize the left hand side once, then use forward and back substitution to get the x corresponding to each new b.  Compare to Gaussian elimination, where either all the b’s need to be in the augmented matrix at once, or you have to repeat the entire operation.

This algorithm also needs to pivot, for much the same reasons as Gaussian elimination, when it encounters a zero or near-zero diagonal element in U.  Pivoting can be handled as in Gaussian elimination, by swapping rows so that the division in the second loop is always done with the largest possible ujj.  It is necessary to keep track of what permutations you’ve performed, so that you can carry out an equivalent permutation of your solution vector when you go to solve the original system of equations Ax=b.  See the programming assignment for further details.

� EMBED Equation.3  ���





� EMBED Equation.3  ���








[image: image23.wmf]÷

÷

÷

ø

ö

ç

ç

ç

è

æ

-

-

-

÷

÷

÷

ø

ö

ç

ç

ç

è

æ

-

-

-

÷

÷

÷

ø

ö

ç

ç

ç

è

æ

-

-

9

3

0

0

2

0

2

0

1

1

1

1

  

 then to

3

3

2

0

2

0

2

0

1

1

1

1

 

 to

s

 transform

7

1

2

4

1

1

1

1

1

1

1

1

[image: image24.wmf]b

r

r

=

×

x

A

_1094148711.unknown

_1094232010.unknown

_1094319355.unknown

_1125565990.unknown

_1125668246.unknown

_1094319384.unknown

_1094319261.unknown

_1094232071.unknown

_1094149395.unknown

_1094149833.unknown

_1094231599.unknown

_1094149574.unknown

_1094148799.unknown

_1094147625.unknown

_1094147628.unknown

_1094148429.unknown

_1094147627.unknown

_1093609700.unknown

_1094130149.unknown

_1094147624.unknown

_1093715263.unknown

_1093717123.unknown

_1093594046.unknown

