MA 355 Curve Fitting

Review of Programming Assignment and Exam

Curve Fitting: Introduction

Given a set of points, what is the best formula for the curve described by them?

1) Least Squares Fits

Least squares fits assume that some or all of the data points we have are in error: from noise, from random variation, etc.  They try to find the curve of a particular kind that comes closest to passing through all the measured points.  Used heavily in the sciences (astronomy, physics, meteorology, biology) and also in the engineering of detectors and image analysis algorithms – bomb detectors, automated satellite photo analysis, automated medical labs, etc.

Least Squares Fits

Suppose we have a function that we think is approximately straight line, and a bunch of points scattered around that line.  What are the best choices for the slope and intercept of that line?

A less abstract example: suppose we’re a software contracting shop, and we need to make a schedule estimate on a programming project to let us make an accurate bid on a job.  We’ve asked the developers, and they’ve said they can finish in six months.  We’ve noticed, in the past, that our estimates always seem to be low, and want to figure out how much extra time to allow.

We’ve done a lot of similar projects in the past, and we kept records of how long we originally thought they should take, and how long they actually took.  The result looked something like
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We’d like to use all our previous experience to calculate a correction factor for every estimate we make, so we make some additional assumptions: specifically, if Estimated time = x and Actual time = y, we assume that y = Ax + B (a straight line).   We know that the data aren’t actually all on a line, and we know that there is a lot of randomness in a project’s schedule (sickness, quality of people, etc.)  But we want the “average” result, so we can bid as accurately as possible.

What line, e.g., what values of A and B, comes closest to fitting these data points? 

Errors are vertical distances on the graph: want to minimize

“Square Root of the Average (mean) Error squared”, better known as “Root-Mean-Square”, or “RMS.  
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which in turn means minimizing
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To minimize this function, we turn to partial derivatives.  An ordinary derivative measures the slope of a curve at a point, and is applied to a function of one variable.  If we wish to consider functions of two variables (the error term above is a function of A and B), it isn’t enough to say “the slope”: because there are many lines tangent to a surface at a point.  We have to pick a direction for our derivative and make a directional derivative.  These are called “partial derivatives”.  They measure the rate of change of the function as one of its variables is modified, while all the others are held constant (it is the derivative along one axis).   They are easy to compute once you understand what they are: one variable is treated as a variable, while all the others are treated as constants, and then differentiation proceeds normally.

A function of several variables is minimized when all its partial derivatives go to zero: here, our x’s and y’s are fixed measurements, while A and B can vary freely, so A and B are the variables.  We differentiate with respect to A and B to get two equations for our two unknowns:
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Similarly, from the partial derivative with respect to B,
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To keep our bookkeeping straight in a few minutes, it is helpful to rewrite these equations, called the “normal equations” as a matrix equation
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The normal equations can be solved, giving that choice of A and B which minimizes the difference between our fitted curve, and the data points we measured.

Linear Least Squares Fits to Nonlinear Curves

We can do a least squares fit for any curve, not just a line: the details of the math change slightly, but the principle is identical.  This lets us handle signals that aren’t straight lines, as in your homework.  In fact, we can not only handle complex curves, like sin and cosine, we can handle combinations of an arbitrary number of curves, without adding any fundamental complexity to our equations: they just get a little longer, if we set them up correctly in the first place.

Suppose we have N data points, and M basis functions fj(x).  In this notation, our earlier example had N data points and two basis functions: f(x) = 1 and f(x) = x.  Those two basis functions had two coefficients, B and A.  However, the basis functions can be arbitrary: parabola, exponentials, trig functions, anything at all.  Thye can even be experimental data traces with no known functional form.  The only things we need are that our function f(x) depends linearly on the coefficients of the basis functions,
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and that we know the values of the functions at each of the data points (fj(xj) must be known).

We want values for the c’s that minimize
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Differentiate once for each coefficient to get M equations in M unknowns: for the ith equation,
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In the last equation, we have used 
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Again, these M equations are called the normal equations.  They can be reformulated for efficient computation in a way that makes them relatively easy to remember, too.  Specifically, write down the two matrices
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an N row by M column matrix whose columns are the basis functions evaluated at the data points, and the transpose of this matrix,
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an M row by N column matrix whose rows are the basis functions evaluated at the data points.

Now, the ith row of
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works out to be the right hand side of the ith normal equation, while the ith row and jth column of
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works out to be the coefficient of c on the left hand side of the ith normal equation.  We can find the least squares coefficients of the basis function for a particular data set by solving the matrix equation
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As an example, suppose we wished to find a least squares parabola to fit a particular data set.  We’ll represent the individual points of the data set with subscripts, e.g., x is an element of (x1,x2,x3, etc.) Then we would need to find the coefficients c in 
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First, we would construct the basis vector matrices
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Then we’d need to solve the matrix equation
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to get the c’s, using triangular factorization or something similar.  Rework with points x = (0,1,2,3) y = (0,1.1,3.9,9.1), and should get C = 0, B = 0, A = 1, approximately.

How Least Squares Is Used

We’ve talked about the machinery, and how to use it.  Let’s return to how this technique gets used for real.

Suppose we have a spy satellite looking at the earth in the microwave portion of the spectrum.  Suppose each pixel returned by the satellite covers a square 5km on a side.  Suppose we know that the spectral signature of a tank parking lot looks like <picture>.  Suppose we know that the spectral signature of pine forest looks like <picture>.  We can fit a curve to the actual spectral signal at a pixel, choosing for our basis functions the spectral curves of tanks, pine forests, ponds, etc.  If the coefficient of the tank signature exceeds some threshold, we have an automated tank detector.

Similar applications in bomb detection, disease detection, drug discovery, food safety scanning, NMR, and other quantitative image analysis.

Summary

Least squares fitting can be used to write a curve as a linear combination of other curves.  It is widely used in science and engineering because it can accurately pick one signal out of a very busy background, or create an accurate interpolation.

Homework

Section 5.3, #2a, and work on programming assignment 1.  You now have all the tools  you need to carry it out.
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