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MA 355 Linear Systems, Part I        September 16, 2002

Homework I return

Homework 2 Review

Attendance

Linear Systems: motivation

A linear system is a collection of equations, in several variables, where variables are multiplied only by constants.  They appear in almost all nontrivial problems: examples include: Image processing (rotation (today), filtering, edge detection, blob detection, segmentation), detection systems (bomb sniffing, automated blood screening, DNA sequencing (in two weeks) ), differential equations (later this semester), . . . .  This is foundation material, much like the Taylor’s Series.

Linear Systems: Definition

A linear system is a collection of M equations in N variables of the form
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Linear systems don’t have cross terms, like x1*x2, or  powers or other functions of the variables.  The {xj} are refered to as the variables, the {aij} as the coefficients, and the {bi}as the constants. 

Since the size of these things quickly becomes horribly unwieldy, we will introduce a lot of new notation to let us write these more compactly, involving vectors and matrices.  Vectors and matrices are not numbers, even though the equations we use will remind you of ordinary equations.  Some math operations have trivial analogues (addition) while others are very different (multiplication).  

New Notation

Scalar

Any integer or real number.  One number, a variable, etc.  One number in isolation.  All of the “traditional algebra” is scalar.

Vector

A vector is defined as an ordered collection of numbers (x1, x2, x3, . . . xn).  Each number is potentially independent of every other number.  A vector also can be interpreted as a direction and a distance in space:
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Vector notation has lots of variants: boldface, arrows, twiddles, MATLAB [x1 x2 x3]

(one of MATLAB’s strengths is that it can represent a vector as a built-in type, while C++, Java, and .NET have to use general data structures like 1-d arrays and define operations on them).

Equality, addition, and multiplication by a scalar all work term by term
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Here c is a scalar.

To multiply two vectors with the same number of terms, we use a fancy name (the dot product) and write
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If two vectors have different numbers of terms, they can’t be multiplied.

We define the length of a vector by analogy with the geometric meaning: from the pythagorean theorem, 
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we define the length (norm) of a vector to be
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Note the double bars, to distinguish between norms and absolute value.

If we return to the direction-and-distance interpretation of a vector, the dot product can be shown to have the meaning, even in abstract spaces with many dimensions, of
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where ( is the angle between the two vectors.  The dot product reduces to ordinary multiplication when the vectors lie along the same line, but two perpendicular vectors have a zero dot product regardless of their length.

It follows that the distance between two points on space can be written as
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Matrices

A vector was a linear (1-d) array of numbers.  A matrix is a rectangular (M by N, 2-d) array of numbers, stored in rows and columns, just like the Array class in every standard programming language.
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Note that every row and every column of A is also a vector

No real standard notation for a matrix: double arrows, boldface (again), double twiddles, , . . . MATLAB uses brackets and semicolons: A = [1 2 3; 4 5 6; 7 8 9] defines a 3x3 matrix.

Two matrices are equal only if they are the same shape, and every corresponding element matches
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Matrices can be added term by term, and multiplied by a scalar term by term.  The Zero matrix is all zeros, and has the property that A + 0 = A.

Matrix Multiplication

We define multiplication of an M-row, N column matrix A and an N-row, P column matrix B as follows: The result C is an M by P matrix.  The element of C at the ith row and jth column is the dot product of the ith row of A with the jth column of B.  
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By this definition, you can only multiply two matrices if the first matrix has the same number of columns as the second has rows: otherwise it is undefined.  Also, the order of multiplication, unlike real numbers, is highly important: you may be able to multiply on the left but not on the right, and even if you can multiply either way, you’re not guaranteed to get the same answer (AB != BA) (If AB=BA, we say that A and B commute, but it’s not usually true unless A and B were picked for this property).

Examples:
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The NxN identity matrix I leaves all M x N matrices unchanged when multiplied on the left, and all NxM matrices unchanged when multiplied on the right..  It is zero everywhere except on the diagonal
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Note that if we represent two equal length vectors as a {1 x N) row matrix and an (N x 1) column matrix, this definition gives us the earlier dot product.

Linear Systems Revisited

Now: apply matrix notation back to systems of linear equations.  We can write
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by forming the a’s into an M x N matrix, the x’s into an Nx1 column matrix and the b’s into a Mx1 column matrix (or column vectors)vectors, and writing
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We usually say that we are solving the equation when we use known b’s and a’s to find x’s.  

Using Matrix notation for something practical: computer graphics.

Consider rotations of a point (x,y) in 2-d space. If we rotate the axis through an angle (, what new (x’,y’) do we get?
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X’ = f(x,y) and y’ = g(x,y)

Specifically,
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So far, so good.  Given any point in space, we can use these equations, or this matrix. to find the rotated value of X and Y: so if we want to rotate a square, we rotate all four corners, and connect the dots.

How has this made our life easier?  Suppose we have a cube that we wish to rotate in three dimensions: by an amount X about the x-axis, Y about the y-axis, and Z about the z-axis.  How do we find the computations we need to do, much less keep them straight?

A rotation about the z-axis by an angle Z rotates the x-y plane through z, but keeps all z-values constant.  So the rotation about the z-axis is
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Similarly, the rotations about the x-axis and y-axis look like
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So to work out the equations for a complex combined rotation, we merely have to carry out the (relatively simple) matrix multiplication
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then use the resulting matrix to do the transform in one step for each vertex of any polyhedron.  This is tedious, but easily automated, and not nearly as error prone as trying to solve the rotation transform from scratch each time.  It can be used to rotate any 3-d object pixel by pixel, and is used in all rendering operations, from Photoshop to Quake.  Can either substitute each vector in one at a time, or put them all into a matrix and let the rotation matrix get them all at once.

Note that the order of rotation is important (order of matrix multiplication matters).

Solving matrix equations

Rotation is a simple example of a matrix equation: we will see others in the next few chapters.  Now we need to learn to solve them.

What do we mean by solving an equation f(x) = c?  We mean find an x which makes the equation true.  What do we mean by solving a matrix equation?  Finding an x which makes Ax=b  true. 

We solve equations by doing the same thing to both sides until the quantity we’re solving for is isolated on one side, and everything else is on the other.  If we could “divide by A” or multiply by A’s inverse, we’d be fine.  But A is not a number so this isn’t the gimme it is with scalars,

We define the inverse of a square matrix as an NxN matrix that gives the NxN identity matrix when multiplied on either the left or right.  Why square?  Number of equations = number of unknowns (requirement for exact solution: if too many equations, can be inconsistent and no solution exists: if too few, several possible solutions).  So a square A has an inverse A-1 if there is a matrix A-1 which satisfies A A-1= A-1A = I.  Nonsquare matrices can have left-inverses and right-inverses, but no general inverse (because the matrix dimensions have to match to allow matrix multiplication).

So if A has an inverse (can be inverted, is invertible, is non-singular, . . . ) we can multiply on the left by that inverse to get
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If A weren’t square, we could still find a left-inverse.

Solving a system of linear equations is exactly equivalent to inverting the matrix of coefficients.  But inverting the matrix of coefficients can be done once, and then applied to produce the same solution for a great many input vectors, and doesn’t require either the X’s or the b’s to appear in the algorithm.  

Invertibility of a Matrix

To find out if a matrix is invertible, we compute a special function, the determinant, which takes a square matrix and returns a real number.  It is written as det(A) or |A|.  We’ll use the first notation to avoid confusion.  If det(A) != 0, the system of equations has a solution: if not, it doesn’t.

To find the determinant, we use the following rules:

If A is a 1x1 matrix, det(A) = a

If A is a 2x2 matrix,
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If A is bigger than that (NxN), can calculate det(A) recursively as follows:

1. Pick any row (i) of A.  

2. Form an the N-1 x N-1 submatrix Si1 by excluding the ith row and the first column, another N-1 x N-1 submatrix Si2 by excluding the ith row and the second column, etc, so that we have one submatrix for every element in the row.

3. Take the determinant of each submatrix det(Sij) = Mij
4. Define the cofactor Aij of the element aij as (-1)(I+j)Mij
5. Then the determinant is 
[image: image22.wmf]ij

N

j

ij

M

a

A

å

=

=

1

)

det(


This expresses the determinant of the NxN matrix A in terms of a sum of determinants of N-1 x N-1 matrices S.  In short, it gives us a recursive algorithm to compute a determinant for a matrix of arbitrary size.

OR we could have chosen a column and done the same thing.

Example: Determinant of a 3x3 matrix
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If det(A) = 0 it usually means that either two equations are inconsistent (x=2 and x=3), or that you have the same equation twice (x+y=0; 2x+2y=0).  If det(A) is not zero, the system represented by A has a unique solution.

In principle, if you know that an inverse matrix exists, there are a variety of algorithms for finding solutions to the matrix equation.  

Inverse matrices are rarely used directly because they have performance and roundoff error issues.  Calculating inverse matrices is difficult, and usually takes a lot more operations (implies more time and less accuracy) than other, simpler methods to find the solution once you know it exists.  But we do use the determinant to establish solveability, without which none of those methods work, and we do use inverse matrices repeatedly in the theory of those methods.  We’ll look at several of those methods this week and next.

In MATLAB, can get the determinant by det(A) and the inverse by inv(A)) if det(A) != 0.

How to solve linear systems? First piece: the back substitution algorithm.

Suppose that we have a system of equations whose coefficient matrix has zeros everywhere below the diagonal (an upper-triangular matrix).  (We’ll see how to massage a general matrix into this form next week).  We can solve this special form quite quickly with the back substitution algorithm.

Consider that the system of equations looks like:
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If we start with the bottom row, we have 
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Now, one row up, we have
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and we can work our way back up one row at a time: the general form is
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Easy to automate with a loop.

More to follow next week!
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