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Hypothesis Testing III, The Analysis of Variance

Introduction

1.  We will look at the test of significance called the analysis of variance (abbreviated as ANOVA).  Like chi square, ANOVA is flexible and widely used.  It easily handles situations with more than two samples or categories to compare.  Unlike chi square, ANOVA is designed to be used with interval-ratio dependent variables, with nominal or ordinal independent variables.  It is easiest to think of ANOVA as an extension of the t test for the significance of the difference between two samples means (Chap. 9).  But the t test is limited to the two-sample case, and ANOVA allows a broader range of situations.
2.  For example, when examining support for capital punishment, is opinion on capital punishment affected by religion?  We will have categories of Protestants, Catholics, Jews, and people with no religious affiliation and will want to find if attitude toward capital punishment is related significantly to religion.  Additionally, we will want to know which religion shows the most support for capital punishment?  the least?  Are Protestants significantly more supportive than Catholics?  
The Logic of the Analysis of Variance

1.  The null hypothesis for ANOVA is that the populations are equal on the variable of interest.  In other words, the null hypothesis for ANOVA is that the population means are equal.  For the example, it is stated as people of various religious denominations do not vary in their support for the death penalty.  If the null is true, then the average score for the Protestant sample should be about the same as the average score for the Catholics and the Jews.  The averages are unlikely to be exactly the same value, even if the null really is true, since there is always some error or chance fluctuations in the measurement process.  Therefore, we are not asking, "are there differences among the religions?", but are asking, "are the differences among the religions large enough to justify a decision to reject the null hypothesis?.”   If religion is a powerful indicator of attitudes, then people of the same religion should have the same beliefs, and they should be different from people in other religions.  
2.  The ANOVA test may be thought of as an extension of the test for differences in sample means (the t test).  The researcher will be interested in rejecting the null, and to show that support for capital punishment is related to religion.  Basically, what ANOVA does is compare the amount of variation between categories with the amount of variation within categories.  The greater the differences between categories, relative to the differences within categories, the more likely that the null of "no difference" is false and can be rejected.  
3.  Look at the example in your book.  Table 10.1 shows little difference among the religions.  The means are about the same, and the standard deviation is about the same for each.  They all show about the same support for capital punishment (similar means), and there is the same amount of diversity on support for capital punishment for each group (similar standard deviations).  
4.  Table 10.2 shows very different means for each religion.  Jewish people show the least support for capital punishment, and Protestants the most support.  There are also differences in the level of homogeneity for each group.  Catholics have the greatest diversity, or heterogeneity, on this variable.  The other three groups are about equally homogeneous.  Again, the greater the differences among categories relative to the differences within categories, the more likely the null is false, and there really is a difference among the groups.  If groups are really different, then the sample mean for each should be quite different from the others and dispersion within the categories should be relatively low.
The Computation of ANOVA

1.  We will be looking at the variances within samples and between samples.  The variance of the distribution is the standard deviation squared, and both are measures of dispersion or variability (or measures of heterogeneity).  
The Five-Step Model for ANOVA

1.  Step 1.  Making Assumptions and Meeting Test Requirements.  In the ANOVA test, the assumption that must be made with regard to the population variances is that they are equal.  If they are not equal, then ANOVA cannot separate effects of different means from effects of different variances.  If the sample sizes are nearly equal, some of the assumptions can be relaxed; but if they are very different, it would be better to use the chi square test (next chapter), but we would then have to collapse the data in the dependent variable into only a few categories (changing it from interval to ordinal).
2.  Step 2.  Stating the Null Hypothesis.  The null hypothesis states that the means of the populations from which the samples were drawn are equal.  The alternative (research) hypothesis states simply that at least one of the population means is different.  If we reject the null, ANOVA does not identify which of the means are significantly different.  
3.  Step 3: Selecting the Sampling Distribution and Establishing the Critical Region.  The sampling distribution for ANOVA is the F distribution, which is summarized in Appendix D.  There are separate tables for alphas of .05 and .01, respectively.  The value of the critical F score will vary by degrees of freedom.  For ANOVA, there are two separate degrees of freedom, one for each estimate of the population variance.  The numbers across the top of the table are the degrees of freedom associated with the between estimate (dfb), and the numbers down the side of the table are those associated with the within estimate (dfw).  In the two F tables, all the values are greater than 1.00.  This is because ANOVA is a one-tailed test, and we are concerned only with outcomes in which there is more variance between categories than within categories.  F values of less than 1.00 would indicate that the between estimate was lower in value than the within estimate; we would always fail to reject the null in such cases—we simply ignore this class of outcomes.
Step 4: Computing the Test Statistic.  This is the F ratio.
Step 5: Making a Decision and Interpreting the Results of the Test.  If our F (obtained) exceeds the F (critical), we reject the null.  Therefore, in the test of ANOVA, if the test statistic falls in the critical region, we may conclude that at least one population mean is different.
The Limitations of the Test

1.  ANOVA is appropriate whenever we want to test the significance of a difference across three or more categories of a single variable.  This application is called one-way analysis of variance,
since we observe the effect of a single variable (religion) on another (support for capital punishment).  The test has other applications.  We may have a research project in which the effects of two separate independent variables (e.g., religion and gender) on a third variable were observed (a two-way analysis of variance).  The major limitations of ANOVA are that the dependent variable requires interval-ratio measurement and roughly equal numbers of cases in each of the categories.  Most variables in the social sciences are not interval-ratio.  This is sometimes difficult, since we may want to compare ethnic groups to each other, and these groups will be unequal in number.  
2.  The second major limitation is that ANOVA does not tell us which category or categories are different if the null is rejected.  This can be determined by inspection of the sample means, but we need to be cautious when making conclusions about which means are significantly different.
