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                                Hypothesis Testing I, The One-Sample Case

Introduction

1.  We are doing hypothesis testing in this chapter, which is also called significance testing.  We need to decide (with a known probability of error) if a sample is like a population for a particular variable.  It can be used with both sample means and proportions.  The sampling distribution must be normally distributed.  This is different from estimating population values from sample statistics that we did in the last chapter.  Now we will be trying to find if the sample is different from the population—we want to find if the difference between the sample and the population is real or is due to random chance.  We know the statistics from the the subgroup, and we know the parameters from the larger community, and we want to compare these two groups.
An Overview of Hypothesis Testing

1.  The example in our book:  We are hired to evaluate a treatment program for alcoholics.  We have a group of treated alcoholics (N = 127).  The treated alcoholics have lower absentee rates than the community as a whole.  
	Community
	Sample

	µ = 7.2 days per year
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 = 6.8 days per year

	SYMBOL 115 \f "Symbol" = 1.43
	N = 127


Random chance may be causing that difference.  There are two possible explanations for the observed difference.  Alcoholics treated in the program really do have lower absentee rates.  Another way to say it is "the difference observed is statistically significant,” meaning that it did not occur by random chance.  The second explanation is that there is no real difference between alcoholics treated in the program and the community as a whole on the variable of absenteeism—the observed difference is trivial and due to random chance.  The sample is one of the infinite samples taken from the population, and belongs to that population.  Remember that each time we draw a sample from a population, we will get a different mean.  That would be random chance operating.    

2.  We begin with the assumption that there is no real difference between the treated alcoholics (the treatment program did not work).  Symbolically, it is stated as 
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 = µ = 7.2 days per year.  In words, the mean of the sample equals the mean of the population equals 7.2, which is the mean of the population.  We can find the probability of getting that observed difference.  We need to add an objective decision rule in advance.  If we reject a null hypothesis of "no difference" at the 0.05 level, the odds are 20 to 1 in our favor that we have made a correct decision.  The null (or “nothing”) hypothesis is the hypothesis that there is no difference between the sample (treated alcoholics) and the population (the other workers in the community).  
3.  We may assume that the sampling distribution is normal in shape, that it has a mean of 7.2 (µxbar = µ), a standard deviation of 1.43/SYMBOL 214 \f "Symbol"127 (from the following formula):
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We know that the sample outcome noted above (
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 = 6.8) is one of the infinite number of possible sample outcomes from samples drawn from the population.
4.  With Z scores, we can show the decision rule stated previously.  The decision rule can be rephrased—any sample outcome falling in the lined areas in Figure 8.2 , by definition has a probability of occurrence of less than 0.05.  That outcome would be a rare event and would cause us to reject the null hypothesis as untrue.  The null hypothesis says that there is no real difference between our sample and the population (the observed difference is due to chance).  The last step is to translate the sample outcome into a Z score so we can see where it falls on the curve

the formula for a Z score:

[image: image5.wmf]Z

=

X

i

-

X

s


The symbols change, now, since we are concerned with the sampling distribution of all sample means rather than an empirical distribution.  The Formula 8.1 for Z(obtained):
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5.  
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 is the mean of our one sample.  In English, to find the Z score for any sample mean, subtract the mean of the sampling distribution from the sample mean and divide by the standard deviation of the sampling distribution.  The Z score for the example in the book is  -3.15.  So, the sample outcome does fall in the shaded area.  If the null hypothesis is true, this particular sample outcome (
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 = 6.8) has a probability of occurrence of less than 0.05 (how much less than 0.05 is irrelevant, since the decision rule was established in advance).  

6.  So, we are justified in rejecting the null hypothesis.  We reject the null hypothesis.  We reject the idea that nothing is going on.  We bet, in this case, that treated alcoholics are significantly different from the community as a whole on the trait of absenteeism.  What we usually want, as a researcher, is for the sample mean to be far enough away from the population mean to show that our treatment program worked.  However, far away is a relative term.  It has to be far away in relation to the standard deviation of the population.
7. One strength of hypothesis testing is that the probability of making an incorrect decision is known.  In the above example, the null hypothesis was rejected as untrue, and the probability of this decision being incorrect is 0.05 (a Type I or alpha error).  So we would incorrectly reject the null hypothesis only 5 times out of every 100.  In other words, we bet that there was really something going on, but there was a five percent chance that there really was nothing going on, and the difference between the sample and the population was not significant.
The Five-Step Model for Hypothesis Testing

Making Assumptions

1.  There are three necessary assumptions.  We assume random sampling.  We assume that the level of measurement is interval-ratio—it is the only level where the mean should be computed.  And, we assume the sampling distribution is normal.
Stating the Null Hypothesis

1.  We know that there is a difference between our subgroup and the larger population.  We know the parameters for the population.  We know the statistics for our subgroup.  There are two possible explanations for the difference.  The research hypothesis is that there is a real difference between the subgroup and the population.  The difference observed is statistically significant..  The null hypothesis is that the observed difference is due only to chance.  There is no real difference between our subgroup and the population.  

2.  The null hypothesis is a statement of no difference.  For a single sample mean, the null hypothesis is written symbolically as:
Ho: 
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 = µ
It states that there is no real difference between the sample mean and the population mean.  So, for the test of hypothesis, the process is aimed at rejecting or failing to reject the Ho (null hypothesis).  If we reject the null hypothesis, there is a real difference between the two groups.  If we fail to reject the null hypothesis, the difference between the two groups may be due to chance.  The researcher usually believes that there is a significant difference between the sample and the population.  So, we want to reject the null hypothesis.  The researcher’s belief is stated in a research hypothesis (H1).  The research hypothesis (H1) states what the researcher expects to find and contradicts the null hypothesis.
3.  The research hypothesis is stated symbolically as (H1: 
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 SYMBOL 185 \f "Symbol" µ),  where SYMBOL 185 \f "Symbol" means "not equal to."  The research hypothesis states that there is a difference between the sample and the population.  It is in parentheses because it does not formally belong in the hypothesis-testing process, except as a reminder about choosing between one-tailed and two-tailed tests.  The reason for this, is that we never actually prove our research hypothesis to be correct, we only can reject the null hypothesis.  
Selecting the Sampling Distribution and Establishing the Critical Region

1.  If we are working with the mean of the sample, we select the sampling distribution of sample means as our sampling distribution.  The critical region consists of the areas under the sampling distribution that include all unlikely sample outcomes.  In English, we need to pick a confidence level.  We will usually choose the 95% confidence level, though computer programs will give the exact level of confidence.  So, 1.96 becomes Z (critical).  In tests of significance, if the test statistic falls in the critical region (the shaded area of the curve), we may conclude that the null hypothesis can be rejected.  Traditionally, the size of the critical region is reported as alpha (SYMBOL 97 \f "Symbol"), which would be .05 from the table in your book.  The other commonly used alphas are .01 and .10.
Computing the Test Statistic

1.  We know the mean of the sample.  We need to convert that mean into a Z score, which is called "computing the test statistic."  The Z score corresponding to the sample mean is called Z (obtained)

the Z formula in your book.  Z = the mean of the sample minus the mean of the sampling distribution of sample means (which equals the mean of the population) divided by the standard deviation of the population divided by the square root of N (the size of the sample, not the size of the population).
Making a Decision

1.  If the test statistic falls in the critical region, our decision will be to reject the null hypothesis.  If the test statistic does not fall in the critical region, we fail to reject the null hypothesis.  So, if Z(obtained) is greater than or less than Z(critical) we reject the null hypothesis.  If we reject the null hypothesis, the difference observed between the sample and the population was unlikely to have occurred by chance alone.
One-Tailed and Two-Tailed Tests of Hypothesis

1.  We can use a one-tailed test in two cases: 1) the direction of the difference can be confidently predicted before we see the data, and/or 2) the researcher is concerned only with sample outcomes that fall in one tail of the sampling distribution.  We usually use it for program evaluation (e.g., sex education to reduce teenage pregnancy).  For two-tailed tests, we are equally concerned with sample outcomes that are greater than the population value (outcomes in the upper tail of the sampling distribution) and with sample outcomes that are less than the population value (outcomes in the lower tail of the sampling distribution).  The earlier example in the chapter of absentee rates of recovering alcoholics was a two-tailed test.  If we do predict a direction, we can use a one-tailed test.  

2.  An example would be if our research hypothesis states that we believe that sex education classes will reduce the number of pregnancies among teenagers, we could use a one-tailed test.  We are only interested in the lower end, that our sample has a mean less than the population, that the difference is due to more than just chance.  Now, we do not divide alpha by 2 to find the area at both ends, so we have the entire 5% at only one end, with 95% on the other side.  So, Z(critical) becomes -1.65 for an example that only predicts that the sample mean will be significantly lower than the population mean.  Z(critical) for a one-tailed test:
90%     Z = 1.29

95%     Z = 1.65

99%     Z = 2.33
Selecting an Alpha Level

Type I or alpha error
1.  The confidence levels of 90%, 95% or 99% are each associated with corresponding alpha levels of .10, .05, and .01.  This is the probability that if the test statistic falls in the critical region, and we reject the null hypothesis, we made a mistake.  We reject the null, but we are wrong, so need low alphas to avoid Type I errors.  This can be defined as the rejection of a null hypothesis that is in fact true (falsely rejecting a true null).  To minimize this type of error, very small alphas should be used.  For example, if we use an alpha of .01, there is only a one percent chance that we were wrong when we rejected the null hypothesis.  The critical region includes all possible sample outcomes that we define as unlikely or rare and that will cause us to reject the null hypothesis.  Remember that we are looking at the sampling distribution which is a theoretical distribution of the means of an infinite number of samples taken from the population.
2.  The lower the alpha level (making the critical region smaller), the harder it will be to reject the null and, since a Type I error can be made only if our decision is to reject, the lower the probability of Type I error.  Therefore, with which of the following alpha levels would we be MOST likely to reject the null hypothesis?
.01, .001, .05, or .10
The answer is .10.  As a researcher, we would most like to choose the .10 alpha level, so we can find a real difference between our sample and the population.  However, we would also be most likely to make a Type I error, in that we would incorrectly reject the null hypothesis.
Type II error or beta error

1.  As the critical region decreases in size (as alpha levels decrease), the noncritical region becomes larger.  The lower the alpha level, the less likely that the sample outcome will fall in the critical region.  We fail to reject the null, when we should have rejected it.  We say nothing is going on, but something really is.  This raises the possibility of a Type II error which is: failing to reject a null that is in fact false.  With lower alphas, the chances of a Type I error decreases, and the chances of a Type II error increases.  These errors are inversely related.  Selecting alpha is an effort to balance the two sources of error.  Normally, in social science research, we want to minimize Type I error, and lower alpha levels will be used, which means we use alphas of .05, .01, or maybe even .001.  It is important to look at the goals of the research project to decide on the correct alpha.  Conventionally, we use the .05 level, so have only a 5% chance of incorrectly rejecting the null hypothesis.
The Student's t Distribution
1.  For all of the above, we have focused on situations involving single sample means where the value of the population standard deviation (SYMBOL 115 \f "Symbol") was known.  In most research situations, the value of SYMBOL 115 \f "Symbol" will not be known.  For large samples, we just substitute s for SYMBOL 115 \f "Symbol", correct for bias by dividing by N-1, and go on with the calculations formula for Z(obtained).  If the sample size is less than 100, we will use the t distribution in Appendix B in the back of our book.  The t distribution, compared to the Z distribution, is flatter for small sample sizes but increasingly like the Z distribution as N increases.  As N increases, the sample standard deviation (s) becomes a better estimator of the population standard deviation.
Formula 8.2 for t(obtained):
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2.  The t table differs from the Z table in several ways.  Alpha levels are across the top in two rows, one for one-tailed tests and one for two-tailed tests.  To use the table, select the alpha level in the appropriate row and column.  Second, there is a column at the left labeled df for "degrees of freedom."  For a single sample mean, the degrees of freedom are equal to N-1.  The third difference is that the entries in the table are the actual critical values (like Z values, but now called t values), called t(critical).  These mark the beginnings of the critical regions and not areas under the sampling distribution.
3.  Some additional features of the t distribution are that the t (critical) is larger in value than the comparable Z(critical).  An example would be if N = 30, t(critical) at the .05 level for a two-tailed test is ±2.045, and it was 1.96 for Z(critical).  When we use the t distribution, the critical regions will begin farther away from the mean of the sampling distribution.  So, the null hypothesis will be harder to reject (since the critical region is smaller).  Also, the smaller the sample size (the lower the degrees of freedom), the larger the value of t(obtained) necessary for a rejection of the null hypothesis.  It is harder to reject the null hypothesis with smaller sample sizes.  As sample size increases, the t distribution begins to resemble the Z distribution, until above 120, the two are essentially identical.  Note:  We can use the Z distribution for small sample sizes if the standard deviation of the population is known.  If the population standard deviation  (SYMBOL 115 \f "Symbol") or sample size is large, the Z distribution will be used.  If SYMBOL 115 \f "Symbol" is unknown and the sample is small, the t distribution will be used.
Tests of Hypotheses for Single Sample Proportions

Some of the differences from hypothesis testing of sample means are as follows:  
In step 1, we assume only nominal level of measurement when working with sample proportions.
In step 2, the symbols used to state the null hypothesis are different even though the null is still a statement of "no difference."
Formula 8.3 for Z(obtained) for proportions:
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Z(Critical) is always 1.96, and the rest works the same as for means.
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