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The Normal Curve

Introduction
1.  You will need to understand the normal curve in order to understand inferential statistics.  The normal curve is a theoretical model—most actual distributions do not look like this, but may be close.  It is a frequency polygon that is perfectly symmetrical and smooth—symmetrical in that the right side is a mirror image of the left.  It is bell-shaped and unimodal, meaning that it has one mode in the middle which is the same as the median and mean.  So 50% of the area under the curve is on the right, the 50% is on the left.  Its tails extend infinitely in both directions.  They never actually intersect with the horizontal axis, but come very close to it.  
2.  The distances along the horizontal axis, when divided into standard deviations, will always include the same proportion of the total area.  This is true for a relatively flat curve or a tall, narrow curve.  In the tall curve, the standard deviation is small, and it is large in the flat, wide curve,
but it still divides into the same percentages.  So, as the standard deviation of a normal distribution increases, the percentage of the area between SYMBOL 177 \f "Symbol" 1 standard deviation will stay the same

distance from the mean.
Between SYMBOL 177 \f "Symbol"  1 standard deviation lies 68.26% of the area

Between  SYMBOL 177 \f "Symbol" 2 standard deviations lies 95.44% of the area

Between SYMBOL 177 \f "Symbol" 3 standard deviations lies 99.72% of the area
3.  Therefore, on all normal curves, the area between the mean and one standard deviation will be 34.13%.  The normal curve is used for inferential statistics, but it also will help describe scores in a distribution, if that variable is normally distributed.  However, it is rare to have a variable that is normally distributed.  Two examples of variables that form a normal curve are height and I.Q.  In these two cases, we can tell what percentage of people are in any area of the curve.  A normal distribution of 1000 cases will have 683 people between SYMBOL 177 \f "Symbol" 1 standard deviation, about 954 people between SYMBOL 177 \f "Symbol" 2 standard deviations, and nearly all people (997) between SYMBOL 177 \f "Symbol" 3 standard deviations.  Only 3 people will be outside 3 standard deviations from the mean, if the sample size is 1000.
4.  Computing Z Scores.  If your I.Q. score is exactly 1 standard deviation above the mean, you would know that you did better than 84.13 percent of the students (the 50% below half, added to the 34.13% between half and the first standard deviation = 84.13%).  However, it is not likely that your score will be the same as the mean plus exactly one standard deviation.  So, Z scores are used to find the percentage of scores below yours from any place on the horizontal axis (for any score).  We can use Z scores to find the percentage of scores above, below, or between scores.  The standardized normal distribution (or Z distribution) has a mean of 0 and a standard deviation of 1.  Consequently, the curve becomes generic, or universal, and we can plug in any mean and standard deviation into it.  
5.  Calculating Z scores:

The Formula 5.1 is the formula for a Z score:
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So we plug your score into the Xi position.  You will be given the mean and the standard deviation of the sample.  If you have an 82 on an exam that is normally distributed, and the mean is 80 with a standard deviation of 2.5:
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To find what percentage of students who did worse than you did, you would look in Appendix A in the back of your book.  To find the Z score of .80 (in Z column).  That tells you that the area between your score and the mean is .2881, or 28.81%.  You would add that number to 50% (which is the area below the mean), and you will find that you did better than 78.81% of the students in the class.  The third column gives areas beyond Z (either above for positive Z scores or below for negative Z scores).  The table only includes positive Z scores, to save space.  However, since the normal curve is symmetrical, the areas will be the same above as they are below.  
6.  The Z score table gives the area between a Z score and the mean.  For a Z score of -1.00 that area (in percentages) is 34.13%.  For a negative score, the area below your Z score will be the proportion (and multiplied by 100 the percentage) of scores below yours.  In this case, you use the column of Area Beyond Z to find the area below a negative score, and you don't add it to 50%, since it's below half.  
An example:  if your score on the exam is 75, and the mean was 80 with a standard deviation of 2.5
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You look for 2.00 in the Z column and it shows that 2.28 percent of the students in this class did worse than you did.  If a Z score is 0, what would that tell you?  The value of the corresponding raw score would be the same as the mean of the empirical distribution.  In other words, you scored the same score as the mean of the whole distribution.
7.  Finding Areas Between Two Scores.  If the scores are on opposite sides of the mean, the area between the scores can be found by adding the areas between each score and the mean.  If the scores are on the same side of the mean, convert the scores to their Z scores.  Find the area between each score and the mean in Appendix A.  Then subtract the smaller area from the larger.  The same would be done if both scores are below the mean.  
8.  Rules for finding the area above a score.  Use the Z formula to convert all scores into Z scores.  If the raw score is above the mean, you use the area beyond column.  Multiply it by 100 to make it a percentage.  If the raw score is below the mean, you use the area between the mean and Z, multiply it by 100 to make it a percentage, and then add 50 percent to that number.

9.  Rules for finding the area below a score.  Use the Z formula to convert all scores into Z scores.  If the raw score is above the mean, you use the area between mean and Z, multiply it by 100 to make is a percentage, and then add 50 percent to that number.  If the raw score is below the mean, use the area beyond and multiply by 100 to turn into a percentage.

10.  Rules for finding the area between two scores.  Use the Z formula to convert all scores into Z scores.  If the scores are on opposite sides of the mean, use the column in the table of area between mean and Z, add them together, and then multiply by 100 to turn it into a percentage.  If the scores are on the same side of the mean, use the column in the table of area between mean and Z for each Z score, subtract them, and then multiply by 100 to turn it into a percentage.  

Using the Normal Curve to Estimate Probabilities
1.  You can also think about the normal curve as a distribution of probabilities.  You can use this information to estimate the probability that a case randomly picked from a normal distribution will fall in a particular area.  To find a probability, a fraction needs to be used.  The numerator will equal the number of events that would constitute a success.  The denominator equals the total number of possible events where a success could occur.  The example in your book is of your chances of drawing a king of hearts from a well-shuffled deck of cards.  The fraction is 1/52, which can also be expressed as an odds ratio.  Do this by inverting the fraction.  So the odds of picking a king of hearts are 52:1.  Or you can express the fraction as a proportion by dividing the numerator by the denominator.  So, 1/52 = .0192308 = .0192.  

2.  In the social sciences, probabilities are usually expressed as proportions.  Therefore, the areas in the normal curve table can also be thought of as probabilities that a randomly selected case will have a score in that area.  The probability is very high that any case randomly selected from a normal distritution will have a score close in value to that of the mean.  The normal curve shows that most cases are clustered around the mean, and they decline in frequency as you move away from the mean value.  You can also say that the probability that a randomly selected case will have a score within ± 1 standard deviations of the mean is 0.6826,  If we randomly select a number of cases from a normal distribution, we will most often select cases that have scores close to the mean, and rarely select cases that have scores far above or below the mean.
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