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Abstract





This study is directed towards generating better web page descriptions automatically in situations where the need is for a lot of information within a few sentences, a typical example being the descriptions of web pages in search results. Such descriptions often prove to be very useful aids for navigation. Most search engines provide extracts from the page as a description. But studies say that extracts from pages do not usually serve the cause. A page is often described by other pages better that by itself. This work presents an algorithm which retrieves descriptions about a page from those linking to it and ranks them. The descriptions generated on test sets have been compared to those by acclaimed search engines.





1. Introduction





This study is directed towards generating better web page descriptions automatically in situations where the need is for a lot of information within a few sentences. The best example would be, as cited in the title, in describing web pages within search results from search engines. Even the skilled web user, skilled in providing “to the point” queries to search engines, would have to make use of the little descriptions provided with each page in the search results to make a judicious decision as to where to “move” next. Thus this study aims at creating a “description generator” for web pages, and an algorithm to that end has been presented.


Section 2 describes the related work already done in this area. Section 3 deals with some issues that concern any description generator algorithm and are not specific to the algorithm presented herewith. The description generator algorithm itself is presented in Section 4. Issues specific to the algorithm are discussed in Section 5. The tests and results are presented in Section 6, and the conclusions along with comments and prospective future work are listed in Section 7. Section 8 lists the reference material.








2. Related Work





A work [1] has already addressed exactly the same problem. It describes a system called InCommonSense [2] which was developed for the above mentioned task. [3] observes that the target pages of hyperlinks are described better by the text that follows the hyperlink itself, than by the text before it. This assumption has also been shown to be a reasonable one by [4]. This assumption plays a central role in the algorithm described in this paper. 


Important clues about the relative importance of texts have been derived from [5] and used in the algorithm presented herewith. 








3. Factors related to description generator algorithms





3.1. Availability of resources and strain on the system





	In the process of designing any algorithm, the designer has to be aware of the amount of resources that the algorithm would get to work with, and decide upon various tradeoffs (which may well be heavily implementation dependent, thus having no bearing on the skeleton algorithm) to be used. But that factor plays a much more important role here. Two factors are usually considered when the question of “Which search engine to use?” arises. One is the quality of results and the other is the speed. Providing better descriptions to search results is inevitably, a technique to improve the quality of results presented by the search engine. So the usage of the description generator, does not usually change the order of presentation of results, but rather serves to guide the user better. So the important question is, how much the user should pay (in terms of time) for the additional guidance that he gets. “Lighter” versions of description generators may be used in times of high strain on the system, but with the dipping hardware rates, the resources may well be assumed to be infinite for all practical purposes.


Another approach may well be used here. The results may be displayed and then the description generator may be put to work. So after the search algorithm finishes its work, the results will be fully displayed for the user and then the user can choose his/her course of flow immediately or wait for the descriptions to appear to make use of the additional guidance offered.





3.2. The web search algorithm used





The description generator might well have to analyze or “read” the page and/or other pages related, to generate a description of the former. Web Search algorithms may also have to perform such tasks. Thus the Web Search algorithm used may just be of concern here as to whether the description generator itself or a part of it can be embedded into the former (so that a separate pass over some disk files may be done away with resulting in large time savings) or has to be used separately after the searching process is done with. 


Description generators have to get information from the page for which the description has to be generated and/or the pages related to it. The algorithm presented herewith uses the pages linking to a page to gather information about the latter. If such an algorithm is to be embedded into the search algorithm, it can work only on the pages that the search algorithm chooses to work with. Algorithms such as HITS [7] work on a corpus of almost 1000-1500 pages (the base set), where the good authority pages for the topic can be expected to have just about 12-15 inward links. Good hubs, which are also to be presented in the search results are found to have only 6-8 inward links. Thus description generators which have to work with such search algorithms obviously have to give good results with as much resources as indicated. Description generators which work only on the page in question (and not those related to it) have no serious constraints on them as the page would indeed be available in the corpus (or else, would not figure in the results) that the search algorithm works on.





3.3. Policy decisions and heuristics





The other factors that concern includes policy decisions and heuristics such as the maximum length of such descriptions, whether information from the page itself (or pages linking to it) is to be used which may be largely based on heuristics adopted. A small list of such issues (among the numerous such issues) is given below:





3.3.1. Pages used to extract information from. 





Decisions on which page to extract information from, for example the page in question itself, pages linking to it, or the pages liked to by it etc. is an important policy decision.





3.3.2. Relative weighting given to link-based information. 





By taking descriptions from pages linking to or liked to by the page in question, we are actually giving weighting to the links. The weighting to be given to link based information is a policy decision. Link based information may contaminate the results. Examples include descriptions of the form “this is a nasty page with a lot of useless information” by authors who somehow hold views which counter those by the author of the page in question. Thus giving too much weighting to link based information is perhaps not advisable.





3.3.3. Maximum lengths and pruning of descriptions. 





If the policy is to use descriptions having a maximum of k words, and the information extractor extracts a description with more than k words, we can either discard that description (which is certainly not advisable in more cases than one) or prune the description. Such pruning has to be done judiciously.





4. A Description Generator algorithm





The algorithm presented herewith provides a list of descriptions in the decreasing order of relevance for a given page. A couple or more of the best descriptions may be used to describe the page. The algorithm does not even scan the page in question (of whom the description is to be generated), but scans the pages which have links to the page in question (thus using solely link based information) and chooses from among the descriptions that they provide to the page. The algorithm itself is described as below:





Table 1.Description generator algorithm


Algorithm Generate_Descriptions(Page A)


{


	for each page, pagei that links to A


	{


	description by pagei = anchor text of the link to A and all that follows until the next hyperlink in pagei;


	score (description by pagei)=0;


	}


	for every pair of descriptions, di and dj /*(i!=j)*/


	{


                  k=number of common words between di and dj


		if(k>upper limit)


k=upper limit;


		score (di)+=k; 


            score (dj)+=k;


	}


	sort descriptions in the descending order of scores and output a couple or more (or less) of the best descriptions;


}�
�



5. Issues related to the algorithm





5.1. Source of information





This Algorithm does not use any information from a page to generate a description for that page. It relies on the descriptions provided by pages that link to the page in question. A page linking to another is generally considered as an endorsement of the latter by the former. The general human tendency of a hypertext author to create links to pages of his interest in the page that he creates is exploited here.


	[1] opines that the paragraph which starts with a URL describes the target of the URL. The idea of using the anchor text of the URL as a description of the target page has been demonstrated with good test results in [6]. Further [3] observes that it is a common practice to place the hyperlink either before the description of the target page or after it. It is further observed in [3] that the practice of placing the link before the description is slowly becoming the order of the day from results on a study with 250000 web documents.


	Having decided on using the text following the link as a description of the target page, the issue to be addressed is as to how much of the text following the link is to be extracted as a possible description. Hypertext authors generally do not give large descriptions of the target pages and they tend to give only as much information as will enable the user to decide on whether to go to that page or not. As such descriptions are human authored; they can be expected to be of considerable accuracy. Based on the conjecture that the descriptions will be short and that breaking them up into sentences would not be needed (and that such actions would lead to loss of information), the algorithm uses all the text that follows the link from (and including) the anchor text till the next link as a description for the target page.





5.2 “Description score” computation





Having extracted all the information as a collection of descriptions, the next issue is to decide on a scheme to rank them. A similar problem is studied by [5] where the question is as to how to retrieve the most significant or important paragraph from among a set of paragraphs from a newspaper article. It proposes, among other solutions, one in which the number of common phrases between paragraphs, is used as an indirect measure of relevance. Clues from this idea have been taken into the design of this algorithm whose approach is described as below.


The score of each description is initialized to zero. Then each description, di is compared with other descriptions dj, (i not equal to j) and the score of both di and dj are incremented by the number of common words between them or the upper limit, whichever is lesser. The upper limit enforces an upper bound on the amount of influence that can be exerted by one description on another. The upper bound should be kept high enough for the scores to reflect the reality and low enough so that contaminations do not occur. In the absence of the upper limit, two very similar large descriptions (possibly created by the same author in different pages authored by him) could boost each other’s scores much beyond the reach of other descriptions.


	After the score computations, the best couple (or more or less) descriptions are output as the description of the page. 





6. Test setup and results





The tests were performed with the aim of measuring the quality of results when a HITS [7] based Search Algorithm is used. Given a query, HITS gathers close to 200 documents from a text based search engine (rootset), expands it to a collection of close to 1400 pages (baseset) by the inclusion of pages at a distance of one hyperlink from the pages in the rootset. HITS then works on the base set. The description generator algorithm is used on the pages in the base sets for queries such as “bill gates”, “cricket world cup” and “kerala politics” and the results are presented here. The description generator outputs a set of descriptions in the decreasing order of scores. In the test results presented herewith, the best couple or more descriptions returned by the algorithm have been presented. Along with the description generated by the algorithm, descriptions generated for the same pages for the same queries by acclaimed search engines such as Google [8], AltaVista [9] and HotBot [10] have also been presented for evaluation of the algorithm. D indicates the description by the algorithm presented here, G stand for that by Google [8], A for AltaVista [9] and H for HotBot [10].


The instance of the algorithm used for the tests here uses an upper limit (as described in section 5.2) of 5.


Table 2.Test results


1. URL: http://www.gatesfoundation.org/  (from “bill gates” set with 13 inlinks)


Title: Bill & Melinda Gates Foundation


D: bill & Melinda gates foundation created in January of 2000 through merger of gates learning foundation which focused on expanding access to technology through public libraries and William h gates foundation which focused on improving global health. bill & Melinda gates foundation grant making foundation supports initiatives in education world health and population and community giving in pacific northwest.


G: Grant-making foundation supports initiatives in education, world health and population, and community..


A: The Bill & Melinda Gates Foundation is dedicated to bringing innovations in health and learning to ... school students... More... World Economic...Bill Gates announces latest grant Learn More ...


H: Offers grants to programs and organizations promoting learning and global health. Find a foundation profile and funding guidelines. ... World Economic... Bill Gates announces latest grant ...�
�
2. URL: http://www.cricketworldcup.com/  (from “cricket world cup” set with 7 inlinks)


Title: ICC Cricket World Cup 2003


D: cricket world cup official site featuring team profiles match reviews scores photos and more February 8 to march23 at venues across south africa. Cricket world cup official site how tournament works future venues


G: Includes tournament format, FAQs, fixtures and venues, ticket information, security, news, and local...


A: The Australian cricket team poses for photographers with Cricket World Cup trophy after defeating India in the finals at the Wanderers in Johannesburg. REUTERS ICC Cricket World Cup South Africa ...


H: Find fixtures, venue and ticket information, news, a FAQ, and complete explanation of how this cricket tournament works from this official domain. ... The Australian cricket team poses for photographers with Cricket World Cup trophy after defeating India in the finals at ...�
�
3. URL: http://www.keralapolitics.com/ (from “kerala politics” set with 6 inlinks)


D: kerala politics kerala government departments kerala politics features political history parties former and current ministries poll


G: A site on politics of Kerala, current and former governments, and events


A: Keralapolitics.com-An exclusive site on politics of Kerala,Current Ministry,FormerMinistry,Events ... Historical movements that influenced Kerala Politics, influence of regional, linguistic, religious ...


H: Information about Kerala politics, government, ministers, political parties and other public departments�
�
4. URL: http://www.roadahead.com/ (from “bill gates” set with 11 inlinks)


Title: Bill Gates: The Road Ahead


D: the road ahead the homepage of gates’ 1996 book. the road ahead book by gates first published in 1996 reviews contents and information about second edition


G: Book by Gates, first published in 1996. Reviews, contents, and information about the second edition


A: The Road Ahead Explore The Road Ahead Kids on The Road Ahead Tools for The Road Ahead Credits Penguin Publishing This site is best viewed with Microsoft Internet Explorer 3.0, in thousands+ colors .


H: Computer guru, multi-billionaire and co-founder of Microsoft promotes his book, "The Road Ahead."�
�
5. URL: http://www.microsoft.com/billgates/ (from “bill gates” set with 10 inlinks)


Title: Bill Gates’ Web Site


D: official Microsoft bill gates let bill gates tell you what billgates is all about you should compare that to.. bill gates had his personal wealth soar over 100 billion dollars and then drop to 55 billion….


G: No description


H: Bill Gates' Web Site ... to help people realize their full potential.". Bill Gates, 2003 International Consumer Electronics Show Keynote�
�
6. URL: http://www.zpub.com/un/bill/ (from “bill gates” set with 10 inlinks)


Title: The “Unofficial” Bill Gates


D: the unofficial bill gates with quite a lot of jokes at his expense..the unofficial bill gates I think which one you will like better no visit to bills web page is complete without stopping and reading…


G: No description


A: Bill Gates Bill Gates Microsoft unofficial billion dollars Windows DOS Melinda French Apple Secret Diary Computer industry house Lake Washington gossip 1996 1997


H: Bill Gates Bill Gates Microsoft unofficial billion dollars Windows DOS Melinda French Apple Secret Diary Computer industry house Lake Washington gossip 1996 1997 ... William H. (Bill) Gates - Chairman and chief executive officer of Microsoft. ...�
�
As can be seen from the test results above, the descriptions by this algorithm compete well with (and perhaps, in some cases even performs better than) descriptions provided by the acclaimed search engines. All of the search engines used here include a few lines about the page along with the page URL, but only Google provides a sentence of information under the heading description in addition to extracts about the page. But Google does not provide descriptions for all the pages that it lists as in the case of  test cases 5 and 6 in the above table.





7. Conclusions and comments





For a realistic evaluation of test results, the results have to be subjected to evaluation by human subjects. But such an evaluation was not applied here. Broadly, the results by this description generator algorithm seem to describe the page in a good manner. The algorithm is seen to consistently perform better than those by HotBot and AltaVista at the first look. Google descriptions provide tough competition and it has to be admitted that Google provides better descriptions in cases such as test #1 & #3. But Google does not provide descriptions to all the pages that it lists as observed in Section 6. Further, some of the descriptions by the algorithm seem to be too large that breaking them up into smaller phrases or sentences would have aided the idea of providing maximum information using minimum words. Such techniques have to be studied in detail.


This algorithm works using the descriptions provided to pages by pages that link to the former. In cases of narrow topic queries, the good authorities [7] may deal with more topics than the query subject itself. In such cases, the pages linking to them would list descriptions about the query topic and other topics that the page handles. Thus, there is every chance that the descriptions for pages in narrow topic queries would provide a general overview of the page rather than describing the amount of information that the page contains about the query topic which is what the user expects. Such probable deteriorations in the performance of this algorithm on narrow topic queries would have to be subjected to further studies.


This algorithm uses the pages that link to a particular page and hence is naturally compatible to the HITS [7] algorithm. The HITS algorithm iterates by adding to the authority score of a page, the hub scores of all the pages that link to it and vice versa. Thus identification of pages that link to a given page is an unavoidable phase in HITS and such an operation would require scanning each page for links. During such scans for links, information for the description generator can be extracted and thus the usage of the description generator does not necessitate an additional pass over the web pages and so usage of the description generator does not slow the process by a significant amount of time. Whether this description generator can be embedded in other search algorithms should be subjected to further studies. 


This algorithm is not dependent on the language of the web page but certain issues have to be considered. Languages like Hebrew are written from right to left, and so the anchors occur at the right end of the paragraph rather than the left end as observed by [3]. Thus care has to be taken while scanning documents in such languages so that the first sentence of the paragraph is not discarded.
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