Handout of Introduction to database prepared by Deepak Gaur, Lecturer, Department of IT


Definition of Data:

Data is a raw fact which can be any number, figure, or image. 

For example 
45 is a data as 45 is a number but does not give any information.

45 may be house number.

45 may be marks of the student in DBMS.

45 may be salary of any worker.

45 may be age of any employee in Salalah College of Technology.

Definition of Information:

Information is processed data instead of raw fact. It will surely give meaning full information about any event, person, etc.

For example:

The average age of employee in Salalah College of Technology is 45.

Marks of Abdul in DBMS are 45.

House number of Abdullah is 45.

Definition of Database:

Database is a collection of INTERRELATED data. Interrelated means all the data must have the same nature and must have a relationship about the common entity.

For Example:

Data 1 belongs to student.

Data 2 belongs to hospital.

Data 3 belongs to reservation status.

Here the collection of data1, data2, and data3 is not referred as database (as the data is not related) since database is not the collection of data but it is the collection of INTERRELATED data only.

For Example:

Data 1 belongs to student.

Data 2 belongs to student.

Data 3 belongs to student.

Here the collection of data1, data2, and data3 will surely refer as database as all the data belong to the same entity as student.
Example of student database:

	Student ID
	Name
	Dept.
	Course
	Grade

	1001
	Abdul
	IT
	DBMS
	3.0

	1002
	Salim
	IT
	Logic Design
	2.9

	1003
	Abdullah
	IT
	Networks
	3.1


Definition of DBMS

A database management system consists of the collection of interrelated data & a set of programs to access those data elements. 
The collection of data, usually referred to as the database, contains information about one particular enterprise. 
The primary goal of a database management system is to provide an environment, which is convenient & efficient to use in retrieving and storing database information.

The database system must provide for the safety of the information stored, despite system crashed or any attempts to unauthorized access.

Keeping organizational information in a file processing system has a number of major disadvantages:
1. Data redundancy & inconsistency.

2. Difficulty in accessing or retrieving the data.

3. Data integrity problem

4. Atomicity problems.

5. Concurrent excess problems

6. Problems related to the security of data
Advantages of DBMS (Database Management System):

1. Controlling redundancy 

2. Restricting unauthorized access

3. Providing persistent storage for Program Objects

4. Providing storage structure for efficient query programming

5. Providing Backup & Recovery mechanism

6. Providing Multiple User Interface

7. Representing complex relationship among data items

8. Enforcing Integrity Constraints

9. Providing flexibility in report generation

10. Reduced application development time

11. Economic compare to conventional method, if the size of database is significantly large

12. Availability of up to date

13. Modification is simples compare to conventional file system

Exercise: Make a comparison chart which compared the basic 

attributes of DBMS with conventional files system. 

  Solution: 

Similarity
· DBMS as well as conventional files system both provides backup and permanent storage.

· We can provide authorized access in DBMS using password and by keeping permanent files in lockers.

· Modification is possible in both DBMS as well as in conventional files system.

· We can provide efficient storage system structure in DBMS using query program and by using Index in conventional files.

Difference

	DBMS
	Conventional files sys.

	Full control on redundancy
	No control on redundancy

	Restricts unauthorized access
	We cannot restrict on unauthorized access

	Provides persistent storage for program objective.
	We cannot provide persistent storage.

	Provides storage system structure efficient
	We have to search page by page we

	Query processing
	Cant use any query processing

	Providing backup & recovery mechanism
	There is no recovery Mechanism 

	Provides multiple users interface
	Provides single user interface

	Represents complex relationship among data items 
	No relationship among data items.

	Enforces integrity constraints 
	Integrity constraints not possible

	Provides flexibility in report generation
	No flexibility in report generation 

	Up to date information is available 
	Up to date information is not available at all the times

	Modifications is simple 
	Modification is complex


View of Data 

A major purpose of a database system is to provide users with an abstract view of the data. That is, the system hides certain detail of how the data are stored and maintained.
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Data Abstraction
Data Abstraction represents the view of the data and hides all the unnecessary details from the user of the database management system. In other words, data abstraction only passes relevant information to the concerned user and hides all the unnecessary details from the user.
Three Level of Abstraction

Physical Level (Lowest level of abstraction)
Logical level (Middle level of abstraction)
View level (Highest level of abstraction)
Physical Level:

The lowest level of Abstraction describes how the data are actually stored. At this level, complex low-level data structures are described in detail.

Logical Level:

The next higher level of abstraction describes what data are stored in the database, and what relationship exists among those data.

The entire database is described in terms of a small number of relatively simple structures. Database Administration (DBA), who must decide what information is to be kept in the database, uses the logical level of abstraction.
View Level:
The highest level of Abstraction describes only part of the entire database. Many were in the database system will not be concerned with the complexity of database. Instead, such users need to access only a part of the database. So that there interaction with the system is simplified.

Instances of Schemas

The collection of information stored in the database at a particular moment or time is called an instance of the database. The overall design of the database is called the database Schema.

Database System has several schemas

Physical Schema (Lowest level of schema)
Logical Schema (Intermediate level of schema)
Subschema (Highest level)
At the Lowest level is the physical schema, at the intermediate level is the logical schema; and at the highest level is a subschema.

In general, database system supports one physical Schema, one logical Schema, and several sub Schemas.
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Diagram of Three Level Schema Architecture

Data Independence

The ability to modify a schema definition in one level without affecting a Schema definition in the next higher level is called Data Independence.
Two types of data independence are present as:
Physical Data Independence

Logical Data Independence
Physical Data Independence is the ability to modify the physical Schema without causing application programs to be rewritten. Modifications at the physical level are necessary to improve performance.
Logical Data Independence is the ability to modify the logical Schema without changing the low level data structures. Modification at the logical level is necessary whenever the logical structure of the database is altered.

Logical data independence is more difficult to achieve than is physical data independence, since application programs are heavily dependent on the logical structure of the data that they access.
Types of users

1. Database administrates (DBA)

2. Database designer

3. System Analyst and Application Programmer

4. End users

End Users have several sub categories as:
i) Sophisticated end users.   

ii) Standalone end users

Database Administrator:

· Is responsible for authorizing access to the database.

· Co-coordinating & monitoring of database.

· Acquiring software & hardware resources, this is needed for proper functioning of the database.
Database Designer

The Database Designer is responsible for identifying the data to be stored in the database and for choosing appropriate data structures to represent and store the data.

System Analyst and Application Programmer

System analyst is responsible to conduct the system study for the further development of the system. Application programmer is responsible to develop the applications according to the user requirements. User requirements also be collected by the system analyst and then also checked for the feasibility.
End Users

End users are the users who work on the applications and software’s developed by the application programmers and the system analyst.

End users may be of two categories:
Sophisticated End Users:

These users work on the specially designed applications as whether forecasting applications, banking systems, library systems and all these applications are custom build according to their specific requirements.

Standalone End Users:
These users work on the available software or applications packages. These packages are not custom build according to their requirements as Data entry operator in any organization who uses word processing applications, accounts manager who user financial management applications etc.

Overall System Structure

The database System is partitioned into modules that deal with each of the responsibilities of the overall system. The computer’s Operating System may provide some at the functions of the database system.

The functional components of a DBMS can be broadly divided into Query Processors & Storage Manager components.

QUERY PROCESSOR COMPONENTS

(1) DML Compiler, which translates DML statements in a query language into low-level instructions that the query evaluation engine understands.
(2) Embedded DML Pre-Compiler that converts DML statements embedded in an application program to normal procedure calls in the Host language.
(3) DDL Interpreter, which interpreter DDC statements and records them in a set of table containing metadata. 

(4) Query Evaluation Engine, which executes low-level instructions generated by the DML compiler.

The Storage Manager components provided the interface between the low-level data stored in the database and the application program and queries submitted to the system.

Storage manager Components

(1)
Authorization & integrity managers, which tests for the satisfaction of integrity confront and checks the authority of uses to access data.

(2)
Transaction Manager, which ensures that the database remains in a consistent (correct) state despite system failure.

(3)
File Manager, which manager the allocation of space on disk storage and the data structure used to represent information stored on disk.
(4)
Buffer Management, which is responsible for fetching data from disk storage into main memory, and deciding what data to cache in memory.

In addition, several data structures

(1) Data files, which store the data itself.
(2) Data Dictionary, which stores metadata about the structure of the database. The data dictionary is used heavily.
(3) Indices, which provide fast access to data items, which hold particular values.
(4) Statistical data, which store statistical information about the data in the database.
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Diagram of Overall System Architecture

Data Base Language

DDL - to specify the database Schema.

DML - to express database queries and updates.
DDL: - A database scheme is specified by a set of definition expressed by a special language called a DDL (Data Definition Language). The result at compilation of DDL statements is a set of tables that is stored in a special file called data dictionary, a data direction.
DML: - by Data Manipulation Language, we mean

(1) The retrieval of information stored in the database.

(2) The insertion of new information into the database.

(3) The deletion of information from the database.

(4) The modification of information stored in the database.

DML is a language that enables users to access as manipulate data as organized by the appropriate data model.

Procedural DML (require by user to specify what data are needed and how to get those data)

Non-procedural DML (require by user by specify what data are needed without specifying how to get those data)
Data Base Administrator (Basic functions)

(1) Schema Definition The DBA creates the original database Schema by combining a set of definition that is translated by the DDL compiler to a set of tables that is stored permanently in the data dictionary.

(2) Storage structure & Access – method definition The DBA creates appropriate storage structure and access methods by writing a set of definition, which is translated by the data-storage and data – definition – language compiler.
(3) Schema & physical organization modification 

(4) Granting of authorization for data access The granting of different types of organization allows the database administrator to regulate which parts of the database various users can access. The authorization is kept in a special system structure that is consulted by the database system whenever access to the data is attempted in the system.
(5) Integrity – constraint specification The data values stored in 

the database must satisfy certain consistency constraints, must be specified by the DBA the integrity constraints are kept in a special system structure that is consulted by a database system whenever updates takes place in the system.
Data Models

Data Model is a collection of conceptual tools for describing data, data relationships, data semantics, and consistency constraints.

Two Major categories of data Models are:

1. Logical Model

2. Physical Model

Logical Model can be further subdivided into two categories as:

(1) Object-Based logical model 

(2) Record based logical model

Object based logical Model 

Object based logical models are used in describing data at the logical & view level. They are characterized by the fact that they provide fairly flexible structuring capabilities and allow data. Constraints to be specified explicitly in Object based logical models.

Object based logical model can be further subdivided into four categories as:

(1) The E-R model

(2) The O-O model

(3) The semantic Model

(4) The functional data model

1. The E-R Model 

This model is based on a perception of a real world that consists of a collection of basic objects, called entities, and of relationship among these objects.

Entities are described in a database by a set of attribute. A set of all entities of the same type, and the set of all relationship of the same type are referred as entity set and relationship set.

In addition to entities & relationships, the E-R model represents certain Constraint to which the content of the database must contain.

The overall logical structure of a database can be expressed graphically by an E-R diagram, which is built up from the following component:

Rectangles – which represent entity set

Ellipse – which represent attributes

Diamonds – which represent relationship among entity set

Line – which link attributes to entity set and Entity set to relationship.

An algorithm for an ER diagram

1) Read the problem carefully.

2) Identify the meaningful entity. 

3) Identify the basic attributes.

4) Associated each & every entity.

5) Identify the relationship among the previously identifying entities.
6) Connect attributes to there respective entities & establish a relationship with the help of linker.
2. The Object-Oriented (0-0) Model

This is based on a collection of objects. An object contains Values stored in instance variable with in the object. An object also contains bodies of code that operate on the object. These bodies of code are collect methods.

Objects that contain the same types of values and the same methods grouped together into classes. A class may be viewed as a type definition for objects.

The only way in which are object can access the data of another object is by invoking a method of that other object. This action is called sending a message to the object.

Record Based Logical Model

These models are used in describing data at the logical & view level. In contrast to object based data models, they are used both to specify the overall logical structure of the database and to provide a higher-level description of the implementation.

The main models under this category are

(1)
Relational model

(2)
Network

(3)
Hierarchical

1. Relational Model

The relational model uses a collection of tables to represent both data and the relationships among those data. Each table has multiple columns, and each column has a unique name.

2. Network model

Data in the network model are represented by collection of records, and relationships among data are represented by links, which can be viewed as pointers. The records in the database are organized as collection of arbitrary graphs.

3. Hierarchical Model

The Hierarchical model is similar to the Network model in the sense that data and relationship among data are represented by record and links, respectively. It differs from the network model in that the records are organized as collection trees rather than arbitrary graphs.

Differences among the Model

The relational model differs from the network & hierarchical model in that it does not have pointers as links. Instead, the relational model relates records by the values that they contain.

Physical Data Model 

This is used to describe data at the lowest level. In contrast to logical data models, there are few physical data models in use.

(1)
Unifying Model

(2)
Frame memory model.

An Introduction to Relational Database

In such a system

(1)
Structural aspect: The data in the database is perceived by the user as tables,

(2)
Integrity aspect: Those tables satisfy certain integrity constraints.

(3)
Manipulative aspect: The operations available to the user for manipulating those tables.

Briefly, the relational model consists of following components

(1)
An open-ended collection of SCALAR TYPES.

(2)
A RELATION TYPE GENERATOR and an intended interpretation for such generated type.

(3)
Facilities for defining RELATION VARIABLES of such generated type.

(4)
A RELATIONAL ASSIGNMENT operation for assuming values to such variables.

(1)
An open-ended collection of generic RELATIONAL OPERATORS for deriving relation values from other relation values.

TRANSACTIONS:

(1) 
GUARANTEED TO BE ATOMIC

(2)
GUARANTEED TO BE DURABLE

(3)
GUARANTEED TO BE isolated FROM ONE ANOTHER (T1& T2)

(4)
GUARANTEED TO BE SERIALIZABLE (in the sense that it produces the same result, as executing those same transactions is at a time in same unspecified serial order)

Codd’s Rules:

Rule 1 

For a system to qualify as RELATIONAL DATABASE MANAGEMENT system, that system must use its relational facilities (exclusively) to MANAGE the DATABASE.

Rule 2. The Information representation rule

The information rule simply requires all information in the database to be represented in one and only one way, namely by values in column positions within rows of tables.

Rule 3. The guaranteed access rule

This rule is essentially a restatement of the fundamental requirement for primary keys. It says that every individual scalar value in the database must be logically addressable by specifying the name of the containing table, the name of the containing column and the primary key value of the containing row.

Rule 4. Systematic treatment of null values.

The DBMS is required to support a representation of “missing information and inapplicable information” that is systematic, distinct from all regular values (for example, “distinct from zero or any other number,” in the case of numeric values), and independent of data type. It is also implied that such representations must be manipulated by the DBMS in a systematic way.

Rule 5. Active on line catalog based on the relational model.

The system must support a least one relational language that

(a) Has a linear syntax.

(b) Can be used interactively and within application programs, and 

(c) Supports data definition operations (including view definitions), data manipulation operations (update as well as retrieval), security and integrity constraints, and transaction management operations (begin, commit, and rollback.)

Rule 6. The view-updating rule

All views that are theoretically updateable must be updateable by the system.

Rule 7. High-level Insert, Update, and Delete.

The system must support set-at-a-time INSERT, UPDATE, & DELETE operators.

Rule 8. Physical data Independence

Self-explanatory.

Rule 9. Logical data independence 

Self-explanatory

Rule 10. Integrity Independence

Integrity constraints must be specified separately from application programs and stored in the catalog. It must be possible to change such constraints as and when appropriate without unnecessarily affecting existing applications.

Rule 11. Distribution Independence 

Existing applications should continue to operate successfully

(a)
When a distributed version of the DBMS is first introduced.

(b)
When existing distributed data is redistributed a around the system.

Rule 12. The non-subversion rule

If the system provides a low-level (record-at-a-time) interface, then that interface cannot be used to subvert the system (e.g.) bypassing a relational security or integrity constraint.
The Relational Data Model
Brief Description of Common SQL data Types

	Data Type
	Description

	Char(L)
	For fixed length text entries. Each column value using the CHAR contains the maximum numbers of characters (L) even if the actual length is shorter. Most DBMS have an upper limit on the length (L) such as 255.

	VARCHAR(L)
	For variable-length text. Column value using VARCHAR contains only the actual number of characters not the maximum length as for the CHAR column. Most DBMS have an upper limit on the length (L) such as 255.

	FLOAT(P)
	For columns containing numeric data with a floating precision. The precision parameter P indicates the number of significant digits.

	DATE/TIME
	For columns containing dates and times. 

	DECIMAL(W,R)
	For column containing numeric data with a fixed precision. The W value indicates the total number of digits and the R value indicates the number of digits to the right of the decimal point. This data type is also called NUMERIC in some systems.

	INTEGER
	For column containing the whole numbers (i.e. numbers without the decimal point)

	BOOLEAN
	For columns containing data with two values such as true/false or yes/no.


CREATE TABLE Statement:

A create table statement can be used to define the heading part of a table. Create Table is a statement in the SQL.

For Example:

Example of student database:

	Student ID
	Name
	Dept.
	Course
	Grade

	1001
	Abdul
	IT
	DBMS
	3.0

	1002
	Salim
	IT
	Logic Design
	2.9

	1003
	Abdullah
	IT
	Networks
	3.1


CREATE TABLE Student





(
Student_ID


INTEGER,






Name



VARCHAR(30),






Dept



CHAR(4),






Course


VARCHAR(30),






Grade


DECIMAL(5,2)
)

Connections among Tables:
To understand the relational database, connections or relationships among tables also must be understood. The rows in a table are usually related to rows in other tables. Matching (identical) values show relationships between tables.

For Example:

Consider the three tables as 

1. Student

2. Enrollment

3. Offering

STUDENT Table:
	Std_No
	Std_Last_Name

	1001
	Abdul


ENROLLMENT Table:

	Std_No
	OfferNo

	1001
	1234


OFFERRING Table:
	OfferNo
	CourseNo

	1234
	IS320


Here in the above example, the three tables are related to each other. Table 1 and Table 2 are related with the Std_No whereas Table 2 and table 3 are related with OfferNo.

Integrity Rules:

This section describes two important integrity rules (entity integrity and referential integrity).
Definitions:

Entity Integrity means that each table must have a column or combination of columns with unique keys. Unique means that no two rows of a table have the same value.

Referential Integrity means that the values of column in one table must match the values of columns in other table. For example, the value of Std_No I each row of the Enrollment Table must match the value of Std_No in some row of the Student Table. Referential integrity ensures that a database contains valid connections.

Important Definitions:

Superkey: a column or combination of columns containing unique values for each row. The combination of every column in a table is always a superkey because rows in a table must be unique.

Candidate key: a minimal superkey. A superkey is minimal if removing any columns makes it no longer unique.

Null Value: a special value that represents the absence of actual value.
Primary Key: a specially designated candidate key. The primary key for a table cannot contain null values.

Foreign key: a column or combination of columns in which the values must match those of candidate key, a foreign must have the same data type as its associated candidate key.

Applying the Integrity Rules:

Example of Primary Key:

CREATE TABLE Student





(
Student_ID


INTEGER,






Name



VARCHAR(30),






Dept



CHAR(4),






Course


VARCHAR(30),






Grade


DECIMAL(5,2),

CONSTRAINT PKStudent PRIMARY KEY (Student_Id)



)

Example of Primary key and Unique Key:

CREATE TABLE Course





(
CourseNo


CHAR(6),






CrsDesc


VARCHAR(250),






CrsUnits


INTEGER,

CONSTRAINT PKCourse PRIMARY KEY (CourseNo),

CONSTRAINT UniqueCrsDesc UNIQUE (CrsDesc)


)

Example of Primary key and Foreign Key:

CREATE TABLE Enrollment





(
OfferNo


INTEGER,






Student_Id


INTEGER,






EnrGrade


DECIMAL(3,2),

CONSTRAINT PKEnrollment PRIMARY KEY (OfferNo, Student_Id),

CONSTRAINT FKOfferNo
FOREIGN KEY (OfferNo) REFERENCES Offerrings,

CONSTRAINT FKSdutent_Id FOREIGN KEY (Student_Id) REFERENCES Student





)

Delete and Update actions for Referenced Rows:

For each referential integrity constraint, you should carefully consider actions on referenced rows in parent table of 1-M relationships. A row is referenced if there are rows in a child table with foreign key values identical to the primary key value of the parent table row. 

Deleting a referenced row: What happens to related rows (that is, rows in the child table with the identical foreign key value) when the referenced row in the parent table is deleted?

Updating the primary key of a referenced row: What happens to related rows when the primary key of the referenced row in the parent table is updated?

Actions on referenced rows are important when changing the rows of the database.

Possible Actions:

There are several possible actions in response to the deletion of a referenced row or the update of the primary key of a referenced row. The appropriate action depends on the tables involved. The following list describes the actions and provides examples of usage.

Restrict: Do not allow the action on the referenced row.

Cascade: Perform the same action (Cascade the action) to related rows.

Nullify: Set the foreign key of the related rows to NULL. The nullify actions is not permitted (or valid) if the foreign key does not allow NULL values. 

Default: Set the foreign key of related rows to its default values.
The delete and update actions can be specified in SQL using the ON DELETE and ON UPDATE clause. These clauses are added as part of the foreign key constraints. For example the revised CREATE TABLE statement for the Enrollment Table shows ON DELETE and ON UPDATE clauses for the Enrollment Table. The RESTRICT keyword means restrict (the first possible action). The keyword CASCADE, SET NULL, and SET DEFAULT can be used to specify the second through fourth options, respectively.

Example on Delete and Update actions for Referenced Rows:

CREATE TABLE Enrolment

(

OfferNo
INTEGER NOT NULL,

StdSSN
CHAR(11) NOT NULL,

EnrGrade
DECIMAL(3,2),

CONSTRAINT PKEnrollment PRIMARY KEY (OfferNo, StdSSN),

CONSTRAINT FKOfferNo FOREIGN KEY (OfferNo) REFERENCES Offering 



ON DELETE RESTRICT



ON UPDATE CASCADE,

CONSTRAINT FKStdSSN FOREIGN KEY (StdSSN) REFERENCES Student 



ON DELETE RESTRICT



ON UPDATE CASCADE)

Before finishing this section, you should understand the impact of referenced rows on insert operations.  A referenced row must be inserted before its related rows.

Operators of Relational Algebra:

1. Restrict (Select) and Project Operators

2. Extended Cross Product Operator

3. Join Operator (Natural Join and Outer Join)
4. Union, Intersection and Difference Operator

Restrict and Project operator:
The restrict and project operators produce subsets of a table. They produce an output table that is a subset of an input table. Restrict produces a subsets of rows, while project produces a subsets of columns. Restrict uses a condition or logical expression to indicate what rows should be retained in the output. Project uses a list of column names to indicate what columns to retain in the output.
Restrict and Project is often used together because tables can have many rows and columns.

Extended Cross Product Operator:

The extended cross product operator can combine any two tables. Other table combining operators have conditions about the tables to combine. The product of two tables is a new table consisting of all possible combinations of rows from the two input tables.

Example:

Faculty Table

	Facssn

111-11-1111

222-22-2222

333-33-3333


Student table

	Stdssn

444-44-4444

555-55-5555

666-66-6666


Faculty PRODUCT Student

	Facssn
	Stdssn

	111-11-1111
	444-44-4444

	111-11-1111
	555-55-5555

	111-11-1111
	666-66-6666

	222-22-2222
	444-44-4444

	222-22-2222
	555-55-5555

	222-22-2222
	666-66-6666

	333-33-3333
	444-44-4444

	333-33-3333
	555-55-5555

	333-33-3333
	666-66-6666


Natural Join Operator
Join is the most widely used operator for combining tables. Because most databases have many tables, combining table is important. Join differs from cross product because join requires a matching condition on rows of two tables. 

The natural join operator, a specialized kind of join, is the most common join operation. In a natural join operation, the join condition is equality, one of the join columns is removed, and the join columns have the same unqualified name.
Example:

Faculty Table:
	Facssn
	Facname

	111-11-1111
	A

	222-22-2222
	B

	333-33-3333
	C


Offering Table

	Offerno
	Facssn

	1111
	111-11-1111

	2222
	222-22-2222

	3333
	111-1-1111


Faculty NATURAL JOIN Offering
	Facssn
	Facname
	Offerno

	111-11-1111
	A
	1111

	222-22-2222
	B
	2222

	111-11-1111
	A
	3333


Outer Join Operator

The result of the join operation includes the rows matching on the join condition. Sometimes it is useful to include both matching and non matching rows. The outer join operator provides the ability to preserve non matching rows in the result as well as to include the matching rows.

Example:

Faculty Table:
	Facssn
	Facname

	111-11-1111
	A

	222-22-2222
	B

	333-33-3333
	C


Offering Table

	Offerno
	Facssn

	1111
	111-11-1111

	2222
	222-22-2222

	3333
	111-1-1111


Faculty OUTER JOIN Offering

	Facssn
	Facname
	Offerno

	111-11-1111
	A
	1111

	222-22-2222
	B
	2222

	111-11-1111
	A
	3333

	333-33-3333
	C
	--------


Union, Intersection, and Difference Operators:
A union operation retrieves all the rows in either table. An intersection operation retrieves just the common rows. A difference operation retrieves the rows in the first table but not in the second table. 

Example of Union, Intersection, and Difference Operators:

Student1 Table
	Student ID
	Name
	Dept.
	Course
	Grade

	1001
	Abdul
	IT
	DBMS
	3.0

	1002
	Salim
	IT
	Logic Design
	2.9

	1003
	Abdullah
	IT
	Networks
	3.1


Student2 Table

	Student ID
	Name
	Dept.
	Course
	Grade

	1001
	Abdul
	IT
	DBMS
	3.0

	1004
	Deepak
	BUSS
	HR
	2.9

	1005
	Pankaj
	ENGG
	POWER
	3.1


Student1 UNION Student2

	Student ID
	Name
	Dept.
	Course
	Grade

	1001
	Abdul
	IT
	DBMS
	3.0

	1002
	Salim
	IT
	Logic Design
	2.9

	1003
	Abdullah
	IT
	Networks
	3.1

	1004
	Deepak
	BUSS
	HR
	2.9

	1005
	Pankaj
	ENGG
	POWER
	3.1


Student1 INTERSECTION Student2

	Student ID
	Name
	Dept.
	Course
	Grade

	1001
	Abdul
	IT
	DBMS
	3.0


Student1 DIFFERENCE Student2
	Student ID
	Name
	Dept.
	Course
	Grade

	1002
	Salim
	IT
	Logic Design
	2.9

	1003
	Abdullah
	IT
	Networks
	3.1


STRUCTURED QUERY LANGUAGE
SELECT Statement Syntax:
The SELECT statement supports data retrieval from one or more tables. The format of SELECT statement is as follows:

SELECT <list of columns> 

FROM <List of tables>

WHERE <List of row condition connected by logical operator>

GROUP BY <List of grouping columns>

HAVING <List of group conditions connected by logical operators>

ORDER BY <List of sorting specifications>

Examples:
Student Table

	Student ID
	Name
	Dept.
	Course
	Grade

	1001
	Abdul
	IT
	DBMS
	3.0

	1002
	Salim
	IT
	Logic Design
	2.9

	1003
	Abdullah
	IT
	Networks
	3.1

	1004
	Deepak
	BUSS
	HR
	2.9

	1005
	Pankaj
	ENGG
	POWER
	3.1


1. Give the name of the students who are in IT Dept.

SELECT Name FROM Student WHERE Dept=’IT’;
2. Give the Student Id and Name of the students who have Grade more than 2.9.

SELECT Student Id, Name FROM Student WHERE Grade > 2.9;

INSERT Statement Syntax:
INSERT INTO TableName (ColumnNames) VALUES (Constants)

UPDATE Statement Syntax:

UPDATE TableName SET <Column-Assignment> WHERE <Row-Condition>

DELETE Statement Syntax:

 DELETE FROM TableName WHERE <Row-Condition>
Introduction to Normalization

Normalization (to reduce the redundancy)

Level of normalization

Third normal form: - A relvar is in 3NF it and only if the non-key attributes (if any) are

(a)
Mutually independent.

(b)
Irreducible dependent on the primary key

Non-key attribute is any attribute that does not participate in the primary key of the relvar concerned.

Two or more attributes are mutually independent if none of them is functionally dependent on any combination of the other. Such independence implies that each such attribute can be updated independently of all the rest.

Second Normal Form

A relvar is in 2NF if and only if it is in INF and every non-key attribute is irreducibly dependent on the primary key.

Third Normal term

A relvar is in 3NF if and only if it is in 2NF and every non-key attribute is non-transitively dependent on the primary key.

BYCE / CODD normal form: -

A relvar is in BCNF if and only if the only determinant is candidate key.





Or

In other words, the only arrow in the FD diagram is a arrow out of candidate key.

CANDIDATE KEY

Let k be a set of attributes of relvar R-then K is a candidate key for, R if and only if it possesses both of the following properties: -

(a)
Uniqueness: No legal Value of R ever contains two distinct tuple with the same value fork.

(b)
Irreducibility: No proper subset of K has the uniqueness properly.

Multi Valued Dependencies

Let R be a relvar, and let A, B and C be subsets of the attributes of R. Then we say that B is multi-dependent on A – in symbol.

A (( B

If and only if, in every possible legal value of R, the set of B values matching a given (A value, C value) pair depends only on A value and is independent of the C value.

R <A,B,C>

The MVD A (( B holds if and only if A (( C holds.

MVD always go in pairs in this way. For this reason, it is common to represent them both in one statement, thus;

A((B / C.

Fourth Normal Form

Relvar R is in 4NF if and only if, whenever there exist subsets A and B of the attributes of R such that the nontrivial MVD A ((B is satisfied, then all attributes of R are also functionally dependent on A.

AN MVD A (( B is trival it either A is superset of B as the union of A and B in the entire heading.

Join Dependencies

Let R be the Relvar, and let A, B, -- , Z be subset of the attributes of R. Then we say that R satisfies the JD.

*(A,B, ---, 2)

(Read star A, B, -- , Z)

If and only if very possible legal value of R is equal to the join of its projections on





A, B, --- Z.

Fifth Normal terms

A relvar R is in 5NF – also called projection – join normal form (PJ/NF)  if and only if every nontrivial* Join dependency that holds R is implied by the candidate key of R.

* The JD * (A, B, -- ,Z) is trival if and only if one of the projection A,B, -- ,Z is the identity projection of R.

FUNCTIONAL DEPENDENCIES

Definition: 

Let r be the relation, and let x and y be the arbitrary subset of the set of attributes of r. then we say that Y is functionally dependent on x – in symbol.

X ( Y

(Read x functionally determines y) –

If and only if each x value in r has associated with it precisely one y value in r 

In other words

Whenever two tuples of r agree on their x value, they also agree on their Y value.

Example (SCP Relation)

	S #
	City
	P #
	QTY

	S1
	London
	P1
	100

	S1
	London
	P2
	100

	S2
	Paris
	P1
	200

	S2
	Paris
	P2
	200

	S3
	Paris
	P2
	300

	S4
	London
	P2
	400

	S4
	London
	P2
	400

	S4
	London
	P5
	400


One FD : - ( { S#} ( {City}

Because every tuple of that relation with a given S# value also has the same city value.

The left and right hand side of an FD are sometimes called determinant and the dependents respectively.

Exercise (Check whether following relation satisfy FD as not)

(1) < S#, P# >, ( <QT4>

(2) <S#, P#> ( <City>

(3) < S#, P#> ( <City, QT4>

(4) S#, P#> ( <S#>

(5) <S#, P#> ( <S#, P#, QTU, City>

(6) <OTY> ( <S#>

(Extended definition over basic one)

Let R be the relation variable, and let x and y be arbitrary subset of the set of attributes of R. Then we says that Y is functionally dependent on x – in symbol.

X ( Y

(Read x functionally determines y)

If and only if, in every possible legal value of R, each x value has associated with it precisely one y value

Or in other words

In every possible legal value of R, whenever two tuple agree on their X values, they also agree on their Y value.

TRIVAL & NON-TRIVAC DEPENDENCIES

One-way to reduce the size of the set of FD we need to deal with is to eliminate the trival dependencies.

An FD is trival if and only if the right hand side is a subset of the left hand side.

e.g. <S#, P#> ( <S#>. (Trival)

Nontrivial dependencies are the one, which are not trival.

CLOSURE of a set of dependencies:

The set of all FDs that are implied by a given set S of FDs is called the closure of S, denoted by S+

So we need an algorithm which compute S+ from S.

Let A,B, and C be arbitrary subsets of the set of attributes of the given relation R (Armstrong rules).

(1) Reflexivity: if B is a subset of A, then A ( B.

(2) Augmentation: if A ( B then AC ( BC

(3) Transitivity: it A ( B and B ( C then A ( C.

(4) Self – determination:  A ( A.

(5) Decomposition: If A ( BC, then A(B, A(C.

(6) Union: it A ( B and A ( C, then A ( BC

(7) Composition: if A ( B, C ( D then AC ( BD.

(8) If A ( B and C ( D, then

All (C – B) ( BD

Now we define a set of FD to be irreducible as minimal; if and only if it satisfies the following three properties.

(1)
The right hand side of every FD in S involve just one attribute (i.e., it is a singleton set)

(2)
The left hand side of every FD in S is irreducible in turn meaning that no attribute can be discarded from the determinant without changing the CLUSURE S+.

Example: -

A ( BC,

B ( C

A ( B

AB ( C

AC ( D

We now compute an irreducible set of FD that is equivalent to this given set.

(1)
The step is to rewrite the FD such that each has a singleton right hand side.


A ( B


A ( C


B ( C


A ( B


AB ( C


AC ( D

We observe that the FD A ( B occurs twice. So one occurrence will be eliminated.

2.
Next, attributed C can be eliminated from the left hand side of the FD AC ( D


Because we have A ( C,


By augmentation A ( AC


And we are given AC ( D,


So A ( D by transitivity;


Thus C on the left hand side is redundant.

3.
Next, we observe that the FD AB ( C can be eliminated, because again we have


A ( C


By augmentation AB ( CB


By decomposition AB ( C

4.
Finally, the FD A ( C is implied by the FD A ( B and B ( C, so it can be eliminated.


Now we have 
A ( B





B ( C





A ( D


This set is irreducible.

Example: - 




A ( BC




B ( E




CD ( EF

Show that FD AD ( F for R.

1.
A ( BC (given)

2.
A ( C (1, decomposition)

3.
AD ( CD (2, augmentation)

4.
CD ( EF (given)

5.
AD ( EF (3 & 4, transitivity)

6.
AD ( F (5, decomposition)

CLOSURE of a SET of Attributes: -

Algorithm: -

CLUSURE (Z, S): = Z;

DO “ forever”


For each FD × Y in S


Do;


         if X < CLOSURE [Z, S] /* <= “subset of” */ 


         then CLOSURE [Z,S] : = CLOSURE [Z, Z] U Y;


end;

If CLOSURE [Z, S] did not change on this iteration.

Then leave loop; /* Computation complete */

End;
Example: - 

Suppose use are given R with attributes 

A, B, C, D, E, F, and FDs

A ( BC 

E ( CF

B ( E

CD ( EF

Then compute the closure (A, B) + of the set of attributes <A, under this set of FD’s

1.
We initialize the result CLOSURE [Z, S] to <A, B>

2.
We now go round the inner loop four from times, once for each for the given FDs. An the first iteration (For FD A ( BC), we find that the left hand side is indeed a subset of CLOSURE (Z, S) as computed so for, so we add attributes (B and C) to the result.


CLOSURE [Z, S] is now the set <A, B, C>.

3.
On the second iteration (for FD E ( CF>. we find that the left hand side is not a subset of the result as computed so for, which than remain unchanged.

4.
On the third iteration (For FD B( F), we add E to the closure, which now has the value <A, B, C, E>

5.
On the fourth iteration, (for FD CD ( EF), remains unchanged.

6.
Inner loop times, on the first iteration no change, second, it expands to <AB, C, E, F> third & fourth, no change.

7.
Again inner loop four times, no change, and so the whole process terminates.

SQL - A Relational Database Language

· Data Definition in SQL

· Retrieval Queries in SQL


2.1 Simple SQL Queries

2.2 Aliases, * and DISTINCT, Unspecified WHERE-clause

2.3 Set Operations, Nesting of Queries, Set Comparisons

2.4 The EXISTS function, NULL, Explicit Sets

2.5 Aggregate Functions and Grouping

2.6 Sub-string Comparisons, Arithmetic, ORDER BY

2.7 Summary of SQL Queries

· Specifying Updates in SQL

· Relational Views in SQL

· Creating Indexes in SQL

· Embedding SQL in a Programming Language

· Recent Advances in SQL

Data Definition in SQL

· Used to CREATE, DROP, and ALTER the descriptions of the tables (relations) of a database.

CREATE TABLE:

· Specifies a new base relation by giving it a name, and specifying each of its attributes and their data types (INTEGER, FLOAT, DECIMAL(i,j), CHAR(n), VARCHAR(n)).

· A constraint NOT NULL may be specified on an attribute.

Example:

· CREATE TABLE DEPARTMENT


  (
DNAME
       VARCHAR(10)
NOT NULL



DNUMBER
        INTEGER

NOT NULL




MGRSSN
        CHAR(9)




MGRSTARTDATE    CHAR(9)    );

· One important constraint missing from the CREATE TABLE command is that of specifying the primary key attributes, secondary keys, and referential integrity constraints (foreign keys).

· Key attributes can be specified via the CREATE UNIQUE INDEX command.

· More recent SQL systems can specify primary keys and referential integrity constraints.  
DROP TABLE:

· Used to remove a relation (base table) and its definition.

· The relation can no longer be used in queries, updates, or any other commands since its description no longer exists.

Example:

· DROP TABLE DEPENDENT;
ALTER TABLE:

· Used to add an attribute to one of the base relations.

· The new attribute will have NULLs in all the tuples of the relation right after the command is executed; hence, the NOT NULL constraint is not allowed for such an attribute.

Example:
· ALTER TABLE EMPLOYEE ADD JOB VARCHAR(12);

· The database users must still enter a value for the new attribute JOB for each EMPLOYEE tuple. This can be done using the UPDATE command.
2. Retrieval Queries in SQL

· SQL has one basic statement for retrieving information from a database; the SELECT statement.

· This is not the same as the SELECT operation of the relational algebra.

· Important distinction between SQL and the formal relational model; SQL allows a table (relation) to have two or more tuples that are identical in all their attribute values.

· Hence, an SQL relation (table) is a multi-set (sometimes called a bag) of tuples; it is not a set of tuples.

· SQL relations can be constrained to be sets by using the CREATE UNIQUE INDEX command, or by using the DISTINCT option.

· Basic form of the SQL SELECT statement is called a mapping or a SELECT-FROM-WHERE block.
SELECT
<attribute list>

FROM
<table list>

WHERE
<condition>

· <attribute list> is a list of attribute names whose values are to be retrieved by the query.

· <table list> is a list of the relation names required to process the query.

· <condition> is a conditional (Boolean) expression that identifies the tuples to be retrieved by the query.
2.1  Simple SQL Queries

· Basic SQL queries correspond to using the SELECT, PROJECT, and JOIN operations of the relational algebra.

· All subsequent examples use the COMPANY database.
· Example of a simple query on one relation.

Query 0: Retrieve the birthdate and address of the employee whose name is ‘John B. Smith’.

Q0:  SELECT     BDATE, ADDRESS


   FROM        EMPLOYEE


   WHERE     FNAME=‘John’ AND MINIT=‘B’ AND LNAME=‘Smith’

· Similar to a SELECT-PROJECT pair of relational algebra operations; the SELECT-clause specifies the projection attributes and the WHERE-clause specifies the selection condition.

· However, the result of the query may contain duplicate tuples.


· Query 1: Retrieve the name and address of all employees who work for the ‘Research’ department.


Q1:  SELECT     FNAME, LNAME, ADDRESS


        FROM
    EMPLOYEE, DEPARTMENT


        WHERE     DNAME=‘Research’ AND DNUMBER=DNO

· Similar to a SELECT-PROJECT-JOIN sequence of relational algebra operations.

· (DNAME=‘Research’) is a selection condition (corresponds to a SELECT operation in relational algebra).

· (DNUMBER=DNO) is a join condition (corresponds to a JOIN operation in relational algebra.

· Query 2: For every project located in ‘Stafford’ list the project number, the controlling department number, and the department manager’s last name, address, and birthdate.


Q2:  SELECT     PNUMBER, DNUM, LNAME, BDATE, ADDRESS


        FROM
    PROJECT, DEPARTMENT, EMPLOYEE


        WHERE     DNUM=DNUMBER AND MGRSSN=SSN AND




    PLOCATION=‘Stafford’

· In Q2, there are two join conditions.

· The join condition DNUM=DNUMBER relates a project to its controlling department.

· The join condition MGRSSN=SSN relates the controlling department to the employee who manages that department.
2.2  Aliases, *and DISTINCT, Unspecified WHERE-clause
· In SQL, we can use the same name for two (or more) attributes as long as the attributes are in different relations.

· A query that refers to two or more attributes with the same name must qualify the attribute name with the relation name by prefixing the relation name to the attribute name.

Example:  EMPLOYEE.LNAME or DEPARTMENT.DNAME

ALIASES:
· Some queries need to refer to the same relation twice.

· In this case, aliases are given to the relation name.

Query 8: For each employee, retrieve the employee’s name, and the name of his or her immediate supervisor.

Q8:  SELECT     E.FNAME, E.LNAME, S.FNAME, S.LNAME


   FROM        EMPLOYEE E S


   WHERE     E.SUPERSSN=S.SSN

· In Q8, the alternate relation names E and S are called aliases for the EMPLOYEE relation

· We can think of E and S as two different copies of the EMPLOYEE relation; E represents employees in the role of supervisees and S represents employees in the role of supervisors.

· Aliasing can also be used in any SQL query for convenience.


UNSPECIFIED WHERE-clause

· A missing WHERE-clause indicates no condition; hence all tuples of the relations in the FROM-clause are selected.

· This is equivalent to the condition WHERE TRUE.

Query 9: Retrieve the SSN values for all employees.

    Q9:  SELECT     SSN


       FROM
    EMPLOYEE

· If more than one relation is specified in the FROM-clause and there is no join condition, then the CARTESIAN PRODUCT of tuples is selected.

Example:
   Q10:  SELECT     SSN,DNAME


        FROM         EMPLOYEE, DEPARTMENT

· It is extremely important not to overlook specifying any selection and join conditions in the WHERE-clause; otherwise, incorrect and very large relations may result.
USE OF *:

· To retrieve all the attribute values of the selected tuples, a * is used, which stands for all the attributes.

Examples:

  Q1C:  SELECT    *


        FROM
   EMPLOYEE


        WHERE    DNO=5

  Q1D:  SELECT    *


       FROM
   EMPLOYEE, DEPARTMENT


       WHERE
   DNAME=‘Research’ AND DNO=DNUMBER

USE OF DISTINCT:
· SQL does not treat a relation as a set; duplicate tuples can appear.

· To eliminate duplicate tuples, the keyword DISTINCT is used.

· For example, the result of Q11 may have duplicate SALARY values whereas Q11A does not have any duplicate values.


Q11:
    SELECT    SALARY



    FROM        EMPLOYEE


Q11A:  SELECT     DISTINCT SALARY



    FROM        EMPLOYEE

2.3   Set Operations, Nesting of Queries, Set Comparisons
SET OPERATIONS
· SQL has directly incorporated some set operations.

· There is a union operation (UNION), and in some versions of SQL there are set differences (MINUS) and intersection (INTERSECT) operations.

· The resulting relations of these set operations are sets of tuples; duplicate tuples are eliminated from the result.

· The set operations apply only to union compatible relations; the two relations must have the same attributes and the attributes must appear in the same order.
Query 4: Make a list of all project numbers for projects that involve an employee whose last name is ‘Smith’ as a worker or as a manager of the department that controls the project.

  Q4:  (SELECT    PNAME


     FROM
  PROJECT, DEPARTMENT, EMPLOYEE

          WHERE
  DNUM=DNUMBER AND MGRSSN=SSN




  AND LNAME=‘Smith’)


      UNION




      (SELECT    PNAME


      FROM
  PROJECT, WORKS_ON, EMPLOYEE

           WHERE
  PNUMBER=PNO AND ESSN=SSN AND



                 LNAME=‘Smith’)

NESTING OF QUERIES:

· A complete SELECT query, called a nested query, can be specified within the WHERE-clause of another query, called the outer query.

· Many of the previous queries can be specified in an alternative form using nesting.

Query 1: Retrieve the name and address of all employees who work for the ‘Research’ department.

Q1:  SELECT
FNAME, LNAME, ADDRESS


   FROM
EMPLOYEE


   WHERE
DNO IN (  SELECT
DNUMBER





    FROM
DEPARTMENT





    WHERE
DNAME=‘Research’ )

· The nested query selects the number of the ‘Research’ department. 

· The outer query select an EMPLOYEE tuple if its DNO value is in the result of either nested query.

· The comparison operator IN compares a value v with a set (or multi-set) of values V, and evaluates to TRUE if v is one of the elements of V.

· In general, we can have several levels of nested queries.

· A reference to an unqualified attribute refers to the relation declared in the innermost nested query.

· In this example, the nested query is not correlated with the outer query.
CORRELATED NESTED QUERIES

· If a condition in the WHERE-clause of a nested query references an attribute of a relation declared in the outer query, the two queries are said to be correlated.

· The result of a correlated nested query is different from each tuple (or combination of tuples) of the relation(s) of the outer query.

Query 12: Retrieve the name of each employee who has a dependent with the same first name as the employee.

  Q12:  SELECT    E.FNAME, E.LNAME


       FROM       EMPLOYEE E


       WHERE    E.SSN IN  ( SELECT
ESSN





         FROM
DEPENDENT





         WHERE
ESSN=E.SSN AND





      

F.NAME=DEPENDENT_NAME )

· In Q12, the nested query has a different result for each tuple in the outer query.

· A query written with nested SELECT…FROM…WHERE… blocks and using the = or IN comparison operators can always be expressed as a single block query. For example, Q12 may be written as in Q12A.

    Q12A:  SELECT    E.FNAME, E.LNAME



    FROM       EMPLOYEE E, DEPENDENT D



    WHERE    E.SSN=D.ESSN AND




        E.FNAME=D.DEPENDENT_NAME

· The original SQL as specified for SYSTEM R also had a CONTAINS comparison operator, which is used in conjunction with nested correlated queries.

· This operator was dropped from the language, possibly because of the difficulty in implementing it efficiently.

· Most implementations of SQL do not have this operator.

· The CONTAINS operator compares two sets of values, and returns TRUE if one set contains all values in the other set.

Query 3: Retrieve the name of each employee who works on all the projects controlled by department number 5.

     Q3:  SELECT    FNAME, LNAME


        FROM       EMPLOYEE


        WHERE
   ( (SELECT
PNO




    FROM
WORKS_ON



 
    WHERE
SSN=ESSN)




    CONTAINS




    (SELECT
PNUMBER




    FROM
PROJECT




    WHERE
DNUM=5) )

· In Q3, the second nested query, which is not correlated with the outer query, retrieves the project numbers of all projects controlled by department 5.

· The first nested query, which is correlated, retrieves the project numbers on which the employee works, which is different for each employee tuple because of the correlation.

2.4 The EXISTS function, NULLs, Explicit Sets
THE EXISTS FUNCTION:
· EXISTS used to check whether the result of a correlated nested query is empty (contains no tuples) or not.

· We can formulate Query 12 in an alternative form that uses EXISTS as Q12B below.

Query 12: Retrieve the name of each employee who has a dependent with the same first name as the employee.

     Q12B:  SELECT    FNAME, LNAME

 
             FROM       EMPLOYEE


             WHERE    EXISTS  (SELECT  *




        
          FROM  DEPENDENT




        
          WHERE SSN=ESSN AND



                       

      FNAME=DEPENDENT_NAME)

Query 6: Retrieve the names of employees who have no dependents.

     Q6:  SELECT    FNAME, LNAME


         FROM       EMPLOYEE

 

WHERE    NOT EXISTS
    (SELECT  *






      FROM     DEPENDENT






      WHERE   SSN=ESSN)

· In Q6, the correlated nested query retrieves all DEPENDENT tuples related to an EMPLOYEE tuple. If none exist, the EMPLOYEE tuple is selected.

· EXISTS is necessary for the expressive power of SQL.

EXPLICIT SETS:
· It is also possible to use an explicit set of values in the WHERE-clause rather than a nested query.

Query 13: Retrieve the social security numbers of all employees who work on project number 1, 2, or 3.

    Q13:  SELECT    DISTINCT ESSN


         FROM       WORKS_ON


         WHERE     PNO IN (1,2,3)

NULLS IN SQL QUERIES:
· SQL allows queries that check if a value is NULL (missing or undefined or not applicable).

· SQL uses IS or IS NOT to compare NULLs because it considers each NULL value distinct from other NULL values, so equality comparison is not appropriate.

Query 14: Retrieve the names of all employees who do not have supervisors.

Q14:  SELECT    FNAME, LNAME

          FROM       EMPLOYEE

          WHERE    SUPERSSN IS NULL

Note: If a join condition is specified, tuples with NULL values for the join attributes are not included in the result.

2.5  Aggregate Functions and Grouping
AGGREGATE FUNCTIONS:
· Include COUNT, SUM, MAX, MIN, and AVG

Query 15: Find the maximum salary, the minimum salary, and the average salary among all employees.

    Q15:  SELECT    MAX (SALARY), MIN (SALARY), AVG (SALARY)

               FROM       EMPLOYEE

· Some SQL implementations may not allow more than one function in the SELECT-clause.

Query 16: Find the maximum salary, the minimum salary, and the average salary among employees who work for the ‘Research’ department.

     Q16:  SELECT    MAX (SALARY), MIN (SALARY), AVG (SALARY)

               FROM        EMPLOYEE, DEPARTMENT

               WHERE     DNO=DNUMBER AND DNAME=‘Research’

Queries 17 and 18: Retrieve the total number of employees in the company (Q17), and the number of employees in the ‘Research’ department (Q18).

     Q17:  SELECT    COUNT (*)

               FROM        EMPLOYEE

     Q18:  SELECT    COUNT (*)

               FROM        EMPLOYEE, DEPARTMENT

               WHERE     DNO=DNUMBER AND DNAME=‘Research’

GROUPING

· In many cases, we want to apply the aggregate functions to subgroups of tuples in a relation.

· Each subgroup of tuples consists of the set of tuples that have the same value for the grouping attribute(s).

· The function is applied to each subgroup independently.

· SQL has a GROUP BY-clause for specifying the grouping attributes, which must also appear in the SELECT-clause.

Query 20: For each department, retrieve the department number, the number of employees in the department, and their average salary.

    Q20:  SELECT         DNO, COUNT (*), AVE (SALARY)

               FROM            EMPLOYEE

               GROUP BY   DNO

· In Q20, the EMPLOYEE tuples are divided into groups -- each group having the same value for the grouping attribute DNO.

· The COUNT and AVG functions are applied to each such group of tuples separately.

· The SELECT-clause includes only the grouping attribute and the functions to be applied on each group of tuples.

· A join condition can be used in conjunction with grouping.

Query 21: For each project, retrieve the project number, project name, and the number of employees who work on the project.

    Q21:  SELECT          PNUMBER, PNAME, COUNT (*)

               FROM             PROJECT, WORKS_ON

               WHERE          PNUMBER=PNO

               GROUP BY    PNUMBER, PNAME   

· In this case, the grouping and functions are applied after the joining of the two relations.

THE HAVING-CLAUSE:

· Sometimes we want to retrieve the values of these functions for only those groups that satisfy certain conditions.

· The HAVING-clause is used for specifying a selection condition on groups (rather than on individual tuples).

Query 22: For each project on which more than two employees work, retrieve the project number, project name, and the number of employees who work on that project.

    Q22:  SELECT           PNUMBER, PNAME, COUNT (*)

               FROM              PROJECT, WORKS_ON

               WHERE           PNUMBER=PNO

               GROUP BY     PNUMBER, PNAME

               HAVING         COUNT (*) > 2       

2.6  Substring Comparisons, Arithmetic, ORDER BY
SUBSTRING COMPARISON:

· The LIKE comparison operator is used to compare partial strings.

· Two reserved characters are used: ‘%’ (or ‘*’ in some implementations) replaces an arbitrary number of characters, and ‘_’ replaces a single arbitrary character.

Query 25: Retrieve all employees whose address is in Houston, Texas. Here, the value of the ADDRESS attribute must contain the substring ‘Houston,TX’.

     Q25:  SELECT     FNAME, LNAME

               FROM         EMPLOYEE

               WHERE      ADDRESS LIKE ‘%Houston,TX%’

Query 26: Retrieve all employees who were born during the 1950s. Here, ‘5’ must be the 8th character of the string (according to our format for date), so the BDATE value is ‘______5_’, with each underscore as a place holder for a single arbitrary character.

    Q26:  SELECT     FNAME, LNAME

               FROM        EMPLOYEE

               WHERE     BDATE LIKE ‘______5_’

· The LIKE operator allows us to get around the fact that each value is considered atomic and indivisible; hence, in SQL, character string attribute values are not atomic.

ARITHMETIC OPERATIONS

· The standard arithmetic operators ‘+’, ‘-’, ‘*’ and ‘/’ (for addition, subtraction, multiplication, and division, respectively) can be applied to numeric values in an SQL query result.

Query 27: Show the effect of giving all employees who work on the ‘ProductX’ project a 10% raise.

    Q27:  SELECT     FNAME, LNAME, 1.1*SALARY

               FROM        EMPLOYEE, WORKS_ON, PROJECT
          WHERE     SSN=ESSN AND PNO=PNUMBER AND

                                   PNAME=‘ProductX’
ORDER BY

· The ORDER BY clause is used to sort the tuples in a query result based on the values of some attribute(s).

Query 28: Retrieve a list of employees and the projects each works in, ordered by the employee’s department, and within each department ordered alphabetically by employees last name.

Q28:  SELECT         DNAME, LNAME, FNAME, PNAME

          FROM            DEPARMENT, EMPLOYEE, WORKS_ON, PROJECT

          WHERE         DNUMBER=DNO AND SSN=ESSN AND

                                                        PNO=PNUMBER

          ORDER BY   DNAME, LNAME

· The default order is in ascending order of values.

· We can specify the keyword DESC if we want a descending order; the keyword ASC can be used to explicitly specify ascending order, even though it is the default.

2.7 Summary of SQL Queries

· A query in SQL can consist of up to six clauses, but only the first two, SELECT and FROM, are mandatory. The clauses are specified in the following order:


SELECT
<attribute list>


FROM

<table list>


[WHERE
<condition>]


[GROUP BY
<grouping attribute(s)>]


[HAVING
<group condition>]


[ORDER BY
<attribute list>]

· The SELECT-clause lists the attributes or functions to be retrieved.

· The FROM-clause specifies all relations (or aliases) needed in the query but not those needed in nested queries.

· The WHERE-clause specifies the conditions for selection and join of tuples from the relations specified in the FROM-clause.

· GROUP BY specifies grouping attributes.

· HAVING specifies a condition for selection of groups.

· ORDER BY specifies an order for displaying the result of the query.

· A query is evaluated by first applying the WHERE-clause, then GROUP BY and HAVING, and finally the SELECT-clause.

3 Specifying Updates in SQL

· There are three SQL commands to modify the database: INSERT, DELETE, and UPDATE.

INSERT:
· In its simplest form, it is used to add a single tuple to a relation.

· Attribute values should be listed in the same order as the attributes were specified in the CREATE TABLE command.

Example:

U1:  INSERT INTO EMPLOYEE

        VALUES (‘ Richard’, ‘K’, “Marini’, ‘653298653’, ‘30-DEC-52’

                             ‘98 Oak Forest,Katy,TX’, ‘M’, 37000, ‘987654321’, 4)

· An alternate form of INSERT specifies explicitly the attribute names that correspond to the values in the new tuple.

· Attributes with NULL values can be left out.

Example: Insert a tuple for a new EMPLOYEE for whom we only know the FNAME, LNAME, and SSN attributes.

    U1A:  INSERT INTO EMPLOYEE (FNAME, LNAME, SSN)

                VALUES (‘Richard’, “Marini’, ‘653298653’)

Important Note: Only the constraints specified in the DDL commands are automatically enforced by the DBMS when updates are applied to the database.

· Another variation of INSERT allows insertion of multiple tuples in a relation in a single command.

Example: Suppose we want to create a temporary table that has the name, number of employees, and total salaries for each department. A table DEPTS_INFO is created by U3A, and is loaded with the summary information retrieved from the database by the query in U3B.

    U3A:  CREATE TABLE    DEPTS_INFO





      (DEPT_NAME
VARCHAR(10)





      NO_OF_EMPS
INTEGER,





      TOTAL_SAL

INTEGER);

U3B:  INSERT INTO



DEPTS_INFO (DEPT_NAME, NO_OF_EMPS, TOTAL_SAL)



SELECT    DNAME, COUNT (*), SUM (SALARY)

 

FROM
    DEPARTMENT, EMPLOYEE



WHERE    DNUMBER=DNO



GROUP BY    DNAME;

Note: The DEPTS_INFO table may not be up-to-date if we change the tuples in either the DEPARTMENT or the EMPLOYEE relations after issuing U3B. We have to create a view (see later) to keep such a table up to date.

DELETE
· Removes tuples from a relation.

· Includes a WHERE-clause to select the tuples to be deleted.

· Tuples are deleted from only one table at a time.

· A missing WHERE-clause specifies that all tuples in the relation are to be deleted; the table then becomes an empty table.

· The number of tuples deleted depends on the number of tuples in the relation that satisfy the WHERE-clause condition.

Examples:

U4A:  DELETE FROM     EMPLOYE

                         WHERE    LNAME=‘Brown’

U4B:  DELETE FROM     EMPLOYEE

                         WHERE    SSN=‘123456789’

U4C:  DELETE FROM     EMPLOYEE

                         WHERE    DNO IN  (SELECT     NUMBER




  FROM         DEPARTMENT






  WHERE      DNAME=‘Research’

U4D:  DELETE FROM     EMPLOYEE

UPDATE
· Used to modify attribute values of one or more selected tuples.

· A WHERE-clause selects the tuples to be modified.

· An additional SET-clause specifies the attributes to be modified and their new values.

· Each command modifies tuples in the same relation.

Example: Change the location and controlling department number of project number 10 to ‘Bellaire’ and 5, respectively.

    U5:  UPDATE     PROJECT

             SET   
     PLOCATION=‘Bellaire’, DNUM=5

             WHERE       PNUMBER= 10

Example: Give all employees in the ‘Research’ department a 10% raise in salary.

     U6:  UPDATE     EMPLOYEE

              SET              SALARY=SALARY *1.1

              WHERE       DNO IN  (SELECT
DNUMBER





        FROM
DEPARTMENT





        WHERE
DNAME=‘Research’)

· In this request, the modified SALARY value depends on 

· the original SALARY value in each tuple.

· The reference to the SALARY attribute on the right of = refers to the old SALARY value before modification.

· The reference to the SALARY attribute on the left of = refers to the new SALARY value after modification.

4  Relational Views in SQL
· A view is a single virtual table that is derived from other tables.

· The other tables could be base tables or previously defined views.

· A view does not necessarily exist in physical form, which limits the possible update operations that can be applied to views.

· There are no limitations on querying a view.

· The CREATE VIEW command is used to specify a view by specifying a (virtual) table name and a defining query.

· The view attribute names can be inherited from the attribute names of the tables in the defining query.

Examples:

V1:  CREATE VIEW
    WORKS_ON1

        AS
SELECT    FNAME, LNAME, PNAME, HOURS


  
FROM       EMPLOYEE, PROJECT, WORKS_ON



WHERE    SSN=ESSN AND PNO=PNUMBER;

V2:  CREATE VIEW
     DEPT_INFO




     (DEPT_NAME, NO_OF_EMPS, TOTAL_SAL)


   AS
SELECT     DNAME, COUNT (*), SUM (SALARY)



FROM        DEPARTMENT, EMPLOYEE



WHERE     DNUMBER=DNO



GROUP BY DNAME;

· In V1, the names of the view attribute names are inherited.

· In V2, the view attribute names are listed using a one-to-one correspondence with the entries in the SELECT-clause of the defining query.

QUERIES ON VIEWS:

Example: Retrieve the last name and first name of all employees who work on ‘ProjectX’.

     QV1:  SELECT    PNAME, FNAME, LNAME



  FROM        WORKS_ON1

 

  WHERE     PNAME=‘ProjectX’

· Without the view WORKS_ON1, this query specification would require two join conditions.

· A view can be defined to simplify frequently occurring queries.

· The DBMS is responsible for keeping the view always up-to-date if the base tables on which the view is defined are modified.

· Hence, the view is not realized at the time of view definition, but rather at the time we specify a query on the view.

· A view is removed using the DROP VIEW command.

Example:

    V1A:  DROP VIEW     WORKS_ON1;

     V2A:  DROP VIEW     DEPT_INFO;

· Views can also be used as a security and authorization mechanism.

UPDATING OF VIEWS:
· A view update operation may be mapped in multiple ways to update operations on the defining base relations.

· The topic of updating views is still an active research area.

Example: Suppose we issue the command in UV1 to update the WORKS_ON1 view by modifying the PNAME attribute of ‘John Smith’ from ‘ProductX’ to ‘ProductY’.

     UV1:  UPDATE     WORKS_ON1

                 SET
         PNAME=‘ProductY’



   WHERE      LNAME=‘Smith’ AND FNAME=‘John’ AND




         PNAME=‘ProductX’

· This can be mapped into several updates on the base relations to give the desired update on the view. Two possibilities are:

· Change the name of the ‘ProductX’ tuple in the PROJECT relation to ‘ProductY’.

    - It is quite unlikely that the user who specified the view  update UV1 wants the update to be interpreted this way.

              (1):
UPDATE     PRODUCT
          
SET              PNAME=‘ProductY’

             
WHERE       PNAME=‘ProductX’

· Relate ‘John Smith’ to the ‘ProductY’ PROJECT tuple in place of the ‘ProductX’ PROJECT tuple.

   -  This is most likely the update the user means.

 (2):  UPDATE     WORKS_ON 

         SET
   PNO=  (SELECT PNUMBER  FROM PROJECT

 

               WHERE PNAME=‘ProductY’)

         WHERE      ESSN= (SELECT SSN FROM EMPLOYEE

                                           WHERE LNAME=‘Smith’ AND ‘FNAME=‘John’)

                               AND

                               PNO=  (SELECT PNUMBER FROM PROJECT

                                           WHERE PNAME=‘ProductX’)

Some view updates may not make much sense; for example, 

modifying the TOTAL_SAL attribute of DEPT_INFO as in UV2.

     UV2:  MODIFY     DEPT_INFO

                SET             TOTAL_SAL=100000

                WHERE      DNAME=‘Research’;

· In general, we cannot guarantee that any view can be updated.

· A view update is unambiguous only of one update on the base relations can accomplish the desired update effect on the view.

· If a view update can be mapped to more than on update on the underlying base relations, we must have a certain procedure to choose the desired update.

· We can make the following general observations:

· A view with a single defining table is updatable if the view attributes contain the primary key.

· Views defined on multiple tables using joins are generally not updatable.

· Views defined with aggregate functions are not updatable.
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