Introduction

If you create an ordinary index for a table, usually the data for that index is stored in a table like structure called B-Tree. The space used for the index is totally separate from the table space. If you query that table by making use of that index, the query optimizer has to read two locations first the index table and then the actual table based on the index key. You can create a table where in all the columns (indexed and non-indexed) are stored in a B-Tree like structure. This type of tables are called Indexed Organized Tables(IOT). Here the optimizer does not need to read two locations.

How to create an IOT

You can use the CREATE TABLE statement, but you have to provide certain other parameters.

Example:

CREATE TABLE emp_dept (

EMP_ID number,

DEPT_ID number,

NAME varchar2(250),

ADDRESS varchar2(250),

CITY varchar2(250),

STATE char(2),

constraint PK_EXP_DEPT primary key (EMP_ID, DEPT_ID))

ORGANIZATION INDEX TABLESPACE index_tblspace;

The ORGANIZATION INDEX clause identifies the table as an IOT.

There are other options that you can use for better management of IOTs.

Here all the columns are stored in the index table.

Restrictions

In regular tables, indexes are based on a pseudocolumn called ROWID which uniquely identifies a row in the table. In IOT, since all the columns are stored in the index structure, you have to have a primary key defined on the table to uniquely identify a row.

Since all the columns are stored in a single structure, you should carefully use the optional parameters available for the space management other wise the table is prone to fragmentation.

Advantages

1. Since you are not storing the index keys separately the space required is less.

2. Optimizer does not need to read two locations. The data can be found in one structure.

3. Since the data is organized based on the primary key, applications that use primary key to fetch the data performs well.

Note

Refer to Oracle documentation for the options available with the CREATE TABLE command.

