Data Warehousing Features of 8i

For the organization contemplating the move to Oracle 8i for their existing data warehouse, or those currently in the processing of designing/building one, Oracle 8i has some great features to significantly improve speed and ongoing database maintenance.

It should be noted that some of the features listed in this article may not be 8i only, but build on existing v8.x features.  These features are discussed below due to their importance in the warehousing and data-mart environment.

The web-site www.oracle.com/datawarehouse/  is a good start for all Oracle Data Warehousing projects, but it is highly recommended that other vendor independent sites be visited for more thorough technical architecture and analysis information.

From the DBA perspective, a re-read of Oracle's parallel architecture is highly recommended as most large data warehousing implementations are on multiple-CPU's.  Have a another good look at the parameter  parallel_automatic_tuning. 

Oracle's Common Warehouse Model (CWM)

Although not an Oracle 8i feature par say the Oracle Common Warehouse Model (CWM) is worth a mention for the warehouse designer.  The CWM initiative aims to solve metadata integration problems.  It basically defined a common model and SDK (software development kit) for the warehouse metadata; this allows a variety of vendor tools to interoperate at the metadata level.  

The CWM is based on an open Internet standard that consists of:

a) Java - choice of programming language

b) XML - import and export as the transportation level

c) UML - as the modeling language

The CWM itself is defined as a UML model describing all core classes that are divided into sub-modules that represent different areas of data warehousing.  Coupled with this is a set of API's that relate to the extraction, transformation, transportation, loading, integration and analysis phases of data warehouse design.

Storage Management and Administration

Data Resource Manager

This feature allows the DBA to strictly control resources (only CPU and parallelism can be controlled in v8.1.5). Using this facility the DBA can:


a) guarantee users a minimum amount of CPU resource, regardless of the load and other users

b) assign different resource usage characteristics to groups of application users

c) limit the degree of parallelism

d) implement different resource plans, ie.  night and day processing plan to control batch and OLTP users

Users are allocated to consumer groups that will share similar resource requirements.  The DBA creates resource plans and sets up the resource allocation methods and associated resource plan directives.

The consumer groups can be seen via the DBA_RSRC_CONSUMER_GROUPS view.  By default everyone is allocated to the default_consumer_group.  Users can be given the permission to switch groups and allocations can be altered whilst the database is running.

Resource plans can also consist of sub-plans, therefore the DBA can development a resource usage hierarchy.  The package dbms_resource_mananger is used to administer the resource manager and its associated components.

Transportable Tablespaces

A new parameter for the export and import utilities, the DBA can now export a specific tablespace out of the database and all data dictionary information.  The new tablespace must not exist already in the source database before attempting the import.

It should be noted that only the data-dictionary information regarding the tablespace is actually exported.  The DBA places the tablespaces in readonly/backup mode, exports the tablespace dictionary information, copies the data files and changes the tablespaces back to read/write. 

Partitioning

Partitioning allows the DBA to break large/huge tables into managable "chunks" that significantly improve index lookups and also the parallelization of queries and DML.  It also allows the DBA to logically control the placement of data at a physical level (disk and tablespace) and also at a logical level (specific data characteristic).

The three forms of partitioning are:

1) Range (8) -  table data is partitioned on a range of values in partitioned column, eg.  sales_date 

2) Hash (8i) -  a hash algorithm is applied to the table data and based on the results and the number of sub-partitions defined by the creator, the row is mapped to a sub-partition, eg.  sales_id with 4 possible sub-partitions where data is striped over the 4 partitions based on the hashing of the sales_id value

3) Composite (8i) - mixture of range and hash partitioning, where data is range partitioned first then split into sub-partitions using the hash method

The associated indexes can also be partitioned therefore providing significant performance advantages.  The CBO (cost based optimizer) is partition aware and is capable of producing parallel execution plans for queries and other DML on partition tables.  Frequent analysis is of course essential.

There are other many advantages of partitioning for the warehouse environment, some are:

a) partitions can be backed up and recovered individually

b) the optimizer can skip paritions that are not relevant to the query

c) partitions can be reorganized individually

d) partitions can be added and dropped individually

There are wide range of features, restrictions and benefits for partitioning.  It is highly recommended that the DBA look at all options before proceeding with this feature.

DBMS_STATS

The DBMS_STATS package is a godsend for the Oracle DBA in managing database statistics only for the cost based optimizer.  The package itself allows us to create, modify, view and delete statistics from a standard, well-defined set of package procedures.  The statistics can be gathered on tables, indexes, columns, partitions and schemas, but note that it does not generate statistics for clusters.

Some of its many features are:

a) Statistics can be computed or estimated from a random sample

b) Can gather statistics for sub-partitions or partitions

c) Whenever possible, dbms_stats routines will run via parallel query or operate serially

d) Statistics can be generated to a statistics table.    These can be imported or exported between databases and re-loaded into the data dictionary at any time.  This allows the DBA to experiment with various statistics.

It is recommended over the analyse command for CBO statistics generation because:

a) analyze always runs serially

b) analyze cant overwrite or delete some statistics generated by dbms_stats

c) statistic generation via analyse for partitions is not optimal, namely for global partition statistics.  

Even so, dbms_stats does not generate information about chained rows and the structural integrity of segments.

It should also be mentioned that in 8i, certain DDL commands (ie. create index), statistics are automatically generated, therefore eliminating the need to generate statistics explicitly after DDL command.  Oracle will determine if statistics are automatically generated based on the expected overhead.

DBMS_OLAP  (v8.1.5)

The dbms_olap package provides a series of functions that provide analysis information on your materalised views (summary tables).   It provides numerous statistics such as:


· Cardinalities of fact tables and dimensions

· Estimate the size of a summary table in bytes and rows

· Materialized view utilization 

· Recommendations on what views to drop, create or retain

· Verifies that the relationships in dimensions are correct


Utilization of materialized views is based on statistics from hypothetical workloads generate by Oracle Trace coupled with column cardinality statistics gathered by the analyze command.

The materialized view is discussed later in this article.

Other Warehousing Features

Analytic Functions (8iR2)

There are a range of new analytical extensions in v8.1.5 for SQL to assist developers in the warehousing environment.  The new statements include:

· CUBE - new in the SQL GROUP BY operator,  allows the calculation of multiple sub-totals for all possible combinations of the data returned in a cross-tabular query.

· ROLLUP - new in the SQL GROUP BY operator,  groups selected rows based on values of the first n, n-1, n-2 to 0 expressions for each row and returns a single row of all summaries for each group.

· SAMPLE - random sample of records from a table, excellent for data mining 

· TOP n  - the top N records returned from a query

· BOTTOM n - the bottom N records returned from a query

With Oracle 8iR2 (8.1.6) we see a further extension to the family of analytical functions to enhance performance and developer productivity.  Some of these functions are not part of the current ANSI standards but are apparently being reviewed.

Oracle has defined four families of analytic functions:

· Ranking - compute the rank of a row with respect to other rows in a dataset.  

· Window Aggregates - apply aggregate functions on a subset (window) of data

· Reporting Aggregates - allows reporting of values at different levels of aggregation

· LAG/LEAD - these functions allow the comparison of data in different rows without having to use complex self-joins

There is a very good white paper titled "Analytic Functions for Oracle 8i" (October 1999) from Oracle that discusses the general working principals with examples for each family of analytic function.  

In order to use these functions, Oracle builds on the existing SQL processing engine, and again introduce some new principals.  The essential concepts are:

a)  Processing order - now takes place in 3 stages:


1)  joins, where, group-by, having


2)  partitions created (see b)), analytic functions for each row and partition


3)  order by

b)  Result set partitions - these are not your table/index partitions, but are analytic

    partitions defined by the user within the query.  They allow the query result to be

    divided into groups of rows called "partitions".  These are created after the group-by

    clauses so other aggregate functions can be applied to them.

c)  Window - for each partition a "sliding window" can be defined. This simply determines

    the range of rows used to perform the calculations.  Windows can be physical rows

    or logical values based on the partitioned data sets returned.  Windows can simulate

    moving averages or constant ranges.

d)  Current Row - the current row is a reference pointer to determine the current location

    within the "window".

The new analytical functions offer the warehouse developers a huge range of possibilities that were very complex to simulate via view, complex joins and PL/SQL code.  It is worth the effort to check what is available and how they can improve your existing warehouse and its design and perhaps revisit what you previously thought was not possible with Oracle.

Bitmap Star Join (v8.x)

The bitmap index was introduced in v7.3.  In v8 the bitmap index functionality has been enhanced to include bitmap star schema join lookups.

Joins - Index Joins & Partition Wise Joins

Partitioning wise joins (joins in place) efficient for tables joined on the partition key:

a) Eliminating the movement of data between partitions

b) Reducing size of the sets to be joined

When run in a parallel environment minimizing the data exchanged between parallel query servers can reduce the query response time and resource utilization.  There are two types of partition wise join:


a) Partial - these can only be performed in parallel.  These occur when only one table involved in the joined is partitioned.   The non-partitioned table is called the reference table.  Once detected, Oracle will dynamically repartition the already "partitioned" table based on the reference table, once done, the full-partition wise join logic is basically followed.

b) Full - possible when the joined tables (two or more) are equi-partitioned on the join column.  The degree of parallelism on the join between to equi-partitioned tables is in direct proportion to the number of partitions.  Using hash, range and composite partitioning methods will vary the full-partition wise joins implementation.

Index joins in 8i allows Oracle to join multiple indexes together.  This is also known as "covering indexes".  

Function Based Indexes

One of the many new features in Oracle 8i is the Function-Based Index.  This allows the DBA to create indexes on functions or expressions; these functions can be user generated pl/sql functions, standard SQL functions (non-aggregate only) or even a C callout.

A classic problem the DBA faces in SQL Tuning is how to tune those queries that use function calls in the where clause, resulting in standard indexes created on these columns not to be used.  The function based index resolves this problem by allowing an index to be built on columns with a function/expression applied to it.  This allows Oracle to use the index during queries and allow the use of index range scans.

Some examples are:

CREATE INDEX expression_ndx ON mytable ((mycola + mycolc) * mycolb);

CREATE INDEX example_ndx ON myexample (UPPER(mycolb));

There are a few restrictions with function based indexes that the DBA should read up on before creating these indexes and your own functions to apply on the table columns.

The function based index is used only with the cost based optimizer.

Cost Based Optimizer Enhancements (8i)

Some of the CBO enhancements that will benefit both the OLTP and DSS environment include:

· The CBO recognizes data partitioning and parallelism when selecting its execution plan

· Cost-based query rewrites to use materialized views, dimensions etc to enhance performance

· Bitmap index technology has been enhanced for partitioning and parallelism

· Partitioned indexes can be partitioned as local prefixed, local non-prefixed or global prefixed.  Partitioned tables can have non-partitioned indexes.

· New CBO hints, such as star_transformation, index_ffs and parallel_index
· Optimization of IN-List queries

· Advanced sub-query transformations with semi and anti-joins.

Parallelism

In Oracle 8i an "adaptive algorithm" that is designed to enhance parallelism in determining the necessary degree of parallelism it should use.   I have not personally looked at this feature closely, but it apparently considers the current load on the warehouse when choosing the degree value, therefore, under a heavy load there is a possibility of maintaining reasonable performance and degree of parallelism.

The adaptive algorithm also works under more complex cluster and MPP environments without DBA intervention.

Materialized Views 

Unlike a non-materialized view, the materialized view stores the results of the view query into table segment.  The DBA can control the regularity of the views refresh (rebuild of the queries returned data), storage constraints, refresh type, query rewrite and other features.   The materialized view query can be anything currently allowed in non-materialized views.  They may consist of any number of aggregate functions and joins.

The materialized view can be used to replace existing summary tables, thus simplifying the user interface and how they perceive the warehouse and its structure.  The materialized view improves the warehouse performance by providing a pre-summarized table to assist complex in queries and analysis functions, or be used as the fact tables.  The DBA has complete control over the refresh periods, it can be used by query rewrite and may be built in parallel.

Materialized views may also be partitioned and indexed,  via the query rewrite facility, oracle will rewrite a query to use the materialized view (thus using the "virtual" summary table) when the optimizer estimates that the views summary table is more efficient than accessing the underlying table(s).

In 8i release 2, materialized views can also use the order by clause and for the insert .. select clause to order insertions into the summary table.

Query Rewrite

The query rewrite option is used with the cost based optimizer.  It allows the optimizer to re-write a query in which it believes that using a materialized view (summary table) would yield a faster response time.
Dimensions

The use of the "create dimension" command in Oracle 8i assists the query rewrite facility in Oracle in choosing the optimal path to your data within your summary tables (materialized views).  They are also mandatory when using dbms_olap to help you determine if your materialized views should dropped, retained or new views added.

The definition of a dimension allows the DBA to define the hierarchy of relationships data has with one another. Some classic examples are:

All ( Year ( Month ( Day

All ( Country ( State ( City ( Suburb

As we move up the dimension we doing a "rollup" for more overall summary information, or moving down the dimension we are doing a "drill-down" for more in depth analysis.

The warehouse designer will clearly define the "dimensions" used in the warehouse, and how these dimensions are mapped to data within the warehouse and is relationships when used against summary tables.  It should be noted that the summary tables are also know as "fact" tables and are common in star schemas (ie central fact/summary table with foreign keys to smaller dimension/code tables).

An Oracle dimension object is created on a existing table.  The DBA defines the dimension and its levels starting with the top (parent or ALL) level and working down the to the lower levels.  Once the levels are defined the DBA defines the relationship between each level which is syntactically defined as the hierarchy.  Finally, we also tell Oracle how level relate back to the physical table data via attributes. An example is shown below:

Create table my_time (

year

integer,

month

integer,

month_name
varchar2(40),

day

integer 

day_name
varchar2(40));

Create dimension my_time_dimension

level
year
is my_time.year,

level
month
is my_time.month,

level
day
is my_time.day

hierarchy my_time_rollup (


day child of


Month child of


Year)

Attribute month determines my_time.month_name

Attribute day determines my_time.day_name);

Dimensions can be viewed via the demo_dim package (smdim.sql), also see dbms_olap for procedures than act on dimensions.
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