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ABSTRACT
The ultimate goal of data mining is to pull the underlying patterns from recorded facts within large data sets to enable predictions to be made about future data.  This project investigates three algorithms and their ability to provide the most accurate predictions from the datasets. The three algorithms used are the Prism, nearest neighbor (instance based), and a genetic algorithm created by a graduate student at Auburn University.  The Prism algorithm is proposed to provide 100% accuracy or coverage when making predictions about future data.  It picks a class and builds upon "rules" to provide this accuracy.  The Nearest neighbor algorithm uses no repository or machine "learning" but merely uses equally distant points to predict classifications.  No percent of accuracy has been calculated at this point but the three will be compared to see which is most efficient.  The implementation of the three algorithms will be done in Perl with the help of MySql and tested on a pc and the Zaurus SL-5600.  

1. DATA MINING

Due to the large and continuously growing amount of data in our society, the need to understand this information with the least amount of effort has arisen.  When trying to extract this important information from this data there becomes the question of what information is important and what is not.  The concept of data mining is to figure out what underlying patterns within the data are deemed important and what exactly does this data mean.  To go about this process programs have to be developed to detect the patterns and regularities in the data. Detecting strong patterns can allow predictions to be made thus making the information a more valuable commodity.  Programs used for data mining come from algorithms designed for acquiring structural descriptions from examples, thus the idea of “machine learning.” The question then becomes, “Can a machine really learn?”  Well by feeding computer programs structural descriptions representing the patterns explicitly, predicting the outcome of new situations can be done and the derivation of the prediction can be explained. Hence proving that, “Yes a machine can be taught, but only with example.”    

Data mining, although a very important tool for learning about data and patterns, is a tool often used to discriminate.  One clear cut example of this is the University of Michigan case where the U. of Michigan in its attempts to attain a large number of underrepresented minority students could not automatically distribute twenty points to a student’s application solely based on their race.  The school had to come up with a way to admit students that was fair and judicial.  At Auburn University, one professor, Dr. Juan Gilbert came up with software that could be used to solve the problem.  His solution called Applications Quest clusters admissions applications to provide a just admissions process. This software uses well known clustering algorithms from computer science and information retrieval to automatically compare thousands of applications to each other and place them into clusters or groups, based upon a holistic view of their similarity (i.e., similar applications appear within the same cluster). The clusters represent diverse application pools with respect to a holistic view of each application. Applications Quest uses attribute-values on an application to determine similarity. For example, the more attribute-values two applications have in common, the more likely they will be clustered together. University-based admission offices can use this software to define diversity within an application pool based upon the holistic view of all the applications where race/ethnicity is one of many attributes used to compare applications. This approach adheres to the Supreme Courts ruling because it does not assign points to race/ethnicity. The software simply uses race/ethnicity in conjunction with all the other attributes to compare applications.
This summer at Auburn for the NSF Research Experience for Undergraduates program a similar project was done to see if yet another algorithm could provide rules based upon various attributes with a high level of accuracy.  The decision-rule based PRISM algorithm was selected, the nearest neighbor (instance-based), and a genetic algorithm were also selected.   
2. PRISM
Decision tree or decision rule algorithms are based on the divide-and-conquer approach to classification problems. They work in a top-down manner, splitting on the attribute that separates the classes best, and then recursively processes the partitions resulted from the split.  Another approach to this method is to take each class separately, and try to cover all examples in that class, at the same time excluding examples not in the class. This also being called the covering approach, because at each stage a rule is determined that covers some of the examples. Covering algorithms operate by adding tests to the rule that is under construction, always trying to create a rule with maximum accuracy or in PRISM’s case 100% accuracy. Whereas decision trees choose an attribute to maximize the separation between the classes (using information gain criterion) and the covering algorithm chooses an attribute-value pair to maximize the probability of the desired classification. The PRISM method, however, generates only 'correct' rules, measured by the accuracy formula p/t. Any rule with accuracy less than 100% is incorrect, since it assigns examples to the target class in question that do really belong to the target class. The PRISM method continues adding clauses to each rule until the rule is correct. The outer loop iterates over the classes, generating rules for each class in turn, re-initializing each time E to the complete training set of examples. The algorithm always starts with an empty rule which covers all examples, and then restricts it by adding new conditions (attribute-value pairs), until it covers only examples of the desired target class. At each stage of adding the condition to the rule, the best attribute-value pair in terms of p/t (accuracy) is chosen. If there are more attribute-value pairs with the same value of p/t, then the one with greatest coverage is chosen.
3. NEAREST NEIGHBOR (INSTANCE-BASED)
Nearest neighbor algorithms for learning from examples have worked best in domains in which all features had numeric values. In such domains, the examples treated as points and distance metrics can be used as standard definitions. The algorithm calculates distance tables that allow it to produce real-valued distances between instances, and attaches weights to the instances to further modify the structure of feature space. It has been shown that this technique produces excellent classification accuracy on three particular problems that have been studied by machine learning researchers: predicting protein secondary structure, identifying DNA promoter sequences, and pronouncing English text. Direct experimental comparisons with the other learning algorithms from other institutions show that the nearest neighbor algorithm is comparable in all those domains. In addition, the algorithm has advantages in training speed, simplicity, and perspicuity, although not more superior than the PRISM algorithm. 

4.  IMPLEMENTATION
Using Perl and MySql the PRISM algorithm was implemented to test for accuracy in comparison with the nearest-neighbor and genetic algorithm.  Perl was used because it communicates well with MySql and because it was the familiar language in the engineering labs at Auburn. The following queries are the essential parts that make the PRISM algorithm work: 
$sql = "select $class, count(*) from $dataset group by 1 order by 1";
$sql = "select $p, count(*) from $dataset where $class = '$ClassArray[$i]' and $p <> $class ";

 $sql .= "group by 1 having count(*) = $ClassCount[$i]";

$dbh->do("insert into PRISM values ('$p','$q','$ClassArray[$i]')");
$sql = "select distinct Determinant, DeterminantValue from PRISM";

$sql .= " where ClassValue = '$ClassArray[$i]' order by 1,2";
#print "if $p = $q then $class = $ClassArray[$i]; \n";
print "No rules were found for attribute $class from $dataset\n";
The above lines of code execute the first query of selecting an attribute as a class then using that class to build upon the first rule. It stores the results of the first query back into the database where another query is executed to complete the rule.  The results are then printed. The results display the rules for each class or they say there were no rules found based upon that class.  Because the PRISM algorithm was so successful, the implementation of the nearest neighbor algorithm did not take place. 
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