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1 Introduction

The purpose of the document is to provide a detailed design for the message queues implementation in Linux. It explains various data structures used in the implementation and implementation details. Message queues are one of the IPC mechanisms used in Linux. The intended audience for this document is students and professionals who want to know more about system call implementation in Linux, to get a deep insight about message queues implementation.

Prerequisites are Basic Linux Kernel Internals Knowledge, Exposure to IPC mechanisms, and Strong C programming skills. Hands on experience in Linux IPC application programming will be an added advantage. The document starts with the message queue system and explains more about the design details. 

2  System Overview

The message queues are IPC mechanisms used in Linux. When two user space processes wants to communicate among themselves this message queues come into picture. Basically the Linux Kernel will maintain linked list of message queues and a message queue identifier identifies each queue uniquely. When one process wants to send a message to another process it calls appropriate system call. The system call copies the user data into Kernel’s address space and added into the linked list of messages. When the receiving process wants to read a message from the queue it calls appropriate system call. Now the message is copies from the Kernel’s address space to user’s buffer. Thus the processes communicate. 

Since it is IPC mechanism permissions for accessing the queue has to be taken care. The permission information for queue and some more information are stored in a data structure separately. This data structure is maintained for each queue. When two processes are communicating the process synchronization should be there. There are two conditions in which the synchronization problem will come.

· When a process want to write into a queue and the queue is full

· When a process want to read from the queue and the queue is empty

In order to address the issue, processes are queued. For reading and writing two separate wait queues are maintained. Whenever any synchronization problem occur the process is put into the queue. When expected event occur the process is waked up and the appropriate operation on the data is performed.

If the user wants to control the message queue, another system call is provided. Using that system call the user can get or set the IPC parameter values, delete the queue. Like other IPC mechanisms the internal data structures, which are created while communicating between processes has to be cleaned up by the system, call itself. Proper methods are provided in the implementation.

To perform all these operations there are four system calls supported in Linux. This mini project implements all those four systems calls and add them as new system calls in the existing kernel. The user can write application programs using the system calls provided by this project. The following diagram illustrates how the message queue mechanism works in Linux 
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3 Design Considerations

3.1.1  Assumptions and Dependencies

This implementation has got its own assumptions and dependencies. This assumes that the Linux Kernel could be of any version. But assumes that basic inter process communication data structures are available. It assumes the kernel feature like adding a new system call to the Linux kernel is supported. The current implementation is tested in the Linux version 7.1 and Kernel version 2.4.2.

Also this implementation depends on the kernel wait queue. The finding the process context, waking up the process when an event occurs is the instances in which the task subsystem of Linux come into picture. So this implementation has got some dependency on the task subsystem of Linux.

3.1.2  General Constraints

In this implementation the message queues system calls are added as a new system calls to the Linux Kernel. So adding the system call in different versions of the Kernel will be a constraint. Please refer to the Bibliography for How to add a system call to the existing Linux Kernel.

Even though the implementation is trying level best to exactly simulate the system call, there are some instances in which we have some constraints. Following are some of the instances.

· The data structures used in this implementation may change in the future.

· Adding a new system call into the Linux system may vary from Linux kernel   version to version. When porting this implementation it may become an issue.

4 Goals and Guidelines


The main goal of this mini project is to be a learning project by which one can understand the following.

· System call implementation in Linux

· IPC mechanisms in Linux

· Understand the internal data structures used by the Linux Kernel

5 System Architecture


The message queue Architecture consists of three levels. At the topmost level one data structure is maintained for each message queue existing in the system. This is used to identify the queue in a unique manner. Each queue is having an identifier, which is used for this purpose. At the next level for each message is the queue one data structure is maintained. This contains the information about the message. At the lowest level the messages exist.


The first and second levels are maintained as linear linked lists. The third level the message level is independent messages are maintained which is used between processes. The following diagram shows at very top-level diagram about the message queues. 

6 Detailed Design


The major part of this mini project in implementation of the system calls. This section explains the detailed design of the system. This section consists of three parts. The first part consists explains about various data structures used, second section explains about the implementation of the system calls and the third section explains about adding these system calls into the Linux Kernel. 
6.1.1   Data structures


There are three main data structures used in the implementation. As mentioned in the System Architecture. At the topmost level the structure JK_msgqid_ds is used. 

6.1.2 Kernel JK_msgqid_ds structure



/* one msqid structure for each queue on the system */

struct JK_msqid_ds {

    struct JK_ipc_perm msg_perm;

    struct JK_msgqid_ds *ds_next;

    struct JK_msg *msg_first;  

    struct JK_msg *msg_last;   

    time_t msg_stime;       

    time_t msg_rtime;       

    time_t msg_ctime;       

    struct JK_wait_queue *wwait;

    struct JK_wait_queue *rwait;

    ushort msg_cbytes;    

    ushort msg_qnum;     

    ushort msg_qbytes;      

    ushort msg_lspid;       

    ushort msg_lrpid;       

};



msg_perm : An instance of the ipc_perm structure.This holds the permission information for the message queue, including the access permissions, and information about the creator of the queue (uid, etc). 

msg_first : Link to the first message in the queue (the head of the list). 

msg_last : Link to the last message in the queue (the tail of the list). 

msg_stime : Timestamp (time_t) of the last message that was sent to the queue. 

msg_rtime : Timestamp of the last message retrieved from the queue. 

msg_ctime : Timestamp of the last change made to the queue (more on this later). 

wwait and rwait : Pointers into the kernel's wait queue. They are used when an operation on a message queue deems the process go into a sleep state (i.e. queue is full and the process is waiting for an opening). 

msg_cbytes : Total number of bytes residing on the queue (sum of the sizes of all messages). 

msg_qnum : Number of messages currently in the queue. 

msg_qbytes : Maximum number of bytes on the queue. 

msg_lspid : The PID of the process who sent the last message. 

msg_lrpid : The PID of the process who retrieved the last message. 

6.1.3 Kernel JK_msg structure



/* one msg structure for each message */

struct JK_msg {

    struct JK_msg *msg_next;   

    long  msg_type;          

    char *msg_spot;         

    short msg_ts;           

};



msg_next : This is a pointer to the next message in the queue. They are stored as a singly linked list within kernel addressing space. 

msg_type : This is the message type, as assigned in the user structure msgbuf. 

msg_spot : A pointer to the beginning of the message body. 

msg_ts : The length of the message text, or body. 

6.1.4 Kernel JK_msgbuf structure



/* message buffer for msgsnd and msgrcv calls */

struct JK_msgbuf {

    long mtype;         

    char mtext[1];      

};



mtype : The message type, represented in a positive number. This must be a positive number! 

mtext : The message data itself. 

6.1.5 Kernel JK_ipc_perm structure



struct JK_ipc_perm

{

  key_t  key;

  ushort uid;   

  ushort gid;

  ushort cuid;   

  ushort mode; 

  ushort seq;   

}



The kernel stores permission information for IPC objects in a structure of type JK_ipc_perm. Most of the fields in the structure are self explanatory. More focus has to be put into the mode,which contains the permission information of the IPC. In Linux the IPC is considered similar to a file where read , write and execute permissions are maintained for the owner, owner’s group and all.

6.2 Implementation Details

This section explains about the implementation details.First  methods that implements the system call are explained  Care is taken to make sure that the repetable code segments are modularized and code is not repeated.
6.2.1 Function:  JK_msg_get()
	Function Name 
	  :
	JK_msg_get()

	Input Parameters
	  :
	key_t    key

int         msgflg

	Output Parameters
	  :
	None

	Return Values
	  :
	integer


Pseudo Code:

int JK_msgq_get(key_t key,int msgflg)

{


/* Search the first level of linked list for given key */


header = _msgq_ds_search(key,JK_KEY_SEARCH);


if(header == NULL)


{



/* Allocate memory for the new entry */



new_queue = _msgq_malloc();




if(new_queue == NULL)



{




errno = ENOMEM;




return(JK_FAILURE);



} 



/* Create a new entry in the first level */



Traverse the linked list till the end;



Increment the entry_count;



/* Check for maximum number of entries in the list */



if(entry_count == JK_MSGQ_MAX_ENTRY)



{




errno = ENOSPC;




_msgq_free(new_queue,JK_QUEUE_EMPTY);




return(JK_FAILURE);



} 



/* Add the new entry and initialize the entry */



temp->next = new_queue;



/* Return the message queue id */



return(_msgq_initialize(new_queue));



}


} else {



ipc_flag = _msgq_extract_perm(msgflg);



/* Check whether JK_IPC_EXCL is enabled or not */



if(ipc_flag == JK_IPC_EXCL_CREAT)



{




errno = EEXIST;




return(JK_FAILURE);



}



/* Check for the read permission of the queue */



 if(_msgq_read_permission(header) == JK_FAILURE) 

{




errno = ENOPERM;




return(JK_FAILURE);



}



/* Return the existing queue id */



return(header->ipc_perm.seq);


}

}

6.2.2 Function: JK_msg_snd()
	Function Name 
	  :
	JK_msg_snd()

	Input Parameters
	  :
	int                           msgqid

struct JK_msgbuf   *msgp

int                           msgsz

int                           msgflg

	Output Parameters
	  :
	None

	Return Values
	  :
	Int


Pseudo Code :

int JK_msg_snd(int msgqid,struct JK_msgbuf *msgp,int msgsz,int msgflg)

{


/* Search the queue with given message queue id */


msg_ptr  = _msgq_ds_search(key,JK_KEY_SEARCH);


if(msg_ptr == NULL) {



errno = EIDRM;



return(JK_FAILURE);


}


/* Check for the write permission into the queue */


msg_perm = _msg_write_permission(msg_ptr); 


if(msg_perm == JK_FAILURE) {



errno = EACCESS;



return(JK_FAILURE);


} 


/* Check the message buffer pointer


if(msgp == NULL) {


errno = EFAULT;



return(JK_FAILURE);


} 


if((msgp->mtype < 0)||(msgqid < 0) || (msgsz < 0)) {



errno = EINVAL;



return(JK_FAILURE);


}


/* Search the first level */

ds_ptr = _msgq_ds_search(msgqid,JK_QID_SEARCH);


if(ds_ptr == NULL)


{



/* Invalid queue id */



errno = EIDRM;



return(JK_FAILURE);


} 


if(msgflg == JK_IPC_NOWAIT)



printf(“UNDER CONSTRUCTION !!\n”);


else {



/* Insert in the second level */



return(_msgq_insert(&ds_ptr,msgqp));


}

}

6.2.3 Function:  JK_msg_rcv()
	Function Name 
	  :
	JK_msg_rcv()

	Input Parameters
	  :
	int                            msgqid

int                             msgsz

long                          mtype

int                             msgflg

	Output Parameters
	  :
	struct JK_msgbuf    *msgp

	Return Values
	  :
	int


Pseudo Code :

int JK_msg_rcv(int msgqid,struct JK_msgbuf *msgp,int msgsz,long mtype,int msgflg)

{

/* 

   Search for the message queue with the given queue id 

   in the first level 

*/



msg_ptr  = _msgq_ds_search(key,JK_KEY_SEARCH);


if(msg_ptr == NULL) {



errno = EIDRM;



return(JK_FAILURE);


}


/* Check for the read permission */



msg_perm = _msg_read_permission(msg_ptr); 


if(msg_perm == JK_FAILURE) {



errno = EACCESS;



return(JK_FAILURE);


} 


if((msgqid < 0) || (mtype < 0)) {



errno = EINVAL;



return(JK_FAILURE);


} 


if(msgflg == JK_IPC_NOWAIT)



printf(“Under Construction\n”);


if(mtype != 0) {



/* Search for the given message type */



ptr = _msgq_type_search(msg_ptr->msg_first,mtype);



if(ptr == NULL) {




errno = EIDRM;




return(JK_FAILURE);



}



return(_msgq_retrive(msgp,ptr,msgsz);


} else {



/* Message type is not specified */



/* Retrive the oldest message from the queue */




first_ptr = msg_ptr->msg_first;


return(_msgq_retrive(msgp,first_ptr,msgsz));

}

}




6.2.4 Function:  JK_msgctl()
	Function Name 
	  :
	JK_msgctl()

	Input Parameters
	  :
	int                          msgqid

int                          cmd

	Output Parameters
	  :
	struct msgqid_ds   *buf

	Return Values
	  :
	Int


Pseudo Code:

int JK_msgctl(int msgqid,int cmd,struct JK_msgqid_ds *buf)

{


switch(cmd) {


case JK_IPC_STAT :




msg_ptr  = _msgq_ds_search(msgqid,JK_QID_SEARCH);



if(msg_ptr == NULL) {





errno = EIDRM;




return(JK_FAILURE);




}



/* Check for the read permission */




msg_perm = _msg_read_permission(msg_ptr); 




if(msg_perm == JK_FAILURE) {





errno = EACCESS;




return(JK_FAILURE);



} 



/* Copy the JK_msgqid_ds to the buffer and return */



buf = msg_ptr;



return(JK_SUCCESS);



break;

case JK_IPC_SET :




msg_ptr  = _msgq_ds_search(msgqid,JK_QID_SEARCH);



if(msg_ptr == NULL) {





errno = EIDRM;




return(JK_FAILURE);




}



/* Check for the write permission */




msg_perm = _msg_write_permission(msg_ptr); 




if(msg_perm == JK_FAILURE) {





errno = EACCESS;




return(JK_FAILURE);



} 



/* Copy the ipc_perm values to the buffer */





return(msgq_ipcperm_copy(buf->ipc_perm,msg_ptr));



break;

case JK_IPC_RMID :


 

msg_ptr  = _msgq_ds_search(msgqid,JK_QID_SEARCH);



if(msg_ptr == NULL) {





errno = EIDRM;




return(JK_FAILURE);




}



/* Check for the write permission */




msg_perm = _msg_write_permission(msg_ptr); 




if(msg_perm == JK_FAILURE) {





errno = EACCESS;




return(JK_FAILURE);



} 



/* Copy the ipc_perm values to the buffer */





return(_msgq_delete(msg_ptr));



break;

}



}

6.3 Adding System Calls into the Linux Kernel

From the above explanations it is clear that four new system calls are to be added in the Linux Kernel to support the Message queues IPC. There are some sequence of steps to be followed to add new system calls into the Linux Kernel. This section explains those steps. To get more information on Linux system calls please refer to the Bibliography.

6.3.1 System Call Implementation

All system call source code files in /usr/src/linux/kernel because they a part of the kernel. For example to add new system call JK_msgq_get (), edit a file jk_msgq.c in the above given path which looks like:


#include < linux/jk_msgq.h >

asmlinkage int JK_msgq_get(key_t key,int msgflg)

{


/* Put the code here */

}

We can see that there isn't much to it. But enters Kernel space and executes with permission to do what ever it wants to the system. Two things differ from a normal C function.

· First we need to use the asmlinkage int.

· Even though the system call name is JK_msgq_get() we must name it sys_JK_msgq_get(). In a way this makes sense because it is a system call. All of the system calls start with the prefix sys_. 

· Also we include a header file named in sync with this system call. 

6.3.2 Adding a Library Function

The system call, which we have implemented, has to be added as a library function. Basically this is a wrapper kind of function, which the user calls. This in turn calls the system call in the Kernel.  We have to specify that in the header file. Following example shows how to add that entry. Having a look at /usr/src/linux/include/linux/jk_msgq.h we see:


#ifndef __LINUX_JK_MSGQ_H


#define __LINUX_JK_MSGQ_H


#include < linux/linkage.h >


#include < linux/unistd.h >


_syscall2 (int, JK_msgq_get, key_t ,key, int, msgflg )


#endif

Here,

· The _syscall part means that this line is to be translated to a system call. 

· The 2 means that this system call takes two arguments. 

· The first field we encounter is int. This is the return type. 

· Next we see JK_msgq_get. This is the system call name. 

· Arguments to this macro come in pairs. Each pair consists of a return type and a name. 

6.3.3 Getting a System Call Number

In the Linux Kernel each system call needs to be referenced by a number passed through the EAX register. So a new number has to be given to the new system call that is added for this implementation.

The File  /usr/src/linux/include/asm-i386/unistd.h. Looks as follows

  
#define __NR_sys_exit
 
  1

  A new entry is added as follows 

  
#define __NR_sys_JK_msg_get 
  191

6.3.4 System Call Table Entry

In the Linux Kernel the system calls are added as a table.So for the new system call implemented in a new entry has to be added. In this table the system call number to system call name mapping is done.In  the file /usr/src/linux/arch/i386/kernel/entry.S ,way down at the end of the file is a long table that starts with the line ENTRY(sys_call_table). The table then consists of a whole bunch of entries like.

 . long SYMBOL_NAME(sys_exit)
 This table holds a list containing each system call. In fact each line says use 4 bytes to hold a pointer to the label specified by SYMBOL_NAME. You may notice that this table of pointers could be seen as an array and that the system call number could work as the index into the array. In the bottom of the table the new entry is added. 

  
. long SYMBOL_NAME(sys_JK_get_msg)
  

 Since we have added a new system call the total count has to be increased by one. In the same file there is one entry shown below for total number of system calls. Update the entry. 


.rept NR_syscalls-190

  Will become: 


.rept NR_syscalls-191

6.3.5 Updating the Makefile

We created a new C file that will need to be compiled and linked into the kernel. The file was /usr/src/linux/kernel/jk_msgq.c so we need to edit the appropriate makefile, whose path is /usr/src/linux/kernel/Makefile.

Open the makefile and find the lines that start with O_OBJS =.


O_OBJS   = sched.o dma.o fork.o exec_domain.o panic.o printk.o sys.o \

  
   module.o exit.o itimer.o info.o time.o softirq.o resource.o \



   sysctl.o acct.o capability.o

 This is a list of the files that need to be linked into the kernel when we compile it. We can just add the following line right afterwards, which says to also include our new file. Don't worry that chad.o doesn't exist yet. It will be created when we compile the kernel. 


O_OBJS   += jk_msgq.o

6.3.6 Compiling the kernel

This is a normal set of commands which the user is familiar with. Normally, make dep;make bzImage commands are used.After compiling an entry in the lilo.conf is added for the new compiled Linux Kernel. The new lilo is executed just by the command lilo.After rebooting the user will be able to call the system call JK_msgq_get() like any other sytem calls like socket() ,  exit() etc…..
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